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Smartphones have rapidly become ubiquitous, with over five billion users globally.

Equipped with advanced sensors such as GPS, cameras, and microphones, they gen-

erate large amounts of diverse data. Much of this data, including locations, call logs,

images, and online activities, are highly private. A suitable model training architec-

ture is required to enhance usability through intelligent applications while preserving

data privacy and security. In this thesis, we develop a Communication Efficient

FEderated Learning (CEFEL) framework for smartphone personal assistant applica-

tions to protect user privacy and maintain user experience with low communication

and computational overhead. Our framework identifies parameters that converge early

and can be frozen or communicated intermittently, reducing communication overhead

without compromising model accuracy. Extensive experiments demonstrate the robust-

xv



ness of our approach against unbalanced and non-IID data distributions. The exper-

iments show that our developed framework of FedFreeze and FedFreeze+ techniques

outperforms state-of-the-art FL algorithms like FedAvg in reducing communication

and computational costs, preserving privacy, and maintaining training efficiency with

comparable accuracy.
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CHAPTER 1

INTRODUCTION

Smartphones are becoming a necessary technology in our daily lives [6], [7]. In addition

to their mobility, the advanced sensors on mobile phones, including GPS, cameras, and

microphones, provide access to an unprecedented amount of diverse data. Much of

the data collected through these sensors is considered private data, such as locations,

phone call logs, images, and online activities. Machine learning (ML) has the potential

to improve the usability of intelligent mobile applications through models trained using

such data. Such models can be used to build various context-sensitive personalized

systems [8], [9], [10], [11], [12].

However, implementing such ML models for personalized applications on smart-

phones is challenging for several reasons [6], [2], [13]. One significant challenge lies in

training large ML models with huge amounts of data on resource-constrained devices.

Due to the nature of applications, trained models need to be continuously updated to

adapt to dynamic user behaviors and preferences [6]. Another challenge is to ensure

data privacy and security when using sensitive user data to train ML models [14], [15].

Addressing these challenges requires combining recent advances in ML and privacy-
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Figure 1.1: Federated Learning Architecture

preserving algorithms [16]. In centralized ML models, both training and inference

occur on a centralized server [17], with mobile clients communicating their sensitive

data with the server. This is challenging due to user privacy [18], bandwidth limi-

tations [19], resource requirements, and efficiency [20]. The above challenges can be

addressed using a decentralized learning approach such as Federated Learning (FL)

[21], [22], [23].

Figure 1.1 illustrates the essence of FL, in which a dispersed collection of devices

(clients) participate in the learning process by sharing their local models with a central

server. The central server maintains a globally updated model. In this way, clients
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do not share their confidential data during the training process. Instead, each client

only needs to share a locally optimized model with the central server, which in turn

aggregates the individual model by averaging [24]. The aggregated updates are then

applied to improve the global model before moving on to the next training iteration,

where the clients repeat the process based on the newly updated global model [21].

A prominent example of applications using FL is the GBoard text entry history [14]

and activity scheduling [6]. This distributed learning framework enables personal-

ized learning on diverse datasets without compromising user data privacy, making

it particularly beneficial for data-sensitive applications such as predictive text [14],

personalized recommendations [6], and healthcare care [15].

However, communication is a critical bottleneck in FL [4][21]. In particular, since

the Internet connections between the clients and the server have limited capacity

[19], the synchronization of the update of the model is an intrinsic bottleneck that

significantly prolongs the training process. Numerous studies have been conducted to

reduce the communication overhead associated with distributed model training. For

example, reducing the model size by quantization into fewer bits before transmission

[25].

Furthermore, several further publications [21], [23] propose to increase the amount

of local computation while decreasing the total communication frequency to allow more

local updates each communication round. These methods need powerful computing

resources, and because local training takes precedence, there may be client-to-client

differences in the global model’s performance.

To address the aforementioned challenges, Chen et al. [26] proposed a freezing
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technique to reduce communication overhead by avoiding synchronizing unnecessary

parameters without compromising the accuracy of the model. This involved solving

two challenges: determining the converged parameters in the local model of partic-

ipating clients and assessing the temporary convergence of the selected parameters.

However, this work suffers from a drawback in which the performance gain would be

rather little if the convergence of the parameters of the supposed layer to be frozen

happened later in the training phase or never at all.

1.1 Problem Statement

In this thesis, we focus on developing a personal assistant application that analyzes

phone calls and text entries to identify action keywords. For example, the proposed

application would analyze the sentence ’My assistant Alice will send you our new

proposal today’ and create a notification/alarm reminder accordingly. Several ap-

plications exist in the literature [17], [9]. However, we emphasize on developing two

features: continuous learning to enrich the model generalization to achieve optimal

personalization based on each client’s preferences and domain of operation while en-

suring low communication and computational overheads.

The objective of this thesis is to develop and implement a Communication-Efficient

Federated Learning (CEFEL) framework to support continuous model updates of the

personal assistant application. The proposed model ensures the privacy of sensitive

data while achieving high accuracy for the global model with less communication

overhead.

4



1.2 Research Objectives

The objectives of this thesis are the following.

1. Design and implement CEFEL framework with the objective of minimizing the

communication overhead while ensuring user data privacy.

2. Develop a personalized smartphone assistant application that uses CEFEL frame-

work for training ML models with focus on non-iid distribution.

3. Conduct experiments to evaluate the performance of the developed framework

and mobile application.

1.3 Thesis Organization

The remaining chapters of this thesis are as follows. Chapter 2 presents the back-

ground concepts and related work of this thesis. Chapter3 presents the proposed

framework and development stages of the personal assistant application and model.

Chapter 4 presents the experimental setup and various performance metrics of the

model. Finally, the conclusion and future work are presented in chapter 5.
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CHAPTER 2

BACKGROUND AND RELATED

WORK

This section highlights the background and related work on the problem. First, we

present the general architecture of personal assistant applications. Then, we discuss

concepts related to speech and text prediction models. Next, we highlight the state-

of-the-art work related to federated learning. Finally, we present the state of the art

related to the use of federated learning in personal assistant applications.

2.1 Personal Assistant Applications

Personal assistant applications are programs that can understand, respond to spoken

inputs or gestures, and process the user’s request [6], [10]. In recent years, smartphones

have experienced tremendous growth, going from basic calling devices to full-fledged

computing devices [27]. If smartphones could recognize and adjust to their users’

behavior and carry out tasks without the user’s assistance, they would be more user-
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Figure 2.1: Keyphrase Extraction Structure [1].

friendly and enhance the user experience as in [14], [15], [11]. Figure 2.1 illustrates the

various stages of the personal assistant application to obtain keyphrase extraction.

Speech-to-Text (STT) converts spoken language into written text, enabling the

system to process audio inputs for keyphrase extraction. STT systems often use deep

learning models, such as CNNs and RNNs, to transcribe audio data accurately [8].

Part-of-Speech (POS) Tagging is the process of labeling words in a sentence

with their corresponding part-of-speech tags, such as noun, verb, adjective, etc. It

helps in understanding the grammatical structure of sentences, which is crucial for

accurate keyphrase extraction [8].

Keyphrase Vectorizer is a Python tool that creates a document-keyphrase ma-

trix by extracting keyphrases with part-of-speech patterns from a set of text documents

[1]. The POS patterns represent the rule-based-logic for any pattern of phrases to be

extracted. A mathematical matrix that indicates the frequency of keyphrases in a set

of documents is called a document-keyphrase matrix. Text documents are indicated
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by the rows of the matrix, while unique keyphrases are shown by the columns. In

order to calculate document-keyphrase matrices, the vectorizer extracts keyphrases

from text documents using part-of-speech tags.

2.2 Deep Learning Models for Personal Assistant

Applications

Machine learning encompasses the creation of algorithms and models that empower

machines to learn from data. Services in personal assistant applications that are

intelligent and context aware often rely on the use of ML-based prediction models

that use relevant contextual user data, such as phone log data [17], [12], [28]. In

this thesis, we focus on keyphrase extraction from speech and text data generated

by a smartphone user using language models trained with a large annotated English

corpus. However, ML models were shown to be insufficient in handling the complexity

and nuances of language data without extensive manual feature engineering [29], [30],

[31].

Deep learning models, on the other hand, have been shown to achieve superior

performance in understanding and extracting meaningful information from text com-

pared to traditional machine learning [6]. In particular, Recurrent Neural Network

(RNN) and Long-Short-Term Memory (LSTM) have been used for automatic learn-

ing of intricate patterns and dependencies in sequential text data [31], [32]. RNN is

a neural network designed for tasks that involve sequential or time series data. Un-

like feedforward neural networks, RNNs have connections that form directed cycles,
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allowing them to capture dependencies and patterns over time [32]. On the other

hand, LSTM is a type of RNN architecture that is specifically designed to address the

limitations of traditional RNNs in capturing long-range dependencies and handling

vanishing gradient problems. LSTM networks have become the cornerstone in various

tasks of natural language processing (NLP), including language modeling, text gener-

ation, sentiment analysis, machine translation, and keyphrase extraction, due to their

ability to effectively model sequential data [32]. In particular, LSTM models capture

temporal dependencies in speech, allowing the model to understand speech patterns

over time [32].

RNN and LSTM have been shown to significantly improve the precision and effi-

ciency of keyphrase extraction, as demonstrated in various and recent literature [1],

[33], [34], [18], [35]. As a result, such models have been used to develop advanced

smartphone personal assistant applications that require robust and seamless user ex-

periences [36]. For example, the work in [37] enhances keyphrase extraction by using

deep contextual language models to generate rich embedding for each token, which

are then processed by a BiLSTM-CRF architecture to capture sequential dependencies

and identify keyphrases. This approach leverages domain-specific models to improve

performance by providing detailed contextual representations. However, it faces chal-

lenges including the dependency on high-quality embedding, high computational and

memory demands, and potential issues with generalizing across different domains.

Such challenges can affect the overall efficiency and applicability of the model in di-

verse contexts.

In this thesis, we propose a method that utilizes RNN and LSTM models designed
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for sequential or time-series data. To effectively handle massive data quantities, our

approach relaxes the frequency of updating converged parameters, updating them once

per round or multiple times per rounds with model freezing. By observing the variation

in convergence time across model parameters, we reduce the need for repeated local

and global updates if a converged parameter persists until the final model convergence.

This leads to less computational and memory intensive local training on client devices,

addressing the challenges of handling large datasets and ensuring efficient, context-

aware personalized services.

2.3 Federated Learning

In the centralized learning approach, a centralized collection of sensitive local data

from millions of individuals is prone to privacy risks [23], [38], [39], [40]. Figure 2.2

demonstrates the risk of the centralized approach used by many application providers.

The figure illustrated two privacy breach situations. In the first situation, the phone

owner shares his private conversation with the central sever. In the second situation,

the phone owner encounters online ads as a result of processing his private conver-

sation. This risk can be addressed using the decentralized learning approach, e.g.,

Federated Learning [4], [23], [15], [40].

In FL, each client locally trains his model. Therefore, data are not shared or stored

on a central server. Instead, FL enables distributed training of a global model by users

using data locally on user devices [27]. This simply reduces transmission cost and

ensures data privacy. As depicted in Figure 1.1, the learning process is often carried
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Figure 2.2: Centralized Learning Architecture [2].

out by a distributed group of participating clients controlled by a server. Rather than

transferring local data to the server, clients compute changes to the shared model

managed by the server, and only this update is delivered. Figure 2.3 illustrates the

typical FL architecture, where the server aggregates the update of the participating

clients and produces a new global model using an averaging operation [21], which is

known as Federated Averaging (FedAvg).

2.3.1 State-of-the-Art Algorithms in FL

The Federated Averaging algorithm (FedAvg) works as follows. In the training round

t, a global model wt is sent to a subset K of client devices. At t = 0, the global model,

which is pre-trained on proxy data or randomly initialized, is considered as the starting

point of client devices. Each of the clients participating in a given round has a local

dataset consisting of nk examples, where k is an index of participating clients and nk

varies from device to device. In the case of the personal assistant application, nk is
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Figure 2.3: Federated Averaging Architecture [3].

related to the user’s speech inputs and text entries. Each client executes one or more

steps of stochastic gradient descent (SGD) to calculate the average gradient gk in its

local data with the current model wt. Using a learning rate η, the local client update

wk
t+1 is given by:

wt − gk → wk
t+1

The server aggregates the client models to generate an updated global model,

represented as wt+1:

K∑
k=1

(nk

N
wk

t+1

)
→ wt+1
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Algorithm 1: Federated Learning Algorithm
Input: Number of training rounds t, learning rate η, number of clients K,

fraction of participating clients C, local minibatch size B, number of
local epochs E

Output: Updated weights w

// Server executes:
1 initialize w0;
2 for each round t = 1, 2, . . . do
3 m← max(C ·K, 1);
4 St ← (random set of m clients);
5 for each client k ∈ St in parallel do
6 ClientUpdate(k, wt);
7 end

// ClientUpdate(k, w): // Run on client k

8 Function ClientUpdate(k, w):
9 B ← (split Pk into batches of size B);

10 for each local epoch i from 1 to E do
11 for each batch b ∈ B do
12 w ← w − η∇ℓ(w; b);
13 end
14 end
15 return w to server;
16 end

were N =
∑K

k nk. Algorithm 1 lists the pseudocode of the federated average.

Similarly to FedAvg, FedProx is a distributed algorithm in which the deviation

of the local updates from the most recent global model is controlled by introducing

a round-varying proximal term. A participating worker uses a proximal update that

requires the resolution of a minimization problem [41], [42], [43]. This proximal term

mitigates the adverse effects of heterogeneity by stabilizing the training process. It

does this by penalizing updates that deviate significantly from the global model, thus

providing a more controlled integration of client updates even when only partial infor-
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mation is available. The approach theoretically ensures better convergence properties

and, empirically, has been shown to improve the stability and accuracy of federated

learning, particularly in settings with high heterogeneity, but it has a drawback of a

potential computational overhead associated with the proximal term. The additional

penalty can increase the complexity of the optimization, potentially requiring more

iterations or computational resources to achieve convergence. This overhead can im-

pact the efficiency of the federated learning process, especially in scenarios with limited

computational capacity or where the model needs to adapt quickly to new data.

Other recent work includes communication-mediated federated learning (CMFL)

[44] and federated learning through clustering optimization (FedCO) [45], which pro-

pose clustering-based FL solutions to alleviate high communication costs. This is

achieved by grouping workers with similar model parameters and selecting one repre-

sentative per group. This technique reduces communication overhead. Experimental

results demonstrate its superiority over standard FL methods in reducing costs while

maintaining accuracy.

More recently, communication-efficient federated learning with adaptive compres-

sion in dynamic bandwidth (AdapComFL) [19] addressed the challenge of a large

communication overhead in federated learning by introducing adaptive compression

based on dynamic bandwidth prediction. Clients perform bandwidth awareness and

prediction, adapting compression levels via an improved sketch mechanism. Exper-

imental results based on real bandwidth data and benchmark datasets show that

AdapComFL achieves efficient communication and competitive accuracy compared to

existing algorithms. Adaptive Parameter Freezing (APF) [26] reduces communica-
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tion in federated learning by adaptively freezing stable parameters and periodically

checking their need for updates, significantly lowering the transmission volume with-

out compromising convergence. However, it may lead to sub-optimal training due

to premature freezing, adds complexity in managing freezing periods, and can desta-

bilize training in large models if stability metrics are inaccurate. We compare our

proposed framework with FedAvg [21] and FedProx [4], which focus on minimizing

the communication overhead.

2.3.2 Security and Privacy Challenges in FL

Keeping raw data local on each device in federated setups is often required due to

privacy concerns [4], [46], [47]. However, numerous literature [48], [49], [50] discussed

emerging challenges for privacy-preserving algorithms in federated learning scenarios.

Although FL offers several definitions of privacy, they generally fall into two groups:

global privacy [51] and local privacy [52], [53]. For global privacy, the updated model

generated at each round must be secret to the central server and to all other untrusted

third parties, while local privacy further demands that the changes be private to the

server. These privacy concerns also exist in the model training and prediction stage

[18]. These stages are compounded by the distribution of private data, the number of

participants, and the communication methods between participating clients and the

server.

Ensuring robust privacy protection involves developing protocols that address these

multifaceted concerns, especially in federated learning environments where data re-

main decentralized. However, organizations are not permitted to collect data from end

15



devices or local clients to a centralized server to fine-tune pre-trained language models

(PLM) due to growing privacy concerns and the adoption of data protection laws [54].

The authors of [54] discuss the need to investigate FL for fine-tuning PLMs without

transmitting data to a central server, highlighting the communication overhead and

adaptation costs associated with large PLMs.

Recent privacy-preserving techniques such as differential privacy [51] and secure

aggregation [55] have attracted a lot of research in FL. Bonawitz et al. [56] introduce

a secure aggregation mechanism to protect individual model updates. The precise

aggregated results at each round may still be seen by the central server, even if it can-

not view any local changes. Although secure aggregation is a lossless technique that

may maintain the original accuracy with a very high level of privacy assurance, the

resulting approach comes with a large additional cost in transmission. Some studies,

for example, [57], provide global differential privacy and apply differential privacy to

federated learning; these systems have several hyperparameters that impact accuracy

and communication and need to be selected with care. In the context of personal

assistant services, recent works like [58], [59]. Wang et al. [59] proposed a DNN-based

recommender system, PrivRec, which leverages FL to improve prediction accuracy

while preserving user privacy by keeping data on personal devices. To address data

heterogeneity, it incorporates a meta-learning approach for quick on-device personal-

ization. The enhanced model, DP-PrivRec, adds differential privacy to protect against

malicious participants, ensuring that individual user data cannot be identified. This

method is relevant to developing a privacy-preserving personal assistant for keyphrase

extraction, as it can optimize the assistant’s ability to handle diverse and sensitive
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data while ensuring user privacy through FL and differential privacy techniques.

Our proposed framework, CEFEL, aims to preserve user data privacy by leveraging

efficient model parameter freezing methods. The proposed approach contributes to the

defense against privacy attacks while minimizing resource consumption as the entire

model dimensional space is transmitted intermittently.

2.3.3 Communication-Efficient FL

A significant performance limitation for FL is the communication overhead between

clients and the central server [2], [21], [23], [60]. In essence, FL requires edge clients to

communicate with the server via the Internet. This makes it possible for programs like

Google Gboard to offer user support globally [14]. However, the average bandwidth

of the existing Internet infrastructure is limited at the edge [19]. As such, it is crucial

to create communication efficient techniques that iteratively deliver brief messages or

updates to the models as part of the training process [44], [54], rather than sending

the entire data set over the network, to fit a model to the data supplied by the devices.

Two important factors to take into account to further reduce communication in such

a situation are: 1) reducing the total number of communication rounds as in [22], [24],

[45], and 2) reducing the size of the messages transmitted in each round as in [44],

[61]. At the same time, it is vital to create techniques that are communication-efficient

without unduly sacrificing accuracy, in addition to strong privacy assurances.

In the context of federated networks, communication is a critical bottleneck as

the participating clients report their model updates to the server, particularly in fully

heterogeneous large-scale networks with limited resources, as seen in Figure 2.4. Fed-
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Figure 2.4: Communication Bottleneck in Federated Learning [4].

erated learning approaches in [24], [62], [63], [64] are made to manage several devices

collecting data while a central server manages the global learning goal throughout the

network. In federated optimization, it is standard practice to employ a local objective

function based on device data as a twin for the global objective function on each de-

vice in order to minimize communication. A portion of the devices are chosen at each

outer iteration, and the local objective functions on each of the chosen devices are

optimized using local solvers. The central server receives the changes from the local

models of the devices, combines them using an averaging algorithm, and modifies the

global model appropriately [65].

Numerous studies have sought to reduce communication costs in distributed model

training, proposing strategies such as quantization [25] and increasing local computa-

tion [21] to minimize data transmission. In the context of system heterogeneity, the

authors of [4], [65], [66] demonstrated empirical success in using FedAvg in heteroge-
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neous settings, but failed to completely address the underlying challenges associated

with heterogeneity. FedAvg does not allow participating devices to perform variable

amounts of local work based on their underlying systems constraints; instead it is

common to simply drop devices that do not compute E epochs within a specified time

window [48]. It typically operates synchronously, requiring all participating clients to

finish their local updates before aggregating the results. This can lead to communica-

tion delays if even one client is slow or has intermittent connectivity.

Recent works have introduced new techniques in reducing communication costs

in FL, e.g. [19], [26], [67], [68], [69], [70], [71], which suggest freezing stable model

parameters to mitigate communication overhead. The work of Chen et al. [72] Adap-

tive Parameter Freezing (APF), proposes a novel scheme to reduce communication

overhead in federated learning by excluding stable parameters from global synchro-

nization at an early stage. By tentatively adjusting freezing periods, APF effectively

mitigates the divergence of local parameters between clients, resulting in a significant

reduction in data transfer without compromising model accuracy. APF demonstrates

a reduction in 60% in data transfer. However, with APF, Parameters that are prema-

turely frozen might miss important updates if their stability is incorrectly assessed,

potentially leading to sub-optimal training and dynamically adjusting freezing periods

for each parameter adds complexity to the training process, requiring careful manage-

ment and tuning. Also, APF is particularly effective for over-parameterized models,

and its benefits might be less pronounced in models that are not over-parameterized

and in models with parameters that stabilize late or not at all. In FL [73], Automatic

Layer Freezing (ALF) significantly reduces communication costs by progressively ex-
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cluding certain ConvNet layers from training, achieving up to 83.91% reduction in

data exchange with minimal impact on model accuracy. ALF seamlessly integrates

with FL strategies like FedAvg and FedProx and adapts dynamically to various models

and datasets. A drawback of ALF is its reliance on predetermined freezing heuris-

tics, which may not optimally adapt to different architectures. Using LSTM networks

as demonstrated in [74], [75] can address this by dynamically adjusting the freezing

criteria based on the real-time sequence performance, enhancing the effectiveness of

ALF in managing communication and improving model convergence.

Our research complements the freezing techniques introduced by the works of

[26], [72] by emphasizing on a similar drawback, where the performance gain from

parameter freezing may be limited in models with parameters that stabilize late or

not at all. Our methodology effectively tackles both the issue of late convergence

of model’s parameterized layer and the challenges of partial and permanent freezing,

providing a comprehensive solution to cutting down communication costs in federated

learning, particularly in a heterogeneous environment.

2.4 Federated Learning for Personal Assistant Ap-

plications

In the context of personalized services, the following surveys [47], [76], [46] highlight

the need for personalized federated learning (PFL) to address statistical heterogeneity,

providing a taxonomy of strategies such as data-based, model-based, architecture-

based, and similarity-based approaches. By focusing on PFL, it fills a gap in the
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literature and suggests methods to improve global model generalization and local

adaptation. For developing a personal assistant that predicts and extracts keyphrases

in an FL setting, these insights can inform strategies to handle data diversity and

personalization, ensuring effective and accurate keyphrase extraction tailored to indi-

vidual user data while maintaining privacy.

For personal assistant applications that use large-scale language models as used in

[54], [72], variuos distributed optimization techniques, including those developed by

[44], [45], [4] to establish the suitability of such large-scale models in a FL environ-

ment, the authors of [77] demonstrated that training language models with a large

vocabulary can be accomplished while maintaining accuracy and privacy via FL. How-

ever, most current NLP and FL works [78], [79], [76], [47] are based on PLMs, such

as [54], [80], [81]. Our research direction investigates large-scale language models

in a communication-efficient federated learning environment without requiring prior

training.

In deploying FL for model training, the authors of [21] increased the amount of

local computing while decreasing the frequency of general communication to achieve

the desired level of communication efficiency. This reduced the number of local calcu-

lations needed by each client for each epoch and allowed for more local updates each

communication round. These techniques necessitate strong processing capacity and

because local training is prioritized, there could be variations in the global model’s

performance between clients. In addition, the survey conducted by [27] concluded that

the emergence of massive mobile phone data, along with advanced computing methods,

has significantly advanced this domain. Their survey shows that mobile phones, as
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personal devices, allow for the inference of real social networks from call-detail records

(CDRs). Unlike fixed phones, which reflect a superposition of several social actors,

mobile phones provide detailed communication patterns and positioning data to track

users’ movements. These advances present challenges in handling large amounts of

data, inferring social networks, capturing temporary patterns in communication, and

tracking movements, which require sophisticated machine learning models.
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CHAPTER 3

CEFEL FRAMEWORK

In this section, we introduce the proposed Communication-Efficient Federated Learn-

ing (CEFEL) framework. First, we present the design of the framework that in-

volves developing the personal assistant application, developing the machine learning

POS tagging model, and implementing the federated learning environment. Then, we

present the CEFEL strategy to minimize communication rounds while maintaining

the validity of the model’s convergence. Finally, we provide the design and opera-

tion of our proposed enhanced federated learning freezing techniques that guarantee

communication efficiency using our CEFEL framework. Figure 3.1 depicts the overall

proposed framework.

3.0.1 Application Development

In this section, we discuss the development of the personal assistant application. We

used the Flutter software platform in the design of the user interface of the applica-

tion as shown in Figure 3.2. Similar to the work in [1], [17] our developed smartphone
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Figure 3.1: Proposed Intelligent Personal Assistant Utilizing CEFEL Framework.

personal assistant application for keyphrase extraction consist of the following com-

ponents: 1) a speech-to-text module that translates spoken words into written lan-

guage, 2) a semantic context parser that segments the text document into individual

sentences and tokenizes each sentence, 3) a POS tagger that uses machine learning

algorithms to predict the POS tags of each token , 4) a keyphrase vectorizer to ex-

tract keyphrases based on selected part-of-speech pattern, and 5) a Dialog Manager

that matches the predicted keyphrases to some rule-based logic to trigger the desired

action on the system. The modules are implemented using a publicly available library

and an in-built feature of STT API that include various ML and NLP algorithms

to achieve the conversion of speech to text, even in noisy environments. We used a

keyphrase vectorizer, an open source Python module [1], to extract keyphrases based

on accurate predictions of POS tags and a match with the selected POS pattern. For

the in-built Flutter STT library, the target use cases for this library are commands

and short phrases, not continuous spoken conversion or always listening. The output

of this STT API is expected to be the input instance of the trained model for the

part-of-speech tagging and keypharse extraction module, both of which facilitate the
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Figure 3.2: Speech-to-Text Application.

triggering of an action.

3.0.2 Communication-Efficient FL via Model Parameter Freez-

ing

Our FL algorithms proposed in an efficient communication model under the CEFEL

framework are called FedFreeze and FedFreeze+. These algorithms address the

critical bottleneck of communication in FL by introducing comprehensive techniques

to reduce communication overhead. The proposed approaches are inspired by the

concept of freezing convergent model parameters [26], [72], [73]. In particular, our

method optimizes the synchronization process between the participating clients and

the server. The essence of the proposed algorithms is the efficient use of the conver-

gence curve pattern of each trainable layer in the model to appropriately freeze (F)

or unfreeze (UF) converged parameters, as shown in Figure 3.3. As illustrated in the
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(a) (b)

Figure 3.3: Freezing Demostration of 8 Trainable Layers for 10 Training Rounds with
(a) FedFreeze Architecture. (b) FedFreeze+ Architecture.

figure, the first approach (FedFreeze) alternates parameter freezing across training

rounds as shown in Figure 3.3a, while the second approach (FedFreeze+) performs

incremental parameter freezing to lower the transmission volume during the FL pro-

cess as shown in Figure 3.3b. Although the freezing technique can be an effective

solution to reduce communication overhead, previous studies identified several chal-

lenges and their deficiencies in freezing selected layers or individual parameters of a

model [26], [72], [63], [73]. Following our proposed approach, we have to address the

following challenges associated with the freezing technique: 1) temporary convergence

of parameters, 2) limited resources for continuous convergence checks of individual

parameters or layers, and 3) late convergence of parameters.

Partial Freezing Problem. An obvious option would be to merely synchronize

the remaining parts of the model to the central server, leaving stabled parameters out

of the synchronization process (while updating them locally) in order to take advantage
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of the stabilized parameters for communication compression. The authors of [26]

discovered that there may be a significant loss in accuracy when using such a partial

synchronization technique, since each client participates in the FL environment, with

its personalized local data (i.e., non-IID) [19]. As a result, it is implied that there are

generally differences between the local loss function F (w) and the related local optima

w on various clients [26]. This is supported by recent comparable research work,

such as [82], [69], [26], [19], which illustrated and established that, compared to full-

model synchronization, the accuracy of the model with such a partial synchronization

technique results in a loss of accuracy greater than 10%.

Permanent Freezing Problem. Permanent freezing of parameters can result

in suboptimal accuracy compared to full-model synchronization, as it prevents the

parameters from reaching their true optimum. This issue arises because distinguish-

ing temporarily stabilized parameters from truly converged ones is inherently difficult

based on local observations. Consequently, premature freezing of these parameters

can limit the benefits of the freezing technique, leading to late convergence and com-

promised model accuracy [26].

Late Convergence Problem. The two problems explained above and captured

by many existing research still fall short of the late convergence problem. However,

our research identifies this as a significant drawback in existing approaches such as

in [72], [26], [67]. The performance gain from parameter freezing is minimal if the

parameters intended to be frozen converge late during the training phase or not at

all. This late convergence issue not only limits the effectiveness of freezing, but also

increases the computational power and time required, as more iterations are needed to
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(a) (b)

Figure 3.4: CEFEL Workflow (a) FedFreeze. (b) FedFreeze+.

achieve optimal performance. Our methodology addresses both the initially outlined

problems and the late convergence issue, thereby enhancing overall model efficiency

and reducing both communication and computational costs.

3.1 Freezing Techniques

In this section, we discuss the enhanced mechanisms of alternating parameter freezing

(FedFreeze) and incremental parameter freezing (FedFreeze+) to lower the transmis-

sion volume during FL.

3.1.1 FedFreeze

FedFreeze is a federated learning algorithm designed to optimize communication effi-

ciency and model convergence by implementing the freezing of layer-wise parameters
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within the CEFEL framework. This algorithm operates by alternating the freez-

ing of the layer parameters in a structured manner, as illustrated in Figure 3.4a.

As a result, we address the issues of late convergence and increased computation in

resources-constrained edge devices as observed in methods introduced in recent works

such as those of Chen et al. [26], [72] and Pfeiffer et al. [69]. Unlike these recent

approaches, which may suffer from delayed convergence and limited gains due to con-

tinuous observation before freezing, FedFreeze introduces a proactive mechanism to

enhance training efficiency and reduce communication overhead.

In particular, FedFreeze employs a central server that plays an essential role in

orchestrating the training process and managing the freezing mode, as illustrated

in Figure 3.4a. At the beginning of each training round, the server distributes the

global model to all participating clients, accompanied by a bit of signal. This signal

indicates whether the upcoming local training phase should operate in freezing mode,

in unfreezing mode, or follow the standard FedAvg approach of full model updates. If

the signal indicates freezing mode, clients are instructed to freeze the parameters of

a specified layer, thus excluding them from further updates during local training. In

contrast, if the unfreezing mode is signaled, clients should unfreeze previously frozen

layers and include them in the training updates. In the absence of any signal bit, the

clients default to the standard FedAvg approach, updating all the parameters of the

model. The impact on the signal bit in terms of volume is insignificant to introduce

overhead and more so will be compensated by the gains of continuous freezing. In the

following sections, we discuss in detail the FedFreeze procedures.
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Initialization and Model Distribution

The central server initializes the global model and sends it to the clients, along with the

bit of the signal. The signal bit dictates the mode: freezing, unfreezing, or full-model

update.

Local Training

There are three modes of backpropagation during local training: Freezing mode, Un-

freezing mode, and Standard mode.

1. Freezing Mode: Clients freeze the parameters of the designated layer as per

the server’s instructions. During local training, the frozen parameters remain

unchanged, and no updates are performed on them. This effectively reduces the

computational burden and the volume of data to be communicated back to the

server.

2. Unfreezing Mode: Clients unfreeze the previously frozen layers and reinte-

grate them into the model for training. Before local training, the global model

is reconstructed to include these layers. Backpropagation is performed on the

entire model, updating all parameters including those previously frozen.

3. Standard FedAvg Mode: Clients perform a full model update, training all

layers without any freezing. This occurs when no specific signal bit is provided by

the server as illustrated in Algorithm 2, ensuring flexibility to adapt to different

training phases.
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Parameter Aggregation and Update

After local training, the clients send their updated parameters back to the central

server. In freezing mode, only the updates for the non-frozen layers are transmitted,

while the frozen layers remain static. The server aggregates these partial updates and

integrates them into the global model. In unfreezing mode, updates include previously

frozen parameters, allowing the server to fully reconstruct the global model before

integrating the new updates. In standard FedAvg mode, all parameters are updated

and the server performs a typical aggregation of the entire model. With the server

dynamically alternating the signal bit based on the hardcoded system configuration, it

optimizes and balances between communication efficiency and training effectiveness.

The FedFreeze algorithm significantly improves federated learning by reducing

communication overhead and improving training efficiency. The proactive and alter-

nating freezing schedule allows clients to benefit from model parameters that converge

early without impacting the model accuracy and reduces the volume of data exchanged

between clients and the server by up to 35.30% in experimental evaluations. Further-

more, by integrating freezing signals and mode-specific backpropagation, FedFreeze

offers a flexible yet systematic approach to managing training dynamics, ensuring

better model performance in heterogeneous and resource-constrained environments.

3.1.2 FedFreeze+

FedFreeze+ enhances the FedFreeze algorithm by incorporating ”incremental freez-

ing”, which is adaptive and responsive to client dropout rates, to optimize both com-
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munication efficiency and model convergence during federated learning. In particular,

FedFreeze+ refines the parameter freezing strategy by leveraging observed conver-

gence patterns. As depicted in Figure 3.4b, in the first half of the training period,

FedFreeze+ mimics the alternating freezing approach of FedFreeze. However, it dy-

namically adjusts the number of freezing rounds based on the dropout rates of the

participating clients. When client dropout is minimal, the algorithm increases the

duration of freezing rounds, capitalizing on stable participation to minimize com-

munication overhead. In contrast, if dropout rates increase significantly, it reduces

the duration of freezing proportionately, ensuring that the model maintains adequate

training opportunities to adapt to the fluctuating client base. Using dropout as a

hyperparameter, this approach allows FedFreeze+ to flexibly respond to variations in

client availability, striking a balance between communication efficiency and the need

for model updates.

In the second half of the training period, FedFreeze+ introduces the concept of ”in-

cremental freezing”, where the parameter freezing is applied multiple times after each

round. This method builds on previously established convergence insights, enabling

layers that have shown early convergence to remain frozen for longer periods, while

layers that have not converged undergo more frequent evaluations for freezing. This

incremental strategy effectively reduces the communication and computation costs by

limiting the need to transmit converged layer updates repeatedly, while allowing layers

that have not converged to adapt and converge adequately. FedFreeze+ demonstrates

an optimal reduction in data exchange volumes and computational efforts, with ex-

perimental results indicating up to 40.95% in communication cost savings without sig-
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nificant detriment to model accuracy. The algorithm also supports controlled depreci-

ation in accuracy, making acceptable trade-offs to enhance efficiency while preserving

performance. This nuanced approach ensures that FedFreeze+ achieves a practical

balance, allowing federated learning systems to operate efficiently even in the face of

client dropout and varying training dynamics. The rate of ”dropout” among clients

dynamically adjusts the freezing frequency of model parameters in FedFreeze+. In the

following sections, we discuss in detail the FedFreeze+ procedures using the following

notations.

• Rt: Number of rounds for freezing at time t

• Rbase: Base number of rounds for freezing

• Dt: Dropout rate at time t (proportion of clients dropping out)

• ∆Rt: Incremental change in freezing rounds at time t

• α: Proportionality constant for incrementing freezing rounds based on dropout

• β: Proportionality constant for decrementing freezing rounds based on dropout

• γ: Threshold for significant dropout change

Initialization

The initilization procedure starts with a base number of rounds Rbase to freeze.

R0 = Rbase
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Incrementing Freezing Frequency

When dropout is below the threshold (Dt ≤ γ), increase the freezing frequency:

∆Rt = α · (1−Dt)

Rt+1 = Rt +∆Rt

Decrementing Freezing Frequency

When dropout exceeds the threshold (Dt > γ), decrease the freezing frequency:

∆Rt = β ·Dt

Rt+1 = max(Rbase, Rt −∆Rt)

For the threshold value γ and the increment factors α and β, fixed values were

used for the purpose of the experiment. The proportionality constants are set as α = 2

and β = 1, with a threshold value of γ = 0.2. The higher values of α and β will result

in more aggressive adjustments in the freezing frequency, while the lower values will

lead to more conservative changes. The server plays a crucial role in FedFreeze+, as

it monitors the rates of client dropout, computes the model formulation as illustrated

above, and adjusts the freezing strategies accordingly as described in Figure 3.4b.
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3.2 CEFEL Framework

In this section, we discuss in detail the proposed CEFEL framework, which uses

FedFreeze and FedFreeze+ to lower the transmission volume during FL. We discuss the

framework in the context of a personal assistant application that extracts keyphrases

from the user’s voice input and triggers an action based on the rule-based logic of the

system as shown in Figure 3.1.

Algorithm 2 lists the complete training pseudocode of the model updates on the

client and server side, consisting of FedFreeze, FedFreeze+ and FedAvg as the default

approach. The algorithm outlines a federated learning framework in which a central

server coordinates multiple clients to train a machine learning model. The server

initializes the model parameters and, in each round, selects a fraction of clients to

participate. These clients perform local updates on the model parameters in parallel.

The server employs different parameter freezing strategies: the alternate approach

freezes parameters once per round, and the incremental approach freezes parameters

multiple times per round based on a threshold as training progresses. If no freezing

is specified, standard federated averaging (FedAvg) is performed. The ClientUpdate

function, executed by each client, involves splitting the client’s data into batches,

performing local training over several epochs, and updating the model parameters

using gradient descent. This process repeats for a specified number of rounds, resulting

in collaboratively trained model parameters.
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Algorithm 2: CEFEL
Input: Number of training rounds T , learning rate η, number of clients K,

fraction of participating clients C, local minibatch size B, number of
local epochs E, base number of freezing rounds Rbase, dropout rate
threshold γ, increment factor α, decrement factor β

Output: Selected Updated Weights wt
// Server executes:

1 initialize w0;
2 t← 1;
3 R0 = Rbase;
4 while t ≤ T do
5 m← max(C ·K, 1);
6 St ← (randomly select m clients);
7 for each client k ∈ St in parallel do
8 wk

t+1 ← ClientUpdate(k, wt);
9 end

10 Compute dropout rate Dt;
11 if Dt ≤ γ then
12 ∆Rt = α · (1−Dt);
13 Rt+1 = Rt +∆Rt;
14 else
15 ∆Rt = β ·Dt;
16 Rt+1 = max(Rbase, Rt −∆Rt);
17 end
18 if freezing approach is Alternating then
19 Freeze parameters once after each round;
20 Aggregate only unfrozen parameters to update wt+1;
21 else
22 if freezing approach is Incremental then
23 if t < T/2 then
24 Freeze parameters once after each round (Alternating);
25 else
26 Freeze parameters multiple times after each round based on

Rt+1;
27 end
28 Aggregate only unfrozen parameters to update wt+1;
29 else
30 Normal FedAvg operation: wt+1 ← 1

m

∑
k∈St

wk
t+1;

31 end
32 end
33 t← t+ 1;
34 end
35 return Selected Updated Weights wt

// ClientUpdate(k, w): // Run on client k
36 Function ClientUpdate(k, w):
37 B ← (split Pk into batches of size B);
38 for each local epoch i from 1 to E do
39 for each batch b ∈ B do
40 w ← w − η∆ℓ(w; b);
41 end
42 end
43 return w;
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CHAPTER 4

PERFORMANCE EVALUATION

In this section, we present a comprehensive performance evaluation of the CEFEL

framework using the proposed algorithms, i.e., FedFreeze and FedFreeze+. First, we

discuss the dataset and two data distribution scenarios, i.e., IID and non-IID. Next,

we present the experimental setup to evaluate FedFreeze and FedFreeze+. Then, we

discuss the evaluation results in terms of communication cost, computation overhead,

and accuracy. Finally, we discuss the deployment of our model and its prediction

performance. All experiments were conducted using PyTorch and Flower Framework

on an NVIDIA RTX A6000 GPU with 48 GB of memory. Throughout this chapter,

we denote training rounds as R, the learning rate as lr, the number of clients as C,

the number of dropped clients as d, the size of the local mini-batch as B and the local

epoch as E.
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(a) (b)

Figure 4.1: Dataset Partitioning across 5 Clients Based on Vocabulary List for (a)
IID Distribution. (b) Non-IID Distribution.

4.1 Dataset

In all experiments, we used the Georgetown University Multilayer Corpus (GUM)

dataset, which is a rich annotated open-access corpus designed for linguistic research

[83]. It consists of 8,548 sentences, a vocabulary size of 16,787, a unique POS tag

size of 19 and over 228,000 tokens, i.e., a word, punctuation signs, symbol, and spe-

cial characters. The dataset includes multiple layers of annotation, including syntax,

semantics, and discourse structures, that cover various text genres. GUM dataset

is widely used for NLP tasks and linguistic analysis due to its comprehensive and

detailed annotations.

IID vs. non-IID datasets. In our experiments, we used the vocabulary list of

the corpus to create two scenarios: IID and non-IID. In the IID scenario, the data is

distributed uniformly among all participating devices as depicted in Figure 4.1a. In

particular, each device has a similar distribution of data with the same vocabulary

list. This simplifies the learning process because the data for each device are a repre-
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(c) (d)

Figure 4.2: Experiments for selecting the best hyperparameters on non-IID Data for
(a) accuracy of Best-Model Learning Rate (b) training Time of Best-Model Learning
Rate (c) accuracy of Different Number of Local Epoch (d) training Time of Different
Number of Local Epoch.

sentation of the overall dataset. On the other hand, in the non-IID scenario, the data

is unevenly distributed between devices, where each device has an incomplete repre-

sentation of the general vocabulary list, but maintains all target classes as illustrated

in Figure 4.1b. This data distribution scenario makes it challenging to train a model

that performs well across the general vocabulary list and all classes.
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4.2 Experimental Setup

4.2.1 Model Architecture

In our experiments, we adopt the DualLSTMTagger model [84], which is a lightweight

LSTM network with five recurrent layers: 2 input embedding layers, 2 hidden LSTM

layers, and 1 output layer. The dimension of the embedding layer is 300 and 128,

while the dimension of the hidden layers is 512 and 128.

4.2.2 Hyperparameters Tuning

In all of our experiments, we run the FL training stage for 100 communication rounds

on 10 and 30 clients. We conducted extensive experiments to select the best hyper-

parameters for our experiments. Figure 4.2 shows various experiments to select the

optimal learning rate lr and epochs E. Based on previous work with LSTM-based

models, e.g. [24], [70], we have used the range of 0.001 to 0.1 to adjust the learning

rate. Figures 4.2a and 4.2b show the training accuracy and the training time com-

pared to the varying learning rate lr (0.1, 0.01, and 0.001) using a batch size B of

100. The figures show that a learning rate of lr = 0.1 has the best training accu-

racy as shown in Figure 4.2a and convergences faster than lr = 0.01 and lr = 0.001.

Furthermore, lr = 0.1 generally requires less training time, as illustrated in Figure

4.2b. As a result, we performed all our experiments with a learning rate of lr = 0.1.

Figures 4.2c and 4.2d show the accuracy and training time of FedAvg against varying

local training epochs (1, 5, and 10) as performed in [70]. The figures show that the

use of E = 5 provides a faster convergence in the training precision than E = 1 and
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Algorithm Learning Rate (lr) Epochs (E) Rounds No. of Client (C)
SGD (Centralized) 0.1 100 - -

FedAvg 0.1 1,5 100 10,30
FedFreeze 0.1 1,5 100 10,30

FedFreeze+ 0.1 1,5 100 10,30

Table 4.1: Experiment Hyperparameters.

Layer (Vocab Size, Dim.) Number of Parameters Percentage
Word Embedding (16788, 300) 5,036,400 55.5%
Char Embedding (200, 128) 25,600 0.3%

Char LSTM (128, 128) 65,536 0.7%
LSTM ((300 + 128), 512) 3,932,160 43.4%
Linear (512, 19) 9,728 0.1%
Total - 9,069,424 100%

Table 4.2: Breakdown of Model Parameters by Layer.

is slightly slower than the use of E = 10. However, E = 5 requires less training time

compared to E = 10. We observed that using E = 5 in FedFreeze and FedFrezeze +

maintains the same precision and training time with FedAvg as shown in Figures 4.2c

and 4.2d. Table 4.1 summarizes the values of the hyperparameters used in the rest of

the experiments.

4.2.3 Ablation Study

In this experiment, we verify the scalability of FedFreeze and FedFreeze+ by varying

the hyperparameters. Furthermore, we conduct an ablation study on the DualLSTM-

Tagger model architecture to evaluate the best layer parameters to be frozen and offer

an acceptable trade-off in terms of model accuracy, communication costs, and compu-

tational overhead. The results are shown in Figure 4.3. The DualLSTMTagger model

consists of 5 recurrent layers: word_embedding, char_embedding, char_lstm, lstm,
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Algorithm C = 10 R = 100 Cost (s) Reduction
FedAvg 254.08 -

FedFreeze 210.13 17.30%
FedFreeze+ 253.58 0.20%
Algorithm C = 30 R = 100 Cost (s) Reduction

FedAvg 270.12 -
FedFreeze 255.37 5.46%

FedFreeze+ 257.66 4.61%

Table 4.3: Average Computation Cost Per Round in Seconds (s) Between CEFEL and
FedAvg for non-IID Distribution and E = 5.

and hidden2tag. Table 4.2 shows the size, number of parameters and percentage of

each layer in the model architecture. The word_embedding and the char_embedding

layers both converge very early compared to the other layers investigated during the

local training phase as seen in Figure 4.3a, while in the federated phase, having both

layers or each of the layers frozen maintains a closely similar model accuracy and

training time as seen in Figures 4.3b and 4.3c. However, as seen in Figure 4.3d, freez-

ing the word_embedding layer reduce the FL communication cost by 40.95% due to

its high parameter percentage of 55.5% of the model as listed in Table 4.2. Hence,

further experiments were conducted with only the word_embedding layer frozen with-

out freezing both the word_embedding and the char_embedding layers to avoid the

accuracy reduction seen in Figure 4.3b despite a huge communication cost reduction

as seen in Figure 4.3d.

4.3 Evaluation Results

We compare FedFreeze and FedFreeze+ with the baseline algorithms, i.e., FedAvg,

using three metrics: communication costs, computation overhead, and model accuracy.
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(a) (b)

(c) (d)

Figure 4.3: Ablation Study for (a) Convergence Curves of Model Layers (b) Accuracy
with Frozen Layer (c) Training Time with Frozen Layer (d) Communication Cost with
Frozen Layer

4.3.1 Communication Cost

The local models on each client were trained using the SGD optimizer. Figure 4.4a

shows FedAvg used as a benchmark to evaluate the improvement in reducing com-

munication costs by many research works in this area, most of which are small-scale

classification models. Based on our proposed approach, Figure 4.4b shows our success

in reducing communication overhead compared to standard FL algorithms by about

35.30% for FedFreeze and 40.95% for FedFreeze+. The reduction is due to the freezing

of the parameters during the training rounds.
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(a) (b)

Figure 4.4: Comparison of Communication Overhead Against Number of Clients for
(a) Existing Frameworks on 100 Rounds for the CIFAR-10 with non-IID using CNN
[5]. (b) GUM Datasets with non-IID on CEFEL Framework for 100 Rounds using
RNN.

(a) (b)

Figure 4.5: (a) Training Accuracy and (b) Training Time Comparison Between Cen-
tralized and FL Setup against Local Epoch of E = 100 for Centralized and Commu-
nication Rounds of E = 1, R = 100 for FL.

4.3.2 Computation Overhead

Table 4.3 lists the computation cost per round in seconds (S). We observe that Fed-

Freeze and FedFreeze+ execution time is lower than FedAvg in general. Furthermore,

we observe that FedFreeze+ takes more time to execute as compared to FedFreeze

due the processing time required to freeze the parameters.
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4.3.3 Model Accuracy

We present the accuracy of FedFreeze and FedFreeze+ against the centralized and

FedAvg as shown in Figure 4.5. Compared to centralized and FedAvg, Figure 4.5a

shows that the accuracy of FedFreeze and FedFreeze+ for the IID distribution is closely

similar in terms of the convergence gap. We observed that when training the DualL-

STMTagger model, FedFreeze+ achieves slightly better accuracy than FedAvg. This

is because intermittent parameter freezing breaks down parameter co-adaptations and

avoids overfitting, which improves the generalization capability of the model. On the

other hand, Figure 4.5b compares the training time of FedFreeze and FedFreeze+ with

centralized and FedAvg. In general, FedFreeze and FedFreeze+ exhibit less training

time constraints in both the IID and non-IID scenarios. This is due to the use of the

freezing technique during training.

Figures 4.6 and 4.7 show the overall performance of FedFreeze and FedFreeze+.

Our proposed algorithms show similar performance as FedAvg in the accuracy of the

IID scenario as seen in Figures 4.6a and 4.7a, and performed slightly better than

FedAvg in the case of the non-IID scenario. On the other hand, the figures show that

the FedAvg algorithm exhibits a high and constant data volume because it uploads

uncompressed models at the cost of high training time (Figure 4.6b and Figure 4.6c

for 10 clients and Figure 4.7b and Figure 4.7c for 30 clients). In contrast, our proposed

algorithms fluctuate the data volume in the FL communication phase to reduce the

volume of communication data exchanged between the clients and the server. Overall,

it is evident that we were able to achieve communication efficiency, but at the expense
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(a) (b)

(c)

Figure 4.6: Comparison Between FedAvg, FedFreeze & FedFreeze+ on (a) Test Accu-
racy (b) Communication Cost (c) Training Time for 10 clients with IID and non-IID
Distribution.

of a noticeable decrease in the model’s accuracy as the number of participating clients

increases.

4.4 Model Deployment

The deployment of the proposed models in the smartphone application yielded im-

pressive performance and outperformed the conventional public NLP model such as

the POS tagger in Spacy [85] and NLTK [86] in terms of the ability to handle and
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(a) (b)

(c)

Figure 4.7: Comparison Between FedAvg, FedFreeze & FedFreeze+ on (a) Test Accu-
racy (b) Communication Cost (c) Training Time for 30 clients with IID and non-IID
Distribution.

predict correctly. Figures 4.8 and 4.9 are screenshots of the models deployed on the

application. Figure 4.8 presents the complete keyphrase extraction process via the

personal assistant application developed for the use case. The figure highlights the

stages of speech input during a phone call, the conversion of speech to text, the deploy-

ment of our trained model for POS tagging, and based on the POS pattern selected,

the correct phrases are extracted. Figure 4.9 shows the model performance in case of

context handling and incorrect entry handling.
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Figure 4.8: Keyphrase Extraction Demonstration on a Personal Assistant Application.

(a) (b)

Figure 4.9: (a) Model Prediction and Context Handling. (b) Model Prediction and
Wrong Entry Handling.

4.5 Results Summary

In our proposed CEFEL framework, both the FedFreeze and FedFreeze+ algorithms

demonstrated a trade-off between communication efficiency, computational overhead,

and model accuracy. In non-IID scenarios, our proposed algorithms performed slightly

better than FedAvg in test accuracy and computational cost. The algorithms also

demonstrated massive improvements in communication efficiency in comparison to

FedAvg and yet maintained a similar convergence rate. In general, we observed a
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decreasing pattern in model accuracy in all algorithms as the number of participating

clients C increases. In addition, from Figures 4.2c and Figure 4.2d we observe that

a higher E results in faster convergence without a noticeable benefit in terms of

achieving greater test accuracy with a higher E. Figure 4.9 demonstrates the ability

to extract keyphrases in the personal assistant application. We observed that the

CEFEL framework outperforms traditional public NLP models by accurately handling

and predicting based on context, even in the presence of errors or typos.
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CHAPTER 5

CONCLUSION

This thesis introduced the CEFEL framework, a federated learning based personal

assistant applications on smartphones. The CEFEL framework consists of alternative

algorithms, namely; FedFreeze and FedFreeze+ for federated learning environments.

The proposed algorithms showed remarkable improvement in reducing communication

cost and computational overhead with acceptable accuracy compared to state-of-the-

art algorithms, i.e., FedAvg. The proposed algorithms employ parameter freezing in an

alternating and incremental fashion. The performance evaluation results demonstrate

that we have achieved both communication and computational efficiency in both IID

and non-IID scenarios, outperforming standard FL algorithms.

In future work, we intend to investigate the performance of the proposed algorithms

in a less constraint environment to obtain thresholds that determine the trade-off

points in reducing both communication and computational cost while maintaining an

acceptable level of model accuracy. In addition, the deployment of security approaches

to the CEFEL framework to deter the growing concern about information recovery,

such as Man-in-the-Middle (MITM) attack within the federated space, is part of our
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future interest.
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