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Full Name : Hussain Abbas Salman Almarzooq 

Thesis Title : Inversion of Vertical Seismic Profiling (VSP) Data Via Consecutive 

Neural Networks 

Major Field : Masters of Science in Geophysics 

Date of Degree : September 2023 

 

The inversion of zero-offset VSP corridor stacks for velocities and depth prediction is an 

important tool for hazard prediction ahead of the bit and for extending velocity information 

below the well’s final depth. The conventional approach suffers from issues related to the 

non-linearity of the inversion especially in areas where data is limited as well as biases 

related to the choice of wavelet, noise level, low frequency model, and other associated 

parameters. Thus, a deep learning approach using a consecutive neural network (split-

training), consisting of a denoising, feature extraction and compression, and velocity 

inversion sub-models, is proposed. The combined model can predict results ten times faster 

than all other tested models at a higher accuracy. 
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 . حسين بن عباس بن سلمان آل مرزوق :الاسم الكامل

 

 .انعكاس بيانات التنميط الزلزالي العمودي عبر الشبكات العصبية المتتالية :عنوان الرسالة

 

 . ماجستير العلوم في الجيوفيزياء :التخصص

 

 .2023سبتمبر  :العلميةتاريخ الدرجة 

 

يتم التنبؤ بسرعة الصخور وعمقها باستخدام انعكاس الموجات الزلزالية العمودية منعدمة الحيد وهذا مهم للتنبؤ  

بالأخطار المتعلقة بالحفر وللتنبؤ بسرعات الصخور إلى عمق أكثر من عمق البئر النهائي. الطريقة التقليدية للتنبؤ 

وبالخصوص في المناطق التي تحتوي معلومات محدودة ،   تعاني من مشاكل متعلقة بعدم خطية عملية الانعكاس

ى الضوضاء ، أونموذج التردد المنخفض ، أو العديد من أوحين يوجد تحيز متعلق باختيار نوع الموجة ، أومستو

العوامل المتعلقة الأخرى. لهذا تم اقتراح عملية التعلم العميق والتي تتم باستخدام شبكة عصبونية متتالية )تدريب  

تفرق( ، وتحتوي على النماذج الفرعية التالية: نموذج معالجة للضوضاء ، نموذج استخلاص وضغط الميزات ، م

 كل النماذج الآخرىونموذج للتنبؤ بالسرعة. النموذج النهائي المشترك يستطيع التنبؤ بالنتائج أسرع بعشرة مرات من 

 وبدقة آعلى. 
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1 CHAPTER 1 

INTRODUCTION 

1.1 Opening Statement 

Seismic data is mainly acquired with the purpose of obtaining information about 

the subsurface such as velocities or Earth properties like porosity or water saturation. 

Several methods in which these properties can be obtained rely on the process of seismic 

inversion. The first step of such process usually tries to recover the Earth’s reflectivity 

series from seismic data. This involves estimating a wavelet based on the data and then 

applying it to obtain the reflectivity series. This thesis will look into a subset of seismic 

data called Vertical Seismic Profiling (VSP) data and attempt to extract a velocity 

profile automatically from the VSP corridor stack (essentially a zero-offset seismic trace 

with no multiples) without the need to explicitly extract the reflectivity series first. This 

will be accomplished via the use of neural networks trained using synthetically 

generated noisy pseudo- corridor stacks. To dive deeper into the rationale of why the 

use of machine learning is proposed, it is needed to first explain how seismic inversion 

works traditionally.  

Conventional seismic inversion processes rely heavily on the quality of input data 

as well as the estimated wavelet being representative of the inverted data. There exist 

cases where multiple wavelets (or a “wavelet volume”) are created to account for the 

spatial or temporal variation of the wavelet due to either geology or acquisition 
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geometry changes. This process however can become quite complex and harder to 

ensure the consistency  of. Thus, this could negatively impact the final inversion results 

and in turn affect the certainty of any calculations or estimations based on these 

inversions. 

In an effort to decouple the seismic inversion process from the wavelet estimation 

process, a deep learning approach is used to directly extract the velocity information 

from the noisy synthetic corridor stacks as this process is not dependent on a particular 

wavelet or a volume of wavelets, it should be able to dynamically adapt to spatial 

variations more robustly. 

  

1.2 Motivation 

This work is inspired by the need to address industry and academic related challenges. 

In the industry, the process of inverting VSP data is usually used to “Lookahead” into 

undrilled formations to allow for a better depth and lithological prediction prior to 

reaching them. Automating and improving this process of Lookahead VSP will increase 

confidence in the procedure and improve the reliability of operations that need accurate 

formation tops. Additionally, and potentially, if this process is reliable then it could be 

used to “deepen” the velocity information at well locations beyond their final depth 

which will allow for the creation of better velocity models for seismic data. On the other 

end of the spectrum, the problem of inverting for velocity from VSP corridor stacks 

suffers from non-uniqueness so if it is solvable via a deep learning approach this might 

actually indicate a hidden link beyond this non-uniqueness between the corridor stack 
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and the velocity profile. If accomplished correctly, the solution of this 1D issue could 

pave the way for solutions of 3D seismic inversion based on the approaches established 

here. It could also offer insights into the analysis of seismic traces as time series using 

combined approaches of pre-processing and deep learning. 

 

1.3 Literature Review 

Since this paper attempts to intertwine the process of VSP inversion with machine 

learning (and deep learning more specifically), it is important that the literature review 

covers both adequately to lay the ground for the upcoming work. Thus, it will be divided 

into a section for VSP and machine learning individually as well as a section exploring 

how the two might be connected for the purpose of VSP inversion. 

 

1.3.1 Vertical Seismic Profiling (VSP) 

 

Vertical Seismic Profiling (VSP) is the process of acquiring seismic data inside boreholes 

in the subsurface as opposed to Horizontal Seismic Profiling commonly known as surface 

seismic. The first work related to VSP originated in the early 1930s through 1950s in the 

United States (Hardage, 2020). Early work focused on the application of VSP for direct 

measurements of velocity only (first break picking) (e.g., Dix, 1939). While other work 

explored the potential of exploring the full waveform in more details for information about 

the subsurface (e.g., McCollum & LaRue ,1931; Jolly, 1953; Riggs, 1955; and Levin & 

Lynn 1958). The enthusiasm of the global geophysical community especially within the 



4 

 

United States and Western Europe was limited (Hardage, 2020). In the Soviet Union 

however, it was a different story, Gal’perin a Soviet geophysicist in his book about VSP 

from 1974, shared significant examples of the advances that the Soviet geophysicists made 

when it comes to VSP acquisition, processing, and interpretation during the period from 

the 1950s till the 1970s. Only after Gal’perin was employed in the United States for the 

purpose of transferring VSP knowledge to American geophysicists, did interest in VSP 

increase (Hardage, 2020; Sheriff & Geldart 1995). During the 1980s, several books 

regarding VSP were written by American geophysicists such as the two vertical seismic 

profiling principles books (Hardage, 1984; Toksoz & Stewart 1984) as well as a book by 

Balch and Lee (1984). These books showed the increased commitment of Western 

geophysicists to VSP data acquisition, processing, and understanding. Most of the current 

fundamental concepts remain very similar to what was discussed in these early books. 

Looking at VSP from an acquisition point of view, it’s a broad term in which multiple 

acquisition types fall under. Classifying these VSP geometries by source and receiver 

positions or by source type, four survey types can be establsihed. Firstly, the standard VSP 

in which the source is located at the surface with the receivers in the borehole (Hardage, 

1984). Secondly, reverse VSP where the source and receiver positions are flipped with the 

source inside the borehole (proliferation gun or dynamite typically) and the receivers at the 

surface (Hardage, 1992). Third type is cross-well acquisition in which the source and 

receivers are located in two adjacent wells (usually less than 1 km apart) (Hardage, 1992). 

The final category that could be considered is passive VSP monitoring in which the source 

is usually either natural or induced seismicity with the receivers inside the borehole (e.g., 

Maxwell & Urbancic, 2001). 
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Focusing on the standard VSP configuration, it also has multiple subcategories based on 

the source geometry each designed to address a different challenge (see Figure 1). The 

simplest VSP geometry is called a Zero-Offset VSP (ZVSP) in which there is one source 

position located as close as possible to the well-head (Oristaglio, 1985). The primary results 

of such acquisition are an accurate time-depth relationship and a corridor stack. The time 

depth relationship is obtained up to the final depth of well from picking the direct arrivals. 

The corridor stack on the other hand, is the result of processing and stacking the upgoing 

reflections at the well location which is why it contains – mostly – the primary reflections 

and little to no multiples (see Figure 2 for an example of a corridor stack). Other 

applications for ZVSP exist such as the estimation of the attenuation with depth and the 

analysis of multiples, their generators, and travel-paths. Next, there are Offset and 

Walkaway VSPs in which a single source is offset from the well-head for the former, or 

multiple equally spaced shots are aligned along a line passing through the well for the latter 

(Dillon & Thomson, 1984). These two types are mainly used for their enhanced vertical 

resolution imaging compared to surface seismic. The Walkaway VSP could be further used 

for the estimation of vertical transverse isotropy (VTI) anisotropy (Bakulin et al., 2010). 

The fourth geometry type is called Walkaround VSP, and it is when keeping the sources at 

a constant offset from the well and going azimuthally at a fixed angle step (usually 3°-5°). 

Technically, imaging of Walkaround VSP data is possible (similar to offset VSP) but the 

primary motivation of conducting this type of acquisition is to either estimate horizontal 

transverse isotropy (HTI) anisotropy or to perform fracture characterization (Horne, 2003; 

Tsuji et al., 2011). The final two geometries that will be discussed here are 3D and 4D 

VSPs, the first as the name implies is the acquisition of a spiral or grid of shot points 
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surrounding the well. This 3D dataset can be used for a multitude of purposes including 

everything covered above in addition to 3D high resolution imaging of the subsurface 

(Burch et al., 2010). 4D VSP adds the dimension of time into the equation in which multiple 

successive 3D VSPs are acquired usually separated by period of months to years in between 

surveys. These surveys are mainly acquired to perform timelapse analysis in order to 

monitor field performance (Mateeva et al., 2017), or the plume development in the case of 

CO2 monitoring (Pevzner et al., 2021). While not explicitly mentioned above all of the 

above geometries can accommodate both P- and S- sources (converted waves as well) 

because typically it is standard to use 3-components (3C) receivers in VSP applications 

which allows for the recording of the entirety of the seismic wavefield. 
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Figure 1: Schematic of the most commonly used VSP geometries (BJV, 2022). 
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Figure 2: A fully processed deconvolved upgoing wavefield from a zero-offset VSP 

on the left and the resulting corridor stack on the right. The section highlighted in yellow 

is below the final depth of the well which is why a VSP lookahead inversion is required 

to extract velocity information from that section (Daoud & Abd El Dayem, 2018). 
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As discussed in the opening statement, the purpose of this work is to invert for Earth 

properties (P-wave velocity in this case) from corridor stacks but first it is important to 

understand how these corridor stacks are created. Earlier it was explained that a corridor 

stack is generated from the upgoing field of a ZVSP dataset. A typical processing workflow 

of how to process and generate that corridor stack from raw ZVSP gathers is shown in 

Figure 3. In the next paragraphs, a high-level summary of each step is provided for further 

details one can refer to Hardage (1984) or Hinds et al. (1996) for a very detailed 

introduction of ZVSP processing steps (and more). 

The processing workflow begins after the completion of the data acquisition, and the first 

step depends on the type of source used. If a Vibroseis source was used then similar to 

surface seismic surveys, a cross-correlation between the sweep and the uncorrelated 

gathers is needed. For impulsive sources (such as airguns), the only correction needed is 

applying the time-shifts from the hydrophone component that are related to the trigger 

delays and positioning of the source to the raw gathers. Optionally, one might apply a 

source de-signature approach for either of the datasets. Next, A quality check of the gathers 

is done to eliminate noisy traces and then stack the remaining traces at each receiver 

position. After stacking, only one trace per component should exist at a particular depth 

level. Next, the picking of direct P-wave arrivals is performed and based on that an interval 

P-velocity profile covering the entirely of the well can be generated. 
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Figure 3: A typical processing workflow for a zero-offset VSP dataset in blue with 

synthetic seismogram creation workflow in green. Usually, the primary use of both the 

corridor stack and the synthetic seismogram is to tie them with surface seismic data. 
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If one is interested in the analysis of S-waves, or if P-waves direct arrivals are not polarized 

towards the vertical, a 3C rotation approach can be used. In the second case, a polarization 

analysis to measure the direction of P-wave polarization using hodogram analysis is 

needed. Subsequently, 3C rotation based on the rotational matrix can be applied first on 

the two horizontal components with the vertical component fixed to maximize the P-wave 

arrivals in one component and minimizing it in the other, thus having a so called radial and 

transverse components. Finally, a rotation between the vertical and the radial can be applied 

with the transverse component fixed which will result in a direct component maximizing 

down-going P-wave energy, and a perpendicular component which should have down-

going P-wave minimized. 

After that, compensations related to spherical divergence (geometrical spreading) and 

optionally inelastic attenuation (Q-compensation) are applied on the data. Now, the vertical 

component (or direct) is isolated from the other two components and is processed 

separately for P-wavefields.  A wavefield separation technique is used to separate these 

down-going and up-going P-wavefields from each other. Multiple techniques exist but the 

simplest approach is to flatten the down-going data first (using the picked first breaks) and 

then apply a median filter (width is usually between 5-13 traces). After isolating the down-

going, it is then subtracted from the full wavefield, and the remanent field would be the up-

going wavefield plus some noise. To get rid of that noise, another median filter is applied 

with the remanent data flattened using reverse first break picks to isolate the up-going 

wavefield. 

The next step is to create a deconvolutional operator in order to sharpen the wavelet, 

remove multiples, and correct the phase. In surface seismic, this is done via predictive or 
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statistical methods. However, for VSP data, a deterministic approach can be taken since 

the down-going wavefield is recorded and isolated. Thus, an operator can be created for 

each trace from this wavefield. Once created, a deterministic deconvolution can be applied 

to the down-going wavefield to check the stability of the operator and if stable applied to 

the up-going wavefield as well. 

To match the travel-time of surface seismic, this deconvolved up-going wavefield is 

converted from one-way time (OWT) to two-way time (TWT) by shifting each trace by the 

value of the first break pick for that trace (assuming symmetric travel path). Finally, a 

corridor stack is generated by keeping and stacking a small corridor of the TWT up-going 

wavefield close to the first breaks and muting the rest (usually 60-120 ms of data below 

the first break picks is kept).  This corridor stack is usually very clean and remnant noise 

after completing the processing sequence is usually random noise due. This noise can affect 

the fidelity of the reflections in the corridor stack and is usually tackled via relatively light 

post-processing approaches such as band-pass filtering to only keep the desired frequencies 

or more aggressively via rank-reduction methods (e.g. Chen & Sacchi  2013; Oboué et al., 

2023). 

With the creation of the corridor stack, the process of VSP inversion or Lookahead VSP as 

it is commonly known can begin. The process starts by either creating a synthetic wavelet 

or statistically extracting one from the corridor stack itself. After that, the corridor stack is 

deconvolved with the generated wavelet to obtain a reflectivity series. The reflectivity 

series is then inverted for relative acoustic impedance using a sparse spike inversion 

approach. A low frequency acoustic impedance model can be created from well logs (sonic 

and density) if available. Alternatively, the velocity profile from the VSP with a density 
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profile from a nearby well can be used to generate the model instead. For the section below 

the well, the density model can be extended by either using priori information or via a 

suitable Gardener’s relation. The low frequency model is then added to the relative acoustic 

impedance to get the absolute acoustic impedance curve. Using the density profile and the 

absolute acoustic impedance, the velocity curve can be calculated for the entire well and to 

some depth below the well (depending on noise level below the well) (see Figure 4). This 

lookahead inversion process has been established in the late 1980s, and is still being refined 

to this day. This conventional approach requires a significant amount of intervention to 

obtain good results as priori information need to be integrated as mentioned earlier and 

determining the appropriate parameters for this inversion process is non-trivial and can 

affect the results significantly (See Daoud & Abd El Dayem, 2018, for an example of 

parameter optimization approach). One of the earliest papers containing the process of VSP 

inversion is by Stewart & Disiena (1989) in which they briefly explained the process and 

showcased an example. Other papers showcasing this process include but not limited to 

Payne (1994), Yuhong et al. (2010), Chandrasekhar et al. (2013), Yang et al. (2013), Daoud 

& Abd El Dayem (2018), and Almarzooq (2022). Further details of the Lookahead VSP 

process and its application can be obtained from Hardage (1994). 
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Figure 4: A VSP corridor stack (CSTK) and the resulting acoustic impedance inversion 

(black curve) overlaid over log acoustic impedance (purple) in addition to p-wave velocity 

inversion (blue) overlaid over log velocities (dashed black line). For reference the sonic 

log (red) and density (green) are shown on the right (Chandrasekhar et al., 2013). 
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1.3.2 Deep Learning 

 

Now that the VSP has been introduced and explained, it is important to examine the other 

side of this research and provide a literature review of the important concepts that would 

be used to perform the VSP inversion. 

Before that however a brief overview of machine learning will be attempted. The 

publication most credited as the birthplace of machine learning as a concept is the paper 

by McCulloch & Pitts (1943). After them, Alan Turning in 1950 came up with the test to 

determine whether a machine is intelligent or not, the so called ‘Turing Test’. One of the 

earliest examples of ‘machine learning’, was in 1952 when Samuel created a program that 

played checkers and improved the more times it played (Samuel, 1967). Research and 

interest in machine learning went through several cycles of continued development 

followed by disillusionment. The most recent cycle of renewed interest started at around 

2006 – 2012 and still in force today (in 2023) due to the success of deep neural networks 

(DNNs), speared by the several publications and success of Geoffrey Hinton and others 

(e.g., Hinton et al., 2006a; Hinton & Salakhutdinov, 2006; Hinton et al., 2006b). DNNs are 

an example of supervised machine learning, there exists two other types of machine 

learning; unsupervised and reinforcement learning but the focus of this paper will be on 

the supervised approach and thus the rest of this literature review will only focus on it. 

However, before diving deep into DNNs and other neural networks and to show the 

importance of the development of DNNs their building blocks need to be explained briefly. 

Each layer of a neural network (deep or shallow) compromises a number of neurons and 
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biases as well as the activation functions (see Figure 5). The neurons are responsible for 

storing the weights of the model while bias term as the name implies is responsible for the 

constant added to the product of the model weights and inputs. The activation function on 

the other hand is the function that defines what the output of each neuron would be given 

a certain input. Most commonly used activation functions are Linear, Sigmoid, Tanh, Relu, 

and SoftMax functions. What determines which function is to be used is the type of the 

problem the neural network is trying to solve. For example, a SoftMax function is well-

suited for classification problems while a linear function can be used as the final activation 

function for a regression problem. Nonetheless, Sibi et al. (2013) have shown that while an 

appropriate activation function choice is important, eventually even sub-optimal functions 

will converge in most cases. A shallow network as the name implies might contain only 

one or two layers compared to a deep neural network which will contain significantly more 

layers. All layers between the input and output layers are usually called hidden layers. The 

process of calculating the gradients (derivatives) of the model biases and weights is called 

backpropagation in which the derivatives of objective function error is calculated from the 

output towards the input (hence the term backpropagation) (see Hecht-nielsen, 1992). 

Then, the process of updating the parameters based on these gradients is usually done 

through a gradient descent. Further details on the basics of machine learning and 

implementation can be found in Rivas (2020) introductory book on deep learning or Suzuki 

(2011) first three chapters. 

Next, a brief discussion on relevant neural networks will be done starting with DNNs. This 

discussion will include commonly used networks such as long short-term memory 

networks (LSTMs) and convolutional neural networks (CNNs) but will also dive into 



17 

 

recently devised ones such as temporal neural networks (TCNs). It will also touch on CNN-

LSTM architecture which as the name implies combines CNNs and LSTMs in one neural 

network. Finally, this section will finish on a certain configuration that can be applied to 

any neural network type called autoencoders. 
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Figure 5: A simple schematic of a neural network containing one hidden layer, each 

neuron within this network is characterized by the components at the bottom (Suzuki, 

2011). 
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1.3.2A Deep Neural Networks (DNNs) 

Deep neural networks were one of the earliest types of layers available in a neural network. 

Simply put, a DNNs is comprised of any number of layers, each containing a number of 

neurons (often called dense layers). All of these neurons would be connected to every other 

neuron in the previous and next layers. These types of networks perform exceptionally well 

when the relationship (even if non-linear) is clearly present between the input (features) 

and the outputs. Usually, inputs being fed into DNNs require careful selection of features 

via feature extraction and enhancement methods to improve the performance of said 

networks. This type of networks has been applied to all kind of regression and classification 

problems. Examples from within the geoscientific community include Uncuoglu et al. 

(2008) for stress prediction as well as Weinzierl & Wiese (2021) for pressure and saturation 

prediction. 

 

1.3.2B Long Short-Term Memory Networks (LSTMs) 

LSTMs are a type of recurrent neural networks (RNNs) which excel at tasks related to time 

series prediction due to their ability to store and use temporal information. Other types of 

RNNs usually suffer from difficulties in training due to vanishing or exploding gradient 

with the exception of LSTMs, which seems to be more resilient. For this reason, the 

primary type of RNNs used nowadays are LSTM networks. For more details on RNNs and 

LSTMs as well as a detailed comparison and benchmarking, one can read Graves (2012) 

book regarding these networks. 
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1.3.2C Convolutional Neural Networks (CNNs) 

CNNs main advantage is the addition of filters which have their own weights to be updated 

(see Figure 6 for a simple schematic). The purpose of these filters is to automate the process 

of feature extraction and include it within the neural network architecture. Often, CNNs 

will be paired with either dense layers, pooling layers, or both. CNNs are probably the most 

popular choice especially for tasks regarding image analysis and classification such as can 

be seen in Pelt & Sethian (2017). It has also been used in natural language processing 

(NLP) applications like that performed by Collobert & Weston (2008) as well as for 

seismic data interpolation (e.g., Wang et al., 2019). The versatility and simplicity of 

application of this type of network is what attracted a significant amount of research 

towards it. 

 

1.3.2D CNN-LSTM Networks 

As the name implies, CNN-LSTM networks are a combination of CNN and LSTM 

networks (see Figure 7). The primary motivation of this configuration is to attempt to 

combine the automated spatial feature extraction of CNNs with the temporal awareness of 

LSTMs. One of the earliest examples is by Sainath et al. (2015) in which they combined 

the two in order to do NLP related tasks. Further examples of CNN-LSTM include; Wang 

et al. (2016) and their sentiment analysis work, Kim & Cho (2019) in which they predicted 

residential energy consumption, and finally earthquake location prediction done by Kail et 

al. (2022). 
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Figure 6: A schematic representation of a simple two-layer CNN (Pelt & Sethian, 

2017). 
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Figure 7: A schematic showing a CNN-LSTM network. The layers are organized as 

follows; convolutional layers, LSTM layers, and finally dense (FC) layers (Kim & Cho, 

2019). 
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1.3.2E Temporal Neural Networks (TCNs) 

The idea of combining spatial information from CNNs and temporal information from 

RNNs proved to be quite useful for many applications. Thus, Lea et al. (2016 & 2017) 

proposed a new neural network type they called temporal neural networks (TCNs) which 

uses spatial and temporal information like CNN-LSTM networks but does so 

simultaneously instead of iterative via a process called dilatational convolution which 

determines the steps between each filter in time (see Figure 8 for a schematic). This design 

as implied has the advantage of having both the convolutional and temporal parts working 

together instead of separately as in the case of CNN-LSTM architecture. Additionally, 

TCNs are formulated in such a way that only information from current and previous time 

steps contribute to the convolutional layer at that current time step with no information 

leakage from future time steps (Zhao et al., 2019). Rather than performing the 

computations on the entire time steps, the computations are performed on a dilated 

representation of the time steps, which reduces the computational load significantly. 

Additionally, these dilations allow the network to sample further time steps without 

sampling the entire timeframe thus allowing for a wider temporal perception field more 

efficiently. Besides Lea et al. (2016 & 2017) in which TCNs were used for action 

segmentation and detection. TCNs were also used by Zhao et al. (2019) for short-term 

traffic forecasting, He & Zhao (2019) for anomaly detection, and Hewage et al. (2020) for 

weather forecasting. 
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Figure 8: A schematic of a TCN network in which the convolutional block contains three 

layers of dilated convolutional layers (Lea et al., 2017).  
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1.3.2F Autoencoders 

Encoding and decoding data usually refer to the act of compressing data by discarding 

unnecessary details and retaining important ones while the act of decoding is using these 

retained features to reconstruct the encoded data as accurately as possible. The process of 

training a neural network to encode and decode is usually referred to as autoencoding and 

probably the earliest example is by Hinton & Salakhutdinov (2006). The only requirement 

for an autoencoder architecture is the asymmetry between the encoder part and the decoder 

part. An autoencoder architecture can be of any depth but is usually shallow and can consist 

of DNNs, CNNs, or TCNs as layers for the autoencoder depending on the problem at hand. 

Several examples exist related to seismic data including Saad & Chen (2020) which used 

it for denoising seismic data, and Wang et al. (2020) in which they interpolated seismic 

data via convolutional autoencoders. 

 

1.3.3 The Role of Machine Learning in VSP Inversion 

 

This section will attempt to answer the question of whether it is appropriate to use machine 

learning and more specifically deep learning for VSP inversion and why it has been chosen. 

As discussed in the opening statement, the standard methodology makes certain 

assumptions at every step of the inversion process. Firstly, a fundamental assumption 

regarding the sparsity of reflectivity in the Earth is made which is essential for inverting 

the corridor stack into acoustic impedance. Another important assumption is that the 

wavelet is time-invariant, which assumes that the effect of attenuation is negligible or has 
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been taken care of during processing. Thirdly, the density below the well’s final depth is 

often not known and to calculate one, usually one assumes that the lithology follows 

Gardener’s relation between velocity and density, which is not always the case especially 

when halite is expected. These three assumptions have the most impact on the inversion 

process, but are not the only ones present. One could make adjustments to counteract each 

point to a satisfactory degree if data is abundant and clean. However, the combined effort 

of such task often makes it infeasible to address all assumptions and their effect on the data. 

The application of deep learning was considered because if the model architecture is 

appropriate and the model parameters are large enough, then it could – in theory – be able 

to learn and counteract these complications implicitly. It could also potentially deal with 

the non-linearity and non-uniqueness aspects of the problems better than the traditional 

approach. Furthermore, the issue of parameterizing the inversion process is often non-

trivial and moving the parameterization to the deep learning model might offer a better 

prediction if the training and validation is representative of real datasets. This, however, 

will require a large enough training dataset with clean labels that is diverse enough to 

combat these two aspects. 

 

1.4 Aims and Objectives 

 

As alluded to above, the primary aim of this thesis is to invert VSP corridor stack data 

(essentially a seismic trace) and obtain a velocity profile encompassing the entire length of 

this input data using a series of deep learning models. To achieve this, the following will 

be accomplished: 
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1. A realistic 1D Earth model synthetic data generation engine will be created. This 

engine should be capable of generating and outputting all relevant data such as 

velocity, density, and acoustic impedance profiles as well as reflectivity series, 

convolved reflectivity that is clean or noisy. Additionally, this engine should be 

also capable of generating models and their corresponding datasets rapidly and on-

demand. 

2. Pre-processing of this synthetic data (and real data) to prepare it for input in the 

deep learning models. 

3. Create and optimize the deep learning architectures for each sub-task leading up to 

the inversion of VSP data for velocity. 

4. Blind testing of the models on data generated via the synthetic data generation 

engine and on a finite difference model processed via a typical VSP processing 

workflow.  
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2 CHAPTER 2 

METHODOLOGY 

In this section, the primary steps needed to accomplish the VSP inversion process will be 

discussed in the following order; synthetic data generation, data pre-processing, and the 

role of neural networks in the inversion process. 

 

2.1 Synthetic Data Generation 

 

Traditional approaches for seismic inversion including VSP lookahead inversion rely on 

the quality of the estimated wavelet as well as the data for the inverted reflectivity series. 

Contrary to traditional approaches of seismic inversion, the most significant aspect of a 

successful deep learning model is the quality of the input and output training and validation 

datasets used to calibrate its weights and hyperparameters.  

Ideally, real data should be used when training neural networks due to the fact that the 

primary use of the network post-training would be on real datasets. Unfortunately, the 

quantity of available data for any given problem is often orders of magnitude smaller than 

the amount needed to create an unbiased and generalized model. Secondly, checking the 

quality of the inputs and outputs for real data is often impractical unless if one is able to 

heavily automate it. Finally, there is uncertainty when it comes to the outputs (labels) of 

real data. It is typically the case that the model is predicting an unknown quantity or 
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property so the reliability of labels from real data is always difficult to determine. For these 

reasons, this paper will attempt to generate systemic and high-quality inputs and outputs 

synthetically rather than rely on uncertain real data for training. 

The first step in the generation of any synthetic data is understanding what it is composed 

of and how to recreate it. A seismic trace (the input) can be thought of as a simple 

convolutional model. In other words, a seismic trace is a reflectivity series convolved with 

a source wavelet plus some noise as described by the Equation 2.1 below: 

                                                          𝑢(𝑡) = 𝑒(𝑡) ∗  𝑤(𝑡) + 𝑛(𝑡)        (2.1) 

Where u is the seismic trace, e is the Earth’s response (reflectivity), w is the source wavelet, 

and n is the random noise (Yilmaz, 2001). 

So, in order to recreate this seismic trace, an engine is needed to create plausible models of 

the subsurface and another is needed to generate common source wavelets to convolve 

with. The noise can be thought of as random and thus can be generated by adding white 

noise to the final dataset. The Earth model building portion is accomplished by starting 

with generalized geological sequences; clastic, carbonate, or salt sequences, each assigned 

to be generated in proportion to how common each sequence is. Next, a random number of 

layers for each sequence is chosen, with variable lithology and thickness. For example, a 

clastic sequence is mainly composed of sands and shales, and thus each layer within that 

sequence will be assigned as one or the other (see Figure 9 for an example model). In order 

to create a reflectivity series out of this geological model, velocity and density values need 

to be assigned to each layer according to its lithology (see Table 1), and depth due to 

compaction. Once these values are assigned, small inter-layer variations are introduced to 
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simulate small geological variations within each layer. With the introduction of geological 

velocity and density layers, acoustic impedance can be calculated, thus a reflectivity series 

can be created. 

Table 1: Shows the constants for the empirical relationship between density and velocity 

for different lithologies (Mavko et al., 2020) following the Equation:  

     𝝆 = 𝒂𝒗𝟐 + 𝒃𝒗 + 𝒄    (2.2) 

Lithology a b c 

Shale -0.0261 0.3730 1.4580 

Sandstone -0.0115 0.2610 1.5150 

Limestone -0.0296 0.4610 0.9630 

Dolomite -0.0235 0.3900 1.2420 

Anhydrite -0.0203 0.3210 1.7320 

Halite -0.0455 0.5892 0.4358 

 

The second component is the source wavelet, and to ensure its diversity, three wavelets 

have been chosen to represent the variety of sources available as follows; Klauder, Ormsby, 

and Ricker wavelets. The range of frequencies for each wavelet is varied to have a diverse 

dataset in terms of available frequencies. Each reflectivity series is then convolved with a 

random wavelet and then white noise is added to the convolved data (see Figure 10) thus 

creating the inputs and outputs to be used in the neural network. 

With all components necessary for the generation of synthetic traces ready, the creation of 

a custom generation engine to generate these traces and their corresponding models on the 

fly is completed. This will ensure that an unlimited number of datasets are available, which 

will reduce bias in the neural network compared to a limited number of datasets. All 

networks trained in the Results chapter are using this aforementioned engine to generate 

datasets. Each epoch for models used in grid search related HPO contains 1000 unique 
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datasets with 4096 samples each. For Optuna HPO (an optimization framework that will 

be discussed in Section 2.3 and the Results Chapter) related models, the number of datasets 

per epoch is reduced to 250 in order to have a larger number of tests in the Optuna study. 

The reason for this difference is that the tests for Optuna studies are selected automatically 

compared to manually for the grid search method. For the final models of each section, we 

revert back to 1000 datasets per epoch. For validation datasets, additional unique datasets 

equal to a third of the training datasets are used. Finally, 1000 datasets will be used for 

blind testing to establish which model performs better. If a definitive answer cannot be 

established with 1000 datasets and if the compared models have very similar root mean 

square errors (RMSE) values, then the number of datasets will be increased until a clearer 

picture of which model performs better can be established. 
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Figure 9: An example of a model generated using the data generation engine proposed here 

showing the lithology, velocity, density, and the acoustic impedance on the left. Additionally, 

a cross-plot of velocities versus densities is shown on the right and is colored by lithology. 
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Figure 10: a) The process of generating the different data based on the reflectivity series 

(created from model acoustic impedance). The data is convolved with a wavelet, noise is then 

added, and finally a random gap is added to both the data and velocity profile to stimulate 

missing data. b) Example of different wavelets that can be convolved with the data (Ricker, 

Klauder, and Orsmby). 
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2.2 Data Pre-Processing 

 

With the synthetic data generated, this section aims to discuss the possible pre-processing 

steps that are required prior to deep learning and other steps that could be beneficial to the 

learning and prediction process. The first section will discuss the ‘required’ steps while the 

next two sections will discuss potential pre-processing steps that might improve a portion 

of the deep learning process. 

 

2.2.1 Standard Pre-Processing Steps 

 

Since the datasets are synthetically generated only minimal pre-processing is needed. 

Namely, the datasets should be normalized. It is not necessary to normalize the data to get 

a reasonable result out of a deep learning algorithm, but it is often recommended especially 

in the case of multiple inputs (Jayalakshmi & Santhakumaran, 2011) or significantly 

varying amplitudes for the inputs especially in the case of real data where special care is 

needed to balance the amplitudes prior to feeding it into the neural network as will be 

discussed in section 2.2.3. For this reason and since the range of values is known for both 

reflectivity-based input, including convolved and noisy data, as well as the velocity profile. 

For reflectivity-based inputs, the range is between -1 and 1 by the definition of reflectivity 

(see Equation 2.3 two below). 

                                                          𝑅𝑐 =  
𝜌2𝑣2− 𝜌1𝑣1

𝜌2𝑣2+ 𝜌1𝑣1
          (2.3) 

Where Rc is the reflection coefficient, ρ is density, and v is velocity (Mavko et al., 2020). 
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Outputs are generally not normalized but in the case of multiple outputs with significant 

difference in range, as is the case for the velocity and density, it seems reasonable to 

normalize them. For the velocity profile, the range is roughly between 5000 ft/s and 25000 

ft/s based on observable ranges (Mavko et al., 2020). To cover all physical values, one 

might extend the range between 0 ft/s and 30000 ft/s for normalization purposes. Similarly 

for density, physical values encountered in the subsurface range between 1.5 g/cm3 to 3.0 

g/cm3 (Mavko et al., 2020) and this can be extended to 1.0 g/cm3 and 3.5 g/cm3 for 

normalization in order to ensure that outliers fit within the range. 

With the ranges known for both inputs and outputs, the simplest approach for normalizing 

the data is the min-max normalization described by Equation 2.4 for any arbitrary property 

x as follows: 

                                                        𝑥𝑠𝑐𝑎𝑙𝑒𝑑 =  
𝑥 − min (𝑥)

max(𝑥)− min (𝑥)
            (2.4) 

It is trivial to reverse the process once a prediction is made as the minimum and maximum 

ranges are known and described above. As for standardization, it most likely should not be 

performed on these datasets because it should not necessarily follow a standard 

distribution. If it is forced to follow such distribution via standardization, especially in the 

case of velocity and density, variations in lithology might be masked or obscured. 
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2.2.2 Wavelet Transforms 

 

In this section, a brief explanation of what wavelet transforms are and how they might be 

beneficial to the inversion of VSP data via neural networks. A wavelet transform is a 

methodology to transform or analyse data (including seismic) that have features that span 

various wavelengths (Rioul & Duhamel, 1992). In principle, all wavelet transforms work 

similarly, first a wavelet is chosen. This wavelet is then applied on the original data through 

windows that cover the entire dataset. The wavelet is shifted, scaled, and then the process 

is repeated over a specified range of window sizes. The short windows and wavelength 

wavelets sample high frequencies while long ones sample the low frequencies (see Zhang 

(2019) for a more complete explanation). Three main wavelet transforms are of specific 

interest for our signal analysis purposes; the continuous wavelet transform (CWT), 

stationary wavelet transform (SWT), and discrete wavelet transform (DWT). The CWT as 

the name implies transforms the data into a continuous time and frequency plot while the 

DWT and SWT sample only specific pairs of window sizes and frequencies (approximately 

each subsequent trace doubles the window size and halves the frequency content). The 

primary difference between DWT and SWT is that the former down-samples the data for 

the larger windows while the SWT keeps the number of samples the same for all (Zhou et 

al., 2006). For easier application within neural networks, it is desirable to have the different 

decomposed signals to be of the same length. Thus, only CWT and SWT will be considered 

in this work. 

Several examples from literature showcase the benefit of CWT as an analysis or processing 

step for traditional applications of seismic processing (e.g., Sinha et al. 2005; Diallo al., 
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2006). As well as its use for seismic in combination with classification deep learning 

applications (e.g., Zhang et al. 2018). Due to this wide applicability in both the wider field 

of signal analysis and the field of seismic data analysis, the effect of applying CWT on the 

deep learning process proposed here should be quantified. Additionally, if there is an 

improvement with the use of CWT and since SWT is computationally less expensive to 

run, the same process should be applied with SWT to check whether similar results can be 

achieved more efficiently (see Figure 11 and Figure 12 for examples of SWT and CWT 

application on data generated with the process explained in Section 2.1). 
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Figure 11: A stationary wavelet transform (SWT) performed on a sample data 

(Original). It shows how different windows capture different frequency content. In this 

case, most are concentrated within 2-128 ms window size.  
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Figure 12: An example of continuous wavelet transform performed on a sample data (e). 

The CWT is composed of real (a) and imaginary (b) components. Alternatively, it can be 

transformed into magnitude (c) and phase (d) components. 
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2.2.3 Handling of Real Datasets 

 

As discussed in section 2.1, the neural network will be trained on synthetically generated 

data and then some minor pre-processing steps will be applied before training the model. 

Ultimately however, it is necessary to formulate a methodology to adapt the network to be 

able to make predictions on real datasets. 

First discrepancy and probably the most significant between real and synthetic data is the 

issue of the amplitude scale. Real data can be recorded via a variety of tools (e.g., 

geophones or accelerometers), each with their own measurement that will vary from each 

other and most importantly from synthetic data. 

Additionally, appropriate gain control in the field in one region can be different in another 

region. To some extent, these amplitude and magnitude issues are taken care of during 

processing but not completely. Thus, an approach to scale the data is suggested as follows. 

Usually well logs (such as sonic and density) are acquired at least in a portion of the well 

in addition to VSP data. From these well logs as shown in Figure 3 in Section 1.3.1, a 

synthetic seismogram not too dissimilar to the synthetics used for training can be generated. 

Then, a scaling factor can be obtained by analyzing the corridor stack and the synthetic 

seismogram in the section where both exist. 

Furthermore, a cross correlation between the synthetics and corridor stacks can be 

calculated and if correlation is high that will suggest that this scaling factor could be 

reliable. If that is the case, then this scaling factor can be applied to the corridor stack prior 

to feeding it into the neural network for prediction. 
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If that doesn’t work, the neural network architecture could potentially be modified and 

retrained to allow for additional priori information as input to give more predicative power 

to the neural network and reduce the effect of non-uniqueness. This priori information 

would come in the form of the measured velocity profile in the drilled section (as performed 

traditionally for VSP lookahead inversion). Thus, the primary task of the neural network 

would shift from predicting the entire velocity profile to only the velocity profile of the 

undrilled (and unmeasured) section below the final depth of the well. To simulate real data 

more closely a section on predictions made on finite difference synthetics will be made to 

see how the network perform with data not generated through the synthetic data generation 

engine. 

 

2.3 Neural Networks Architectures 

 

With all pre-requisites of a successful deep learning experiment discussed, it is time to 

explore one of the most critical aspects of neural networks, its architecture. The history of 

machine learning in a broad sense has been discussed during the literature review, so here 

a more focused and pragmatic approach focused on the advantages, disadvantages, and 

applicability of each architecture introduced in the introduction will be discussed. 

A VSP corridor stack or any seismic reflectivity series is in essence a time-series and thus 

architectures that are suitable for time-series analysis or prediction should be suitable for 

the corridor stack. This means that the most likely candidates for a proper architecture 

would be ones that can deal with spatial and temporal aspects of the signal properly. Thus, 



42 

 

the architectures most likely to succeed optimally for the inversion of VSP data are CNN-

LSTM and TCN type architectures. For other tasks such as denoising and data 

reconstruction, CNN, CNN-LSTM, and TCN autoencoders should perform similarly. One 

might make use of CWT or SWT transforms with autoencoders to perhaps extract features 

that wouldn’t have been easily retrieved by a regular autoencoder. With all of this added 

complexity and array of tasks at hand, the need to establish a baseline via DNNs, LSTMs, 

and CNNs is probably wise in order to ensure that this added complexity is actually 

performing better than simpler models. 

The issue of choosing appropriate network architecture and hyperparameters for each task 

is quite complex. An entire field of deep learning is dedicated to it and is referred to as 

hyperparameter optimization (HPO). For each attempted task an HPO analysis via an 

automated HPO framework called Optuna (Akiba et. al., 2019) will be attempted instead 

of manual methods of HPO as it allows for more quantitate approach of hyperparameter 

tuning compared to conventional methods. 

 

2.4 Consecutive Neural Networks 

 

As shown in the previous section, usually each neural network and architecture excels at a 

specific range of tasks but perform poorly in others. Not to mention that some types of 

predictions require significantly shallower neural networks than other types. Thus, the idea 

of consecutive neural networks is formulated to address this (see Figure 13 for a 

schematic). For example, the problem of VSP inversion for velocity is a multi-faceted one 
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in which multiple issues need to be tackled. First, any remnant noise in the corridor stack 

needs to be tackled and as discussed previously – and as will be shown in the next section 

– autoencoders are robust when it comes to denoising. Even if the data is clean, the 

transformation from a corridor stack to some properties is more manageable compared to 

others. For example, the inversion for acoustic impedance is significantly less convoluted 

compared to velocity or density. All of these properties are related to the corridor stack but 

the latter two are one additional degree of separation away from the corridor stack 

compared to the acoustic impedance. Furthermore, with multiple consecutive networks, 

one can inject an intermediate processing step into the process that could potentially 

improve the predictions made (e.g., the wavelet transforms discussed earlier). Finally, 

segmenting or approaching the problem in a piece-wise approach will provide more 

transparency for both the training and the results compared to a single deep and complex 

network comprising all of the different necessary components. 

To be able to quantify whether this proposal of a consecutive neural network is going to 

provide all of these added benefits, an array of neural networks will be tested and pitted 

against this consecutive neural network approach. 
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Figure 13: The proposed schematic for the consecutive neural network. It starts with 

denoising the corridor stack, then applies a wavelet transform which is fed into a second 

autoencoder (to train and then use the encoder to compress the data), and finally the 

velocity inversion is applied on the compressed clean signal for the final output. 
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3 CHAPTER 3 

RESULTS 

The results chapter is primarily divided into two sections. The first section deals with the 

results of the inversion for velocity with the input being the corridor stack trace directly 

without any transformations. The second section attempts to answer the question of 

whether applying any wavelet transformation to the input prior to the inversion for velocity 

will improve the inversion results or not. 

 

3.1 Direct Inversion of The Seismic Trace 

 

As mentioned earlier, this section will deal with the direct inversion of the corridor stack 

through the proposed consecutive neural network architecture. The first step of any 

successful deep learning model building and training is choosing the appropriate 

hyperparameters for said model. So, the first section will deal with the HPO process as 

discussed earlier for the denoising and inversion sub-models and the resultant HPO-based 

final models. Next, two additional refinements will be considered. Firstly, the effect of the 

denoising sub-model on the results compared against a model that directly inverts the noisy 

traces instead of denoising them would be considered. Secondly, the effect of a feature 

extraction and compression autoencoder on the results. This section will then briefly show 

the potential of training similar models for the inversion of other parameters such as 
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acoustic impedance or the joint inversion of two properties simultaneously (velocity and 

density). It will conclude by blind-testing the models on data not generated by the custom 

synthetic generation engine used for training and validating the model as a final and 

unbiased blind test. 

 

3.1.1 Hyperparameter Optimization 

 

The proper approach to HPO is to attempt to automatically and efficiently explore the 

hyperparameter multi-dimensional space. A simplistic approach such as trial & error or 

1D/2D grid search to optimize the hyperparameter has been considered initially. However, 

since, a more quantitively defined approach can be better justified, the automated approach 

(Optuna framework) will be performed for fine-tuning the model hyperparameters. 

There is a third approach that was explored early in the thesis work related to the use of 

physics informed neural networks (PINNs) and it is a field that garnered real interest 

especially for geophysical applications of deep learning as it attempts to bridge the gap 

between the physics and the deep learning approaches which should yield greater 

explainability of said deep learning models. This approach however was deemed out-of-

scope for this particular problem as establishing a PDE that connects the corridor stack and 

the velocity profile for the objective function was deemed infeasible. There is a wealth of 

literature regarding PINNs and the interested reader is referred to the following 

publications as examples for the use of PINNs in geophysical applications; Song et al. 

(2021), Waheed et al. (2021), and Alkhalifah et al. (2021). 
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3.1.1A Denoising Models 

The first model to be optimized is the denoising model. Several architecture options were 

considered but the most promising seemed to be CNN and TCN architectures. So, two 

Optuna studies to choose between them and optimize their respective hyperparameters 

were conducted. The hyperparameters in question are network depth, kernel size, number 

of filters, number of neurons in the dense layer, and max pooling value for both network 

configurations and an additional hyperparameter related to dilations for TCN based 

networks only. 

The first study was composed of 191 tests, and it excluded the network depth from 

optimization. This study was kept at the shallowest configuration as optimizing the network 

depth is included in the second study because of its expected dominant effect on other 

hyperparameters. Additionally, this will allow for a faster convergence of the optimal 

results for a single layer including the network type. The results of this first study showed 

that the appropriate network type for denoising is a CNN style network with a kernel size 

of around 18, 64 filters, 1500 neurons in the dense layer, and a max pooling value of 2 or 

4 (see Figure 14 for a summary of the results). The second study consisted of 99 tests and 

was primarily designed to tackle the question of appropriate network depth while also 

refining the rest of the hyperparameters besides the network type. The results showed that 

a network depth of 1-2 is appropriate while the kernel size was determined to be optimal 

as long as it was within the 18-32 range, and similarly for the number of neurons in the 

dense layer which had a range of acceptable values within 2000-4000 neurons, 124 filters 

however were determined to be appropriate based on the second study. Finally, the max 
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pooling value remains unchanged between the first and second study in which either a 

value of 2 or 4 is acceptable (see Figure 15 for a summary of the second study results). 
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Figure 14: The results of the Optuna study summarized in three automatically 

generated plots. In (a) a ray plot starting with the objective function (RMSE) 

value and passing through each optimized hyperparameter value for a given 

trial is shown. The ray density is indictive of where the optimal values should 

be. Another view where each hyperparameter is plotted against RMSE is 

shown in (b). Finally, (c) shows the importance of each hyperparameter 

relative to improvement in the RMSE loss minimization. 
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Figure 15: Similar to Figure 14, (a) shows the parallel coordinate plot, (b) the 

slice plot, and (c) the hyperparameter importance. Notice how the most 

important hyperparameter here is the network depth while the others 

combined have a marginal effect on the results. Thus, the need for separating 

it from the first study. 
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3.1.1B Inversion Models 

The second model to be optimized is the one responsible for the inversion of the clean 

seismic trace for the velocity profile. The approach followed here is similar to that in the 

previous section for the denoising model. Two Optuna studies were conducted here as well 

with the first focusing on obtaining the optimal network architecture while the second 

attempted to refine the rest of the hyperparameters. 

The first study consisted of 151 tests that sampled several promising (CNN-LSTM & TCN) 

and baseline network architectures (DNN & CNN) as well as reasonable ranges for the 

network depth, dilations (TCN), LSTM units (CNN-LSTM), neurons in the dense layer, 

kernel size and number of filters (CNN, CNN-LSTM, and TCN). The results showed a 

significant lead (half the loss of other networks) for TCN type networks over all other types 

tested architectures. Additionally, and as expected, the three primary hyperparameters in 

terms of objective function reduction are the network type, network depth and the number 

of dilations. In terms of network depth, a value of 1-3 layers was found to be appropriate, 

while for dilations it was around 24 dilations. A summary of the results can be seen in 

Figure 16. 

For the second study, 108 tests were conducted to further refine the rest of the 

hyperparameters. Based on these tests, it was found that the appropriate kernel size is 

around 24 while almost the entire range of tested number of filters were acceptable so a 

central value of 64 filters was chosen. The network depth remains unchanged from the first 

study with a slight lead for a network depth of 3 layers compared to 1 and 2 layers. The 

rest of the hyperparameters were further refined as well and all results can be seen in Figure 

17.  
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Figure 16: Summary of the Optuna results for the first study of the 

inversion model following the same format as Figures 14 and 15 with 

the ray plot (a), slice plot (b), and hyperparameter importance (c). 
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Figure 17: The final HPO for TCN-based inversion model. Some hyperparameters are 

clearly defined while others are more spread as highlighted in red. 
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3.1.1C HPO-based Final Models 

The two previous sections showed the process of HPO for the two primary models needed 

to create a consecutive neural network without any wavelet transformation. This section 

will show the final HPO-based models created and their training, validation and blind-

testing results. The results will be shown quantitatively via objective function minimization 

for the training and validation datasets and the average RMSE for the predictions of 5,000 

blind testing datasets with one example shown visually. 

Firstly, for the denoising model, an average RMSE value of 0.0105 was achieved with the 

blind testing datasets which is very similar to the training and validation losses achieved 

while training the model in Figure 18. Additionally, Figure 18 shows a blind testing dataset 

with the actual dataset and the difference between them to show the accuracy of the 

prediction qualitatively. Secondly, the inversion model had an average RMSE value of 

2748.79 for the blind testing datasets which is higher than the minimum validation loss by 

1314.84 which is significant. Nonetheless the prediction results seem to be relatively good 

despite the higher RMSE as shown in Figure 19. In fact, the prediction error seems to be 

minimal compared to errors observed in conventional approaches (e.g., Daoud & Abd El 

Dayem, 2018; Almarzooq, 2022). 

An interesting side note is that during the HPO process, the CNNs performed significantly 

better via autoencoders for denoising compared to TCNs, while the opposite was true for 

the inversion model in which TCNs outperformed CNNs. This could be related to the 

preceptive field of each architecture. For example, TCNs and their dilatational approach 

allows for both global and local sampling of the input dataset which in the case of the 

velocity inversion allows it to learn both the low frequency part as well as the high 
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frequency fluctuations more reliably compared to CNNs which are more localized in the 

preceptive field and don’t have this “variable” perception of TCNs. For autoencoding tasks 

such as seismic trace denoising on the other hand, this local preceptive field allows the 

network to focus on the noise and remove it more robustly compared to TCNs in which 

their dilatational aspect hinders their ability to focus on the local features causing it to 

underperform compared to CNNs.  

With these two models in hand, the tools needed to run the consecutive neural network are 

almost ready. The next section will deal with few considerations that might further refine 

the generated models. 
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Figure 18: (a) Shows an example of a blind testing dataset prediction 

with the actual clean trace at the top and their differences at the bottom. 

(b) The training (green) and validation (orange) losses for the model 

used to generate the above prediction are shown here. 
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Figure 19: (a) a blind testing prediction for velocity at the top and the 

error at the bottom. (b) training and validation curves for the inversion 

model used in (a). 
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3.1.2 Further Refinements 

 

This section will cover additional options that were considered for the final models to 

understand the thought process of why the consecutive neural network was constructed. 

The first part will deal with the reason for including the denoising sub-model why it was 

needed. The second part will deal with autoencoders as a feature extraction model to 

enhance the computational performance of the inversion model by the way of data 

encoding or compression. 

 

3.1.2A Denoising Sub-Model Effect 

The problem of inverting for velocity can be either solved by directly inverting the noisy 

trace or after denoising it first. It seems intuitive to assume that the denoised trace would 

perform better but this section will explicitly show three predictions and compare them 

with the actual velocity quantitively and qualitatively. The first prediction will be done by 

a model trained on noisy traces to invert for the velocity, the second prediction will use 

clean traces for the inversion and will act as a best-case scenario of what is possible in 

terms of predictions, and the final prediction will use denoised traces. The second and final 

predictions will be done via a model trained on clean traces for velocity inversion with the 

assumption that the denoised traces are going to be almost identical to the clean traces 

which seems to be a very fair assumption as can be seen in Figure 18 from the previous 

section. For randomly generated 1000 blind testing datasets, the results were as expected 

with the clean prediction performing the best at RMSE of 2875.79, denoised prediction in 
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the second place with 3018.58 RMSE, and the least performant being the noisy model 

prediction at 3404.15 RMSE (see Figure 20 for a representative example and the loss 

curves of the models used). If the clean model is set at the baseline, then the denoised 

model performs almost four times better than the noisy model (4.96% more RMSE from 

the baseline as opposed to 17.50% for the noisy prediction). 
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Figure 20: (a) Shows two representative blind testing predictions for velocity from clean 

(green), denoised (orange), and noisy (red) traces. As can be observed all perform 

relatively well but the noisy prediction is more susceptible to be influenced by noise 

despite the fact that the model it was trained on used noisy traces for training. The denoised 

prediction is much closer to that of the clean prediction. (b) Shows the training and 

validation losses for the two models responsible for the clean and denoised data (orange) 

and the noisy data (red) predictions. 
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3.1.2B Autoencoders for Feature Extraction and Encoding 

The final addition that might provide a boost in computational performance for both the 

training and prediction of the inversion model is the use of autoencoders for feature 

extraction and data encoding. It has already been shown in the denoising section that CNN 

architectures excel at autoencoders and thus an Optuna study similar to the one done in 

3.12.1 for denoising will be used for feature extraction. This Optuna study contains 50 

tests, and the results are shown in Figure 21. It shows that the most important 

hyperparameters are the network depth, kernel size, and max pooling value. The optimal 

hyperparameters for feature extraction are a network depth of 1-2 layers, kernel size of 48, 

max pooling value of 2 or 4, a filter size of 64, and 2048 neurons in the dense layer. While 

deeper networks perform relatively worse than shallower networks for autoencoding 

(which is to be expected), they offer a higher degree of compression (encoding) and 

subsequently performance improvements. Thus, three final networks with all the previous 

optimal hyperparameters fixed with the exception of network depth which will be varied 

to 1-, 2-, and 3-layers models. The results of these three autoencoders are shown in Figure 

22 which shows that unexpectedly the model with a depth of two layers performed the best, 

followed by the two other models. The RMSE values for 2000 blind testing models for the 

three layers are 0.0014, 0.0005, and 0.0011 for the 1-, 2-, and 3- layers models respectively. 

Next, the encoder part of the 2-layer model will be attached to the same inversion model 

and will be pitted against the inversion model without any encoders attached. The results 

are shown in Figure 23 and seem to indicate that surprisingly again the model with the 

encoder attached outperforms the model without the encoder. 4000 blind testing datasets 

were used to ensure that the previous observations are reliable, and they seem to agree with 
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the RMSE values of 2781.62, and 2146.56 for the standalone inversion model, and 2-layers 

encoder-inversion model respectively. Two important points need to be addressed 

regarding the use of the encoder model with the inversion model. Firstly, there is a 

significant uplift in computational performance. Namely, it offers 10 times faster 

predictions with the 2-layers model (compression factor of 16) compared to the model 

without the encoder. There is a downside to this encoding, however, which might be subtle 

in Figure 23, the encoder model seems to fail at picking very thin layers and the exact point 

of transition between layers. This can be observed by noticing the spikes in the velocity 

difference plot compared to the no encoder model which seems to be able to handle these 

thin layers more reliably. 
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Figure 21: The Optuna study used to design a feature extraction autoencoder to pair with the 

inversion model. (a) A parallel coordinate plot where the density of the rays indicates the 

more optimal models. (b) Slice plot with the hyperparameters plotted against the RMSE 

value of the model. (c) A list of the most important hyperparameters for the objective 

function. 
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Figure 22: (a) Two blind testing results for the three 1- (green), 2- (blue), and 3-layers 

(red) feature extraction autoencoders. The results show that all three more or less converge 

to about the same training and validation losses (b). Surprisingly, the 2-layers model 

outperforms the other two. 
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Figure 23: (a) Two blind testing results for encoder-inversion (orange) and standalone 

inversion model (green). The results show that both are performing nicely with a slight 

better performance for the encoder-inversion model. (b) This seems to be counter to the 

training and validation losses for the two models which indicate that the standalone should 

perform better than the encoder-inversion model. To confirm this counterintuitive result, 

the blind testing was performed on 4000 datasets and they showed that the encoder-

inversion model outperformed the standalone model with the former having an RMSE 

value of 2146.56 compared to 2781.62. 
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3.1.3 Inversion for Other Properties 

 

The seismic trace or the corridor stack in this case contains a wealth of information hidden 

behind the convolution the reflectivity series, wavelet, and noise. In the previous sections, 

the process of inversion for velocity information was primarily attempted as it is the main 

aim of this thesis work. Nonetheless, this section here briefly shows the potential of 

inverting for other properties. Some of these properties are potentially easier to invert for 

such as acoustic impedance while others are more challenging such as density. The easier 

task of inverting for acoustic impedance will be attempted first with the joint inversion for 

velocity and density in the subsequent section. 

 

3.1.3A Inversion for Acoustic Impedance 

The inversion for acoustic impedance will be attempted via two approaches. The first 

approach will follow exactly the same methodology performed in the previous section and 

will use the same network architecture and hyperparameters, but the training will be done 

from scratch. The second approach will attempt transfer learning in which the final model 

used for velocity inversion in the previous section will be used as a basis to fine tune the 

model for acoustic impedance inversion rather than velocity. Once done, the two 

approaches will be compared and evaluated based on the same criteria as before, the 

training and validation losses as well as blind testing datasets. 

The results show a significant advantage in terms of both prediction and training speed 

performance when utilizing a transfer learning approach from an already trained velocity 
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inversion model as an opposed to a model trained from scratch. The minimum validation 

loss achieved for the model trained from scratch is an RMSE value of 5136.34 at epoch 

159. In comparison, the transfer learning model achieved a minimum RMSE value of 

3814.96 after just 3 epochs. So, the transfer learning approach is 98.11% faster and 25.73% 

more accurate in terms of validation loss than the conventional approach. To drive this 

point further, Figure 24 shows a comparison of the objective functions for two models as 

well as examples of blind testing performed. The average RMSE for 1000 blind testing 

datasets is 6310.89 for the transfer learning model and 9298.51 for the conventional model 

closely matching the difference in accuracy between the two models for the validation loss. 
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Figure 24: (a) shows two representative examples of blind testing datasets with the transfer 

learning prediction (green) and conventional model prediction (orange). (b) The training 

and validation losses for the transfer learning and conventional models. Note that while the 

transfer learning model was allowed to run for 70 epochs, it achieved the minimum 

validation RMSE value at just 3 epochs of training. 
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3.1.3B Joint Inversion for Velocity and Density 

With the success of transfer learning in the previous section, one would imagine that the 

same technique would be used here. However, because two outputs are expected here rather 

than one, the network architecture is slightly different. Thus, a transfer learning technique 

might not be suitable for this joint inversion of velocity and density. Traditionally, one does 

not scale the output of a network or expect the scaling to have an impact on the results. 

However, it is probably better to scale the density and velocity since their difference in 

magnitude is quite significant. In other words, if left unscaled most of the loss will come 

from the velocity label with minimal updates from the density label. For these reasons, the 

labels will be scaled, and a model will be trained from scratch for the inversion of velocity 

and density jointly. 

Initially, the same network architecture and number of parameters as the velocity inversion 

model were used. However, the results were unsatisfactory, and this could potentially be 

due to one of two reasons. Firstly, it could be that the problem of inverting for both density 

and velocity is simply infeasible with the current input (the corridor stack) and additional 

inputs may be needed to successfully perform this inversion. The second option could be 

that this joint inversion is orders of magnitude more complex than an inversion for acoustic 

impedance or velocity alone. To eliminate the second option, a hyperparameter 

optimization via Optuna for this added complexity will be performed first. Based on this, 

a final model will be trained and blind tested to understand whether this joint inversion is 

feasible with the corridor stack as its sole input or if possibly additional inputs are needed. 

The results of HPO showed that better performance would be achieved by roughly doubling 

the number of parameters used in the model as can be seen in Figure 27. The most important 
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amongst the analysed hyperparameters is the number of dilations within TCN layers in 

which an increase from 128 to 156 dilations was found to be more optimal. Other 

hyperparameters were increased slightly from their original values but their combined total 

importance was found to be only 27% compared to the number of dilations with 73%. The 

number of filters was increased from 64 to 80 filters, number of neurons in dense layer 

from 1024 to 1536 neurons, and the kernel size was increased from 24 to 28. Other 

hyperparameters were kept the same as before. 

The final model produced from the above HPO shows a reasonable ability at predicting 

both velocities and densities as can be seen in Figure 28. It shows two representative 

examples of blind testing results for both velocities and densities predicted by the model. 

Due to memory constraints only 200 blind testing datasets were tested and their average 

RMSE is 2907.27 and 0.165 for velocity and density respectively. Thus, it seems at least 

for the synthetic datasets and models used in this thesis, the prediction of velocities and 

densities simultaneously is feasible with the refined model based on the HPO analysis in 

Figure 27. Interestingly and surprisingly, it seems that the density prediction performance 

in this model is better than that for velocity despite it being usually the opposite. It remains 

to be seen whether a similar performance could be achieved with real datasets. 
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Figure 25: HPO for refining the joint inversion model. The results 

show a slight increase in all parameters from their base values could 

potentially improve the results of the joint inversion. 
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Figure 26: (a) Two blind testing prediction results for velocities (green) and densities (red) 

with the actual velocities and densities (blue). (b) the training (green) and validation 

(orange) losses used for the joint inversion predictions. 
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3.1.4 Blind Testing on Finite Difference Dataset 

 

In this section, an attempt at a truly blind testing will be done. This will be accomplished 

by using a finite difference ZVSP dataset that was generated without any prior knowledge 

of the original model that was used to generate it. The dataset is obtained from Campbell 

(2023) and was processed via the same code. The dataset can be seen in Figure 27 and 

while the parameters of the modelling scheme are not known, one can glean some insight 

by examining the dataset. For example, three wavefields can be observed in this dataset, a 

downgoing P-wavefield, an upgoing P-wavefield, and a less apparent downgoing S-

wavefield. This indicates that the modelling scheme is elastic rather than acoustic. 

Furthermore, the presence of ~23 upgoing primary P-reflections indicate that the model is 

relatively detailed and that there exists at least what appears to be three primary reflections 

below the final receiver which makes this dataset optimal for testing a VSP inversion 

approach. 

So, an approach not too dissimilar from Figure 3 was carried out to process this dataset and 

obtain the final corridor stack as can be seen in Figure 28. The major processing steps 

include separating the downgoing (Figure 28A) and upgoing (Figure 28C) P-wavefields 

and then deterministically deconvolving them (Figure 28D). Finally, a corridor mute below 

the first breaks up to the final few receivers (the data below them is kept to capture deeper 

reflections) is performed to ensure that mostly only the primaries remain in the data (Figure 

28E). This muted deconvolved upgoing wavefield is then stacked to obtain the final 

corridor stack (Figure 28F). 
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The final step is to use this corridor stack to predict the velocity profile for the entire well. 

Prior to that, and as discussed in 2.2.3, the corridor stack needs to be normalized prior to 

inputting it into the trained model. Normally, well logs will be used to generate a synthetic 

corridor stack that will then be used to calculate a normalization factor for the corridor 

stack. Since this dataset is synthetic, no well logs exist and one cannot generate pseudo-

logs because the original model is unknown, an alternative is needed. An alternative can 

be done to find this normalization factor which is searching for the optimal factor. In other 

words, since the velocity in a portion of the well is known, one can use different 

normalization factors and then predicting the velocity for all of them. The corridor stack 

with the least error as compared to the measured section will be assumed to have the correct 

normalization factor. This method will be tested on the encoder-inversion model and the 

standalone inversion model without the denoising autoencoder as this dataset doesn’t have 

any noise. This final comparison will attempt to answer if indeed the encoder-inversion 

model is performing overall better than the standalone inversion model.  

As can be seen in Figure 29a, for all normalization factors, the encoder-inversion model 

outperformed the standalone inversion model. Nonetheless, best factors for each were 

estimated as -2.61 and -2.85 for the encoder-inversion and the standalone inversion models 

respectively. Note that the scaler is negative which indicates that this dataset’s polarity 

convention is opposite of the one the model was trained on. Furthermore, even with 

incorrect scaling of the data, the model was able to predict a somewhat reasonable (if 

incorrect velocity) which is probably due to the inversion being driven in part by the 

relative differences in reflectivity rather than the absolute values. Still, there is no question 

that finding the correct scaling factor is essential to a successful inversion especially for 
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datasets that weren’t part of the training or validation regime like this finite difference 

dataset. Looking at the inversion results in Figure 29b, it again confirms that even with the 

appropriate normalization, the encoder-inversion model outperforms the standalone model 

with the RMSE values being 1282.34 and 2237.00 respectively. While one cannot be sure 

which one of the models perform in the “undrilled” section as the actual velocity model is 

unavailable as is often the case with real datasets, it seems to be fair to assume that the 

model performing the best at predicting the section with measured velocities to be also 

performing better at the undrilled section. Finally, it seems that the standalone model low 

frequency trend is more or less flat at around ~ 10k ft/s while the encoder-inversion model 

seems to be capturing a more appropriate trend going from ~7.5k ft/s at the shallow section 

to ~15k ft/s in the deeper section. 
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Figure 27: Generated finite difference raw z-component of a ZVSP dataset. The data 

have dominant downgoing and upgoing P-wavefields and less apparent downgoing S-

wavefield which indicates that the model is elastic. The dataset is obtained from Campbell 

(2023) so the true model is not known besides the measured section via first break 

picking. 
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Figure 28: Shows the primary results processing steps of ZVSP on the 

dataset from Figure 27 starting with flattened separated downgoing P-

wavefield (A) and it is corresponding deterministic deconvolution (B). Then, 

the separated upgoing wavefield in two-way time is shown prior to 

deconvolution (C) and after deconvolution (D). The final step involves 

muting everything but a corridor below the first breaks (E) and then stacking 

them to get the corridor stack (F) (Campbell, 2023). 
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Figure 29: (a) A 1D grid search over normalization factors between -5.0 and 5.0 was run 

in order to determine the most appropriate scaler for the finite difference corridor stack. 

The RMSE was calculated over the section with the measured velocity (picked section) 

with the lowest values for the encoder-inversion (blue) and the standalone inversion (red) 

being -2.61 and -2.85 respectively. (b) The results of the predictions for the two models 

after scaling the results by the appropriate scaling factor for each at the top, and the 

difference between the actual and predicted velocity at the bottom. 
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3.1.5 Summary of Direct Inversion Results 

 

This sub-section will attempt to summarize all of the different results achieved in Section 

3.1 starting with the results achieved for all the different inversion models with a seismic 

trace as the direct input. This will include all models inverting for velocity, as well as 

inverting for acoustic impedance, and jointly inverting for velocity and density. Based on 

these results, preliminary conclusions will be made in order to prepare for the comparison 

with the results in the upcoming wavelet transforms section. 

The first test that was performed was done to determine the validity of denoising the 

seismic trace prior to inputting it into the velocity inversion model. This test included three 

results, the inversion of clean (baseline), denoised, and noisy seismic traces. The first two 

used the same model while the latter one used a model trained on noisy traces (to attempt 

to allow it to understand the noise). The results showed that clean and denoised model 

predictions performed better than the results based on the noisy model. Thus, confirming 

the validity of the approach of denoising prior to the inversion for velocity. 

The second test was completed in order to examine the effect of using encoders for feature 

extraction and encoding. The training and validation results showed that the model with no 

encoder performing better than that of the model with the encoder attached. On the other 

hand, the blind testing datasets used show that the encoder model performed significantly 

better than all other models that were considered. This could be due to the encoder feeding 

more relevant information to the trained model compared to the model with no encoder 

attached. These two tests guided the construction of the final consecutive model used for 
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the inversion of velocity directly from traces which will be pitted against the final model 

from the wavelet transform section to produce a final model for this thesis. 

Two side tests were performed to understand the feasibility of inverting the same synthetic 

corridor stacks for other properties. Firstly, the inversion for acoustic impedance was 

investigated and was found to be feasible both via training from scratch and transfer 

learning. The latter was found to be significantly faster and performed better in all blind 

tests that were performed. The other exercise was for the task of jointly inverting for the 

velocity and density simultaneously and for this task a higher-powered model was needed 

and this model performed reasonably well in both inverting for velocities and densities 

with density errors being surprisingly less than velocity errors (in relative terms). 

This chapter concluded by performing a final blind testing exercise using a finite difference 

dataset with an unknown model that was processed with a typical ZVSP workflow to get 

the corridor stack. Then, this dataset was normalized and the encoder-inversion and the 

standalone inversion models were used to predict the velocities. No denoising model was 

needed because the dataset was noise-free and due to the modularity of the consecutive 

network, excluding it from the test was a relatively easy endeavour. The results confirmed 

earlier blind testing results that the encoder-inversion model was the best performing model 

for inverting for velocities.  
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3.2 Inversion of The Seismic Trace via Wavelet Transforms 

 

The previous section showed that direct inversion of the seismic trace for velocity or other 

properties is not only feasible but also quite accurate. So, one would question the need for 

the added complexity of a wavelet transformation as a preprocessing step. The primary 

reason for this addition is that, as shown in section 2.2.2, there have been several cases 

where wavelet transformation improved the results of both traditional processing and deep 

learning applications for seismic data. These earlier applications are not related to the issue 

of seismic inversion. Nonetheless, as these applications and seismic inversion use seismic 

data as a starting point, it is possible that wavelet transformation will squeeze additional 

accuracy for the velocity inversion problem. 

This section will deal with two wavelet transforms (SWT and CWT) and the results of 

using them as a part of the consecutive neural network structure. Both will follow a similar 

workflow, starting with an attempt at encoding and compressing the input data size via 

autoencoders. Then the encoder part will be separated and used as a part of the inversion 

for velocity model. Finally, this section will conclude by a comparison between SWT and 

CWT results in terms of accuracy and computational performance. 
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3.2.1 Stationary Wavelet Transforms (SWT) 

3.2.1A Feature Extraction via Autoencoders 

As discussed earlier, the first step is to create and optimize an autoencoder to minimize the 

cost associated with the wavelet transformation. To establish this two Optuna studies, one 

focused on CNNs networks with 109 tests while the other focused on TCNs with 40 tests 

were performed to obtain the autoencoder with the lowest loss and with a reasonable 

compression. The reason for conducting the two studies is that the CNNs significantly 

outperformed the TCNs in initial tests thus dominating the hyperparameter space search 

(as can be seen in Figures 30 and 31). Several best models for both the CNN and TCN 

autoencoders are desired in order to later pair them with the inversion models and to see 

how they would perform combined. 

The results of the first study for CNNs seem to indicate that a relatively shallow network 

(1-2 network depth), with a max pooling value of 2-4 is appropriate. Other hyperparameters 

such as the kernel size, number of filters, and number of neurons in the dense layer have a 

minor effect on the results accuracy. For the final CNN-SWT autoencoder models, three 

models were created with varying network depths of 1, 2, and 3 layers (symmetrical), max 

pooling value of 4, kernel size of 24, number of filters of 64, and a number of neurons in 

dense layers of 1536. The compression for the shallowest model has a factor of 4 only 

while the other two models have a significantly higher compression factors of 16 and 64 

compared to the original data. The results for these models are shown in Figure 32 with the 

first model being able to reconstruct the data almost perfectly while the second and third 
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deeper models are able to reasonably reconstruct the data but not to the same quality as the 

first model. Compression artifacts are localized, barely noticeable, and the most significant 

one is less than 5% of the maximum amplitude. 

For the TCN based autoencoders, the picture is completely different as can be seen in 

Figure 31. The network performance is heavily dependent on the network depth and 

anything but the shallowest of networks (i.e. networks with depth of 1), severely 

underperforms in terms of RMSE. To compare, a TCN network with a depth of 1 layer was 

created. It has 24 dilations, 24 filters, kernel size of 16, 256 neurons in the dense layer, and 

a max pooling value of 4. The max pooling value is chosen because the main objective 

behind autoencoding the data is to compress it to attempt to create a better performant 

model in terms of accuracy and speed via wavelet transforms and encoder feature 

extraction. The results of this model clearly indicate (as shown in Figure 33) that the TCN 

network are significantly worse than CNN based networks for autoencoding. Thus, for the 

next part only CNN autoencoders will be considered. 
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Figure 30: The results of HPO for CNN-based autoencoders. (a) The 

denser the rays in the parallel coordinate plot indicate which values are 

more optimal. (b) Slice plots of each hyperparameter against the RMSE. 

(c) The most important hyperparameters, with the most impact on 

RMSE, are shown here. 



85 

 

Figure 31: Similar to Figure 30 but for TCN based autoencoders. In all 

three plots the dominance of network depth over all other 

hyperparameters for autoencoding is clear. Note that the ranges are 

smaller for TCNs because the added dilations parameters increase the 

overall number of parameters significantly compared to CNN networks. 
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Figure 32: (a) Synthetic Trace Example with its SWT decomposition (black) as well as 

the reconstructed SWT results for three autoencoder models with network depths of 1, 2, 

and 3 layers (green, blue, and red respectively). (b) The difference between the actual and 

the three models, note that the compression artifacts are minimal in all three models 

(obviously deeper models contain a slightly larger error). (c) The training and validation 

RMSE losses for the three models. 
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Figure 33: Even a shallow TCN autoencoder is unable to properly learn the synthetic 

seismic trace as can be seen from the prediction results (a), their differences (b), and 

the training and validation losses in (c). 
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3.2.1B Encoder-Inversion SWT Model 

To be able to determine which encoder to use with the inversion model, an Optuna study 

was performed with 28 tests in which all three CNN encoders from earlier were tested in 

combination with variations in the inversion model. The test results shown in Figure 34 

indicate that there is an inability for the combined encoder-inversion model (with the 

inversion model being based on TCN architecture) to perform to similarly to results from 

the direct inversion results in the previous chapter. The best models achieved a value of 

around 4000 RMSE which is more than double the direct inversion results as can be seen 

in Figure 34. 

 

3.2.1C Standalone Inversion SWT Model 

To determine whether the issue with the inversion model is due to the SWT or the encoder 

portion, a standalone model without the encoder (compression) portion is trained and 

validated and then compared with the combined encoder-inversion model (see Figure 35). 

The standalone model is much more expensive to run with overall lower number of 

parameters due to both computational time and memory requirements. Nonetheless, this 

comparison shows that clearly, the SWT portion of the model is causing issues with the 

training of the model by only allowing it to learn a smooth trend of the model. It seems that 

the encoder portion however, is working properly as the combined encoder-SWT model is 

giving similar RMSE values to the standalone SWT inversion model. 
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Figure 34: The results of the encoder-inversion model (with the encoder being based on 

CNN architecture while the inversion portion was based on TCN architecture. (a) and (b) 

clearly show that no matter the compression factor for the encoder or the rest of the 

hyperparameters for the inversion, the results are significantly worse than what can be 

achieved via direct inversion. (c) Shows that there is not a single hyperparameter 

dominating the performance of the model (i.e., no matter the hyperparameter selection, the 

performance remains weak). 
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Figure 35: (a) Two blind testing prediction results show that both the standalone SWT 

inversion model (orange) and the combined Encoder-SWT model (green) are only able to 

learn a very low frequency representation of the data. (b) The training and validation losses 

showing a similar story for both models were eventually the loss flattens and the models 

are stuck at a minimum. It is noteworthy however that the encoder didn’t cause any loss of 

performance in terms of RMSE loss but was 3 times faster in terms of training. 
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3.2.2 Continuous Wavelet Transforms (CWT) 

3.2.2A Feature Extraction via Autoencoders 

As evident in the previous section, the attempt to use SWT as an additional optimization 

for the velocity inversion model was unsuccessful for anything but a very low frequency 

trend of the velocity prediction regardless of whether encoders were used for compression. 

For completeness, the same procedure will be attempted with CWT which is more 

computationally expensive as it contains two components: magnitude and phase (as shown 

in Figure 12). Each component typically contains about 10-12 times more samples 

compared to SWT and more than 100 times the samples of a single trace. Thus, encoders 

for CWT are a necessity for a reasonable computational performance rather than being 

optional as with SWT. Since there was virtually no difference between the results obtained 

via an encoder-inversion model or a standalone inversion model for SWT, then using the 

encoder for CWT should not cause any degradation in performance. 

Thus, the first step is to find the optimal autoencoder hyperparameters via Optuna and then 

train a final autoencoder for use with the inversion model. The results of the Optuna study 

with 65 tests can be seen in Figure 36. Note that the ranges are smaller than previously 

explored due to the added memory requirements for this larger data size. Next, three final 

autoencoder model were created and trained as can be seen in Figures 37, 38, and 39 for 

network depths of 1, ,2 and 3 layers respectively. The hyperparameters of the models were 

chosen based on the Optuna study as follows; 256 neurons in dense layer, 12 filters, and a 

kernel size of 8 except for the max pooling value which was set at 4. This is to attempt to 

gain the maximum possible compression even at the cost of some fidelity. All three model 

are able to reconstruct both of the CWT components reasonably well with the shallowest 
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performing the best and the deepest the worst as expected. The RMSE values for the blind 

testing data were 0.007, 0.036, and 0.166 for depths of 1, 2 and 3 layers respectively. To 

strike a balance for the inversion model between computational performance and 

reconstruction fidelity, only the two layers model will be used as an encoder to speed up 

the performance at a minimal cost to data quality. 
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Figure 36: The Optuna study used to create the CNN autoencoder for the CWT 

inversion model. (a) and (b) show that generally a moderately powered network is 

optimal for an autoencoder with the most important hyperparameters being the max 

pooling value, network depth, and kernel size as seen in (c). Note that, despite higher 

values for network depth and max pooling being less optimal, they are generally more 

preferable as they have a higher compression factor. 
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Figure 37: On the left, the actual CWT transformation (magnitude and phase) at the top 

versus predicted (reconstructed) CWT via the one-layer autoencoder model at the middle 

and the difference between them at the bottom. On the right, the training (green) and 

validation (orange) losses for the model used for the prediction. Note how the differences 

in both magnitude and phase are very minimal and the RMSE loss is minimal. 
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Figure 38: On the left, the actual CWT transformation (magnitude and phase) at the top 

versus predicted (reconstructed) CWT via the two-layer autoencoder model at the middle 

and the difference between them at the bottom. On the right, the training (green) and 

validation (orange) losses for the model used for the prediction. Note how the difference 

in and phase is also minimal. Still, the RMSE loss is more than five times higher than the 

one-layer model. 
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Figure 39: On the left, the actual CWT transformation (magnitude and phase) at the top 

versus predicted (reconstructed) CWT via the three-layer autoencoder model at the middle 

and the difference between them at the bottom. On the right, the training (green) and 

validation (orange) losses for the model used for the prediction. Visually the difference is 

minimal, but it is more than 4 times the two-layer model and 24 times the one-layer model. 

Thus, it might cause some minor discrepancies in reconstruction. 
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3.2.2B Encoder-Inversion CWT Model 

Unlike the previous SWT encoder-inversion model shown in the previous section, this 

section will directly create and train the model without starting with an Optuna study. This 

is because the structure of both SWT and CWT data is similar with the latter having an 

additional component and frequencies within it. Thus, the Optuna study performed for 

SWT should be enough to get a suitable model to evaluate whether the CWT encoder-

inversion model will be able to match the direct inversion models or fail to perform like 

the SWT encoder-inversion model. Subsequently, a model with the same architecture as in 

the SWT model was trained and the results seem to suggest that both the SWT and CWT 

fail to match the performance of the direct inversion method as can be seen in Figure 40. 
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Figure 40: (a) two blind testing results show that the CWT encoder-inversion model fails 

at capturing anything but the very low frequency of the model. (b) The training and 

validation losses show that it also unable to match the performance of the direct inversion 

models with RMSE values more than double those of the direct models. 
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4 CHAPTER 4 

DISCUSSION 

The previous chapter showed the results of all experiments performed in detail. This 

chapter will attempt to first summarize key results, and then analyze them to find the best 

approach as well as the advantages and disadvantages of each addition to the overall goal 

of inverting corridor stacks for velocity information. 

So, the chapter will first start by comparing results of inversion using the direct trace, SWT, 

and CWT as input. Next, a discussion of when it is appropriate to use the denoising in deep 

learning models. After that, a discussion on the use of autoencoders for feature extraction 

and data compression will be done. This chapter will then move to a discussion of the 

benefits of a consecutive network (split-training) over a traditional network (end-to-end 

trained). This discussion will pave the way for combining the denoising, feature extraction, 

and inversion models for one single final model. The chapter will conclude with a 

discussion regarding the validity of using finite difference data as a blind testing substitute 

to real datasets. 
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4.1 Direct Inversion versus Wavelet Transformation Inversion  

 

In section 2.2.2, an explanation of wavelet transforms and how they might play a role in 

improving the inversion process because previous research showed improvements in 

results when combining wavelet transforms with deep learning models. Thus, the options 

of inverting for velocity from a trace that underwent SWT and CWT data were explored in 

section 3.2. The results from both sections showed that the added transformations actually 

performed substantially worse than the direct inversion attempted in section 3.1. The 

wavelet transform based models were only able to predict a very low frequency trend of 

the velocity profile while the direct approach was able to predict the entire velocity profile 

with all its details to a reasonable degree. Additionally, the increased data size for SWT 

(11 times) and CWT (250 times) significantly slowed the computational performance of 

both the training and the predictions compared to the direct approach. Thus, it seems that 

in this application at least, it is preferable to directly invert for velocity rather than attempt 

a wavelet transformation first. Table 2 below shows a summary of the relevant results to 

make the comparison clearer. 

Table 2: Contains the minimum training and validation losses for all three input types. 

Transformation Type 
Minimum Training 

Loss 

Minimum Validation 

Loss 

No Transformation 1492.94 1433.95 

Stationary Wavelet Transform (SWT) 3913.56 3883.90 

Curvelet Wavelet Transform (CWT) 4036.22 4001.87 
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The reason behind why the wavelet transformations failed to improve the results is not 

immediately obvious. The link between the actual trace and the velocity profile could be 

more obvious to the deep learning algorithm as opposed to a frequency decomposed 

representation of it as is the case for SWT and CWT.  While separating the frequency 

content might be useful in other applications such as filtering or denoising even within 

deep learning context, it doesn’t seem to be useful in the case of inverting for velocity. 

Therefore, for the final network only the direct inversion approach is considered and 

recommended, as it is the best in terms of results and computational performance. 

 

4.2 Denoising: When is it Appropriate?  

 

With the inversion model established, it is important to also discuss the additional pre-

processing step that were considered prior to inputting the seismic trace. Namely, the step 

of trace denoising was considered in sections 3.1.2A. For the denoising problem 

considered, it seems clear that denoising improves the inversion model results across all 

aspects from training, validation, and blind testing as compared to leaving the issue of 

denoising to the primary inversion network regardless of if the exact network shape and 

parameters were used as was done in section 3.1.2C or if only the inversion model was 

used with the input for the training being the noisy trace as was tested in section 3.1.2A. A 

summary of all denoising tests can be found in Table 3 below, which shows that, as 

expected, the inversion of a clean trace performs the best in training and validation losses 

as well as in blind testing. This is closely followed by the consecutive model approach in 

which two sub-models, denoising and inversion, are trained individually (split-training) 
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and then combined for predictions. This is testament to the quality of the denoising done 

by the dedicated sub-model.  

Table 3: All relevant testing done for the purpose of determining the best approach for 

denoising the data. 

Model Name 
Training 

Input 

Prediction 

Input 

Training 

Loss 

Validation 

Loss 

Blind 

Testing 

Clean Inversion 

Model 
Clean Trace 

Clean 

Trace 
1310.40 1353.68 2875.79 

Noisy Inversion 

Model 
Noisy Trace 

Noisy 

Trace 
2399.84 2364.69 3404.15 

Consecutive 

Inversion Model* 

Noisy + 

Clean Trace 

Noisy 

Trace 
- - 2950.23 

* Contains two sub-models a denoising model that takes a noisy trace, denoise it, and then 

feeds it into the clean inversion model. Thus, it has no separate training and validation 

losses. 

 

4.3 Encoders as a Computational Performance Boost 

 

Having reliable and robust inversion results is the most important aspect of this thesis work 

and its primary aim. At some point, however, one needs to consider the computational 

performance of said model. For this work, because the data used here is synthetic and 

relatively small (a seismic trace and its underlying velocity profile), an unoptimized 

approach can work in a reasonable timeframe. For example, an inversion model with no 

encoder attached takes one epoch, containing 1,000 datasets, 131 seconds to train and 42 

seconds to predict which is acceptable for small scale training and prediction exercises. 
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However, to scale up the inversion model for larger scale applicability a faster turnaround 

is required both for training and prediction as the amount of data is significantly larger. 

Thus, it was demonstrated in 3.1.2D, that an autoencoder is not only useful for denoising 

as mentioned earlier, but it can also be useful as a tool for feature extraction, data 

compression, and performance enhancements. An inversion model with an encoder was 

used to train one epoch as well in 59 seconds (2.2 times faster) and predict in 4 seconds 

(more than 10 times faster). Such an increase in computational performance is highly 

desirable especially if it doesn’t come at a significant accuracy cost. When training the 

encoder-inversion model, it was expected that it would perform worse than the standalone 

inversion model. As can be seen in Table 4, for training and validation losses, this 

expectation came true. However, for blind testing, despite using 4000 datasets and 

repeating the test multiple times, the encoder-inversion model always outperformed the 

standalone inversion model. Despite the ~ 200 RMSE difference in training and validation 

in favor of the standalone model, the encoder-inversion model was able to outperform the 

former. A rationale for these results is that the encoder-inversion model feature extraction 

capabilities are able extract important features only from the seismic trace which allowed 

it to feed more relevant information to the inversion portion of the model. Obviously, one 

cannot rule out the stochastic nature of deep learning, but these results seem to be promising 

both for enhancing the accuracy of the predications as well as the computational 

performance of the model. Thus, it will also be included in the final inversion model 

alongside the denoising sub model. 
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Table 4: A comparison between the standalone inversion and the encoder-inversion 

models. 

Model 
Compression 

Factor 

Minimum 

Training Loss 

Minimum 

Validation Loss 

Blind 

Testing 

Standalone 

Inversion Model 
N/A 1492.94 1433.95 2781.62 

Encoder-

Inversion Model 
16 1682.70 1659.27 2146.56 

 

4.4 The Argument for Consecutive Networks  

 

With all pieces in place for the final inversion model to take shape, it is important to 

emphasize why this consecutive network approach (split-training) was taken to begin with 

and how it may serve as a schematic for future seismic inversion work. The original 

schematic shown in section 2.4 (Figure 13) was composed of four components; a denoising 

sub-model, wavelet transformation pre-processing, feature extraction sub-model, and an 

inversion sub-model. The revised schematic shown in Figure 41 keeps the structure mostly 

the same with the exception of the wavelet transformation pre-processing step, which was 

removed due to the poor performance compared to the direct approach. 

This approach of split-training was chosen for several reasons such as modularity and 

explain-ability. The first aspect is the modularity of this approach, current understanding 

leans towards autoencoders being excellent for denoising and feature extraction 

applications as shown earlier. However, if a better architecture becomes available in the 

future, the fact that the components are separate allows for replacing the denoising sub-
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model and retaining the rest of the architecture without any additional changes to the rest 

of the network. Additionally, because the models are separate, one is able to use them for 

other applications if needed easily. The third and final point is regarding the explain-ability 

of this approach compared to an end-to-end trained approach. Deep learning models are 

often criticized as being quite opaque or a black-box and this is mainly because of the 

difficulty of relating to how a model made the jump from the initial input to the prediction. 

When it fails, it is often harder to debug, especially for larger models that attempt to do a 

significant leap from input to prediction. The modular approach allows for optimizing each 

step of the process, with its own optimal hyperparameters. It also allows for the effect of 

the model to be clearly observed and corrected if it is performing sub-optimally. For 

example, one can observe how accurately the denoising model is able to denoise the trace, 

or how the inversion model is able to perform with a clean trace versus a denoised trace as 

an input. The benefits are clear with the primary drawback being the additional time needed 

to train the separate models rather than one training regime for a combined model. This 

however can also be argued against because in the long-term having modular models 

allows for a wider application and more reusability. 
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Figure 41: The final revised schematic for the proposed consecutive (split-trained) neural 

network. It is composed of three main component a denoising, feature extraction & 

encoding (compression), and velocity inversion sub-models. The input is a noisy seismic 

trace, and the output is the velocity profile at the same location. 
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4.5 Finite Difference Data and How it Relates to Real Data 

 

The ultimate test to any new approach or methodology is to test it on what it is eventually 

going to be used for. In the case of this consecutive network and the proposed inversion 

approach, the final test would have been ideally performed on a real dataset. Unfortunately, 

open-access to real VSP datasets is often very difficult to get considering that they’re 

usually classified as well logs which are highly confidential. In the future and if the 

necessary permissions obtained, this model will be tested on real datasets and the results 

of that will be published to give a definitive answer on whether it is going to be useful for 

real-world applications. 

Nonetheless, a robust approximation for simulating real seismic data exists which is finite 

difference modelling. It’s often used as precursor to any field acquisition in order to 

understand and optimize the survey design. It allows for simulating the wave propagation, 

setting up the survey geometry, and then processing the resulting synthetic datasets in a 

way that closely mimics real datasets. This approximation was used in section 3.1.5 in 

order to perform a final blind testing for the consecutive network, one in which the 

synthetic data generation engine which was used through the entire process prior was not 

used here. This allowed for a more accurate testing of the network capabilities and the 

results showed that the network was able to predict the velocities reasonably well. Thus, 

proving that its performance is not limited to datasets generated by the training engine and 

that its performance encompasses datasets from more advanced generation algorithms.   
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5 CHAPTER 5 

CONCLUSIONS 

This final chapter will first attempt to summarize the most important aspects of this thesis 

as well as provide final remarks and conclusions. Then, it will end with few potential 

avenues for future work that might further improve or expand the work completed here. 

 

5.1 Summary and Remarks 

 

To summarize, one needs to go back to the primary aim of this work which was to invert 

for a velocity profile from a VSP corridor stack (seismic trace). To reach that aim, an 

efficient and realistic data generation engine was created, pre-processing workflow that 

includes denoising, scaling, and wavelet transformation was explored, and finally several 

potential deep learning architectures were tested. 

The most promising approach was that of a consecutive network (split-trained) which 

consisted of three sub-models performing the following tasks; denoising (1-layer encoder 

CNN), feature extraction and compression (2-layers encoder CNN), and finally velocity 

inversion (3-layers TCN). This approach performed better than all other alternatives 

explored such as using a simpler model for the entire process, wavelet transformation 

(SWT or CWT) as an intermediate pre-processing step, as well as all other different 

combinations and hyperparameter optimizations that were tested throughout this thesis. 
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Other side tests were performed to further understand the capabilities of this model such as 

inverting for acoustic impedance and training the model via transfer learning or making an 

initial attempt at a joint inversion of velocity and density. 

 

5.2 Future Work 

 

While the results of this thesis primary aim were excellent, there are several avenues for 

both expanding and improving this work. Firstly, and most importantly, the first area that 

needs to be looked at, is attempting to replicate the success of this work on real field data. 

This could encompass either some modifications to the proposed schematic or data 

generation and augmentation used in training and validating the models. Secondly, the 

issue of joint inversion of several properties, such as density and velocity, was briefly 

attempted here, the results showed some promising results but there is still a significant 

room for improvement. For example, one might need to look at weighing the different 

properties differently or changing the objective function in order to allow for better 

prediction of both properties. Finally, while the results of the wavelet transformation were 

disappointing for inversion, one could attempt additional pre-processing steps to see if it 

would improve the results. For example, one could perform the transformation on the target 

(velocity) in addition to the input (seismic trace) which might allow the model to be able 

to connect each frequency with its corresponding trend of velocity. With these potential 

aspects to tackle and the previous conclusions, this work is concluded. 
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Appendix 

A1. Computational Environment 

 

This section of the appendix will briefly cover the computational environment that was 

used to write and run the code. It will be split into hardware and software sections. 

 

• Hardware Environment 

All the codes, plots, and results were created on an Asus Zephyrus G14 GA401QM (2021) 

laptop with the below specifications.  

Item Specification 

Processor AMD Ryzen™ 9 5900HS Mobile Processor 

Graphics NVIDIA® GeForce RTX™ 3060 Laptop GPU 

GPU Memory 6GB GDDR6 

RAM Memory 32GB DDR4 

Storage Capacity 4TB 

 

• Software Environment 

The operating system used was Windows 11 (kept up-to-date) with the main integrated 

development environment (IDE) in use throughout being Pycharm 2021-2022. The entirety 

of the code was written for Python 3.9 and was accelerated using CUDA V11.7.64. The 
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following libraries with their respective versions necessary for the environment setup are 

shown below. 

Library Purpose 

Computational Graphical Deep Learning Other 

Library Version Library Version Library Version Library Version 

bruges 0.5.4 matplotlib 3.7.0 keras 2.10.0 ipython 8.10.0 

numpy 1.24.2 optuna-dashboard 0.9.0 keras-tcn 3.5.0 nptyping 2.4.1 

pandas 1.5.3 seaborn 0.12.2 optuna 3.1.0 

  

PyWavelets (pywt) 1.4.1 

  

scikit-learn 1.2.1 

scipy 1.10.0 tensorflow 2.10.0 

 

A2. Code High-Level Walkthrough 

 

In this section, a high-level summary of the different files and scripts composing the code 

that was written for this thesis will be attempted. The code is divided into five primary 

categories with the first four being primarily composed of classes, methods, and functions 

to support the last category. The first four categories are codes written for data generation, 

pre-processing, plotting, and deep learning while the last category deals with calling and 

using the previous four in order to create, run, update, save, and plot the deep learning 

models and their results. 

The entire code is available at the private GitHub repository (will be made public at a later 

date): https://github.com/Hussain747715/pythonLookaheadDeepLearningVSP  
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• Data Generation 

All the synthetic data generation and augmentation for this thesis is done inside the 

dataGeneration.py file. The most important portion of this file is the DataGenerationClass 

class which is responsible for creating random lithological sequences, adding layers based 

on appropriate lithologies for each sequence. These layers are then filled with appropriate 

velocity and density values based on empirical relationships for each lithology. Next, the 

acoustic impedance and subsequently the reflectivity series are calculated. Finally, a 

wavelet is convolved with the reflectivity series in addition to some noise to produce the 

synthetic corridor stack (seismic trace). Below is the header of that class with the 

initialization parameters that can be modified. 

 

Other functions that are contained in this file are wavelet_convolution, data_noise, 

data_gaps, data_average, save_data, and scale_range. These functions are mainly designed 
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to support the DataGenerationClass. For example, the wavelet_convolution function takes 

a reflectivity series and convolve it with a given wavelet. The data_noise, data_gaps, and 

data_average functions also perform supporting calculations for the primary class. The 

data_noise simply adds gaussian noise to any given time series. The data_gaps and 

data_average functions complement each other in which the first simulates a missing 

section of the data by creating a gap in the time series (corridor stack). On the other hand, 

the second function averages the velocity and densities in this gap interval as the only 

known velocity in this missing interval is the average velocity. The save_data function 

simply saves the synthetic model properties as well as all generated seismic data in either 

a .txt or .npy formats if one desires to load them from storage later. The final function 

scale_range performs Min-Max scaling on any given input. See below code snippets of all 

six supporting functions. 
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• Data Pre-Processing 

Similar to the way the data generation functionality was handled, one file is primarily 

responsible for the data pre-processing prior to input to deep learning models which is 

dataPreProcessing.py file. This file is composed of two classes, DataPreProcessingClass 

and CustomDataGen. The DataPreProcessingClass is responsible for pre-processing the 
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data if it was saved to storage in the data generation step. This file is less developed 

compared to the CustomDataGen class as for the thesis work, the data was generated on 

the fly rather than saved to storage. As implied earlier, CustomDataGen class is responsible 

for using the DataGenerationClass to create datasets and feeding them directly to the deep 

learning models without saving them to disk first. Snippets of the two classes are shown 

below. 

 

 

These two classes are supported by 12 other functions available in this file. They can be 

classified into three categories; data organization (2 functions), data manipulation (6 

functions), and custom loss functions (4 functions). The two data organizations functions 
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are create_refl_dataframe and directory_create. The first is responsible for organizing input 

and output data into a Pandas dataframe structure while the second simply creates a 

directory if that directory does not exist. Code snippets are available below. 

 

 

The data manipulation section primarily deals with data normalization and the use of 

various wavelet transformations. The normalize_data function applies Min-Max scaling on 

the input data. The mra_data and cwt_data functions apply discrete / stationary and 

continuous wavelet transformations respectively. The decompose_complex_cwt, 

magn_complex_cwt, and phase_complex_cwt functions further manipulate CWT data via 

decomposing the complex CWT into magnitude and phase components. See code snippets 

for all 6 functions below. 

 



117 

 

 

 

 

 

 

The final category with the custom loss functions was explored in order to improve the 

performance of the model. Four custom loss functions were tested, RMSE 
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(root_mean_squared_error), Log(RMSE) (log_root_mean_squared_error), correlation 

(correlation_loss), and a combination of RMSE and correlation (mse_correlation_loss). 

These functions were not fully developed except for root_mean_squared_error which was 

used as the primary metric for this thesis work. 

 

• Data Plotting 

The next file dataPlotting.py has many of the underlying basic plotting functions designed 

for this thesis. Some of the plots were generated using secondary files such as 

HPO_Plotting.py and ThesisPlotting.py. These two secondary files are unstructured, 

provided with minimal commenting, and are hardcoded to load models and their objective 

functions. The dataPlotting.py contains 14 functions below is a brief description of which 

plot is generated by which function and code snippets of the functions. 

 

Function Name Purpose 

font_sizes_defaults Loads default font sizes for plots (used in other plots). 

max_axis_value Determines appropriate max axis value. 

plot_model Plots lithology, velocity, density, and acoustic impledance in depth. 

plot_xplot 
Plots a crossplot of velocity versus density colored by lithology or 

acoustic impedance. 

plot_refl 
Plots a reflectivtiy series, convolved data, noisy data, and data with 

gap. 

plot_refl_compare 
Plots a comparison between data convolved with the three wavelet 

options. 

plot_cwt_real_imag Plots the real and imaginary components of a CWT dataset. 

plot_cwt_magn Plots the magnitude of a CWT dataset. 

plot_cwt_magn_phase Plots the magnitude and phase of a CWT dataset. 

plot_mra Plots a DWT/SWT dataset. 

plot_ae_predict_raw Plots the actual and reconstructed trace. 

plot_ae_mra_predict Plots the actual and reconstructed DWT/SWT dataset. 

plot_cwt_magn_predict Plots the actual and reconstructed CWT dataset. 

PlotLearning Plots the objective function and learning rate at epoch end. 
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• Base Deep Learning Model 

The baseML.py is composed of 3 classes and 4 functions. The classes are BaseMLClass, 

Dwell_CB, and CLR_CB. The first one is the one responsible for constructing, training, 

and predicting deep learning models while the latter two are custom callbacks related to 

implementing a dynamic learning rate while training. The four available functions are 

create_model, run_model, init_results_file, and append_results_to_file. The first two 

functions use the BaseMLClass to create and train deep learning models while the latter 

two are used within BaseMLClass to create .csv files to store training history data. Below 

are code snippets of the 3 classes and 4 functions. 
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• Creating, Running, and Updating Models 

The final group of code files is responsible for using all aforementioned codes in order to 

create the specific deep learning models shown in this thesis. Below is a table with the file 

name and the models that were created from said file. 

File Input Type Purpose 

run_DenoisingML Seismic Trace Denoising seismic traces. 

run_DIR_Autoencoder Seismic Trace 

Feature extraction and data encoding. run_SWT_Autoencoder SWT Data 

run_CWT_Autoencoder CWT Data 

run_InversionML Seismic Trace 

Inverting for velocity. run_InversionML_SWT SWT Data 

run_InversionML_CWT CWT Data 

run_InversionML_DIR_Encoder Seismic Trace Inverting for velocity with encoded seismic trace. 

run_Inversion_Acoustic_ML Seismic Trace Inverting for acoustic impedance. 

run_combined_models Seismic Trace Inverting for velocity using end-to-end model. 

run_Joint_InversionML Seismic Trace Jointly inverting for velocity and density. 
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