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Natural language documents are the primary source of requirements in a software

project. Requirements classification is an essential step toward automatically analyz-

ing natural language-based requirement artifacts. Requirements are typically classified

into two main categories, namely, Functional Requirements (FRs) and Nonfunctional

Requirements (NFRs). Nonfunctional requirements are further classified into a range

of quality requirements, such as ’security’, ’availability’, and ’usability’. Software suc-

cess depends on adherence to both functional and nonfunctional requirements. Hence,

requirement engineers need to identify and categorize both functional and nonfunc-

tional requirements from a range of natural language-based artifacts. Existing require-

ments classification approaches mainly use lexical and syntactical features to classify

requirements using both traditional machine learning and deep learning approaches
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with promising results. However, the existing techniques depend on word and sentence

structures and employ preprocessing and feature engineering techniques to classify re-

quirements from textual natural language documents. Moreover, existing studies deal

with requirements classification as binary or multiclass classification problems and

not as multilabel classification, although a given requirement can belong to multiple

classes at the same time. Additionally, data scarcity and data imbalanced are two main

challenges in software requirements classification using deep learning techniques. As a

result, the classifier’s performance is affected and biased against classes with few sam-

ples. The issue of data scarcity is further exacerbated for low-resource languages such

as Arabic. In previous studies, existing approaches investigated software requirement

classification for requirements written mostly in English language and other languages

using the Roman script. In this dissertation, we classify requirements into functional

and nonfunctional and investigate the multilabel classification problem. An end-to-

end deep learning pipeline is presented to perform requirements classification with

minimal preprocessing and no feature engineering. In addition, we investigate data

augmentation techniques for dealing with the issues of limited and imbalanced train-

ing data. We present Adaptive data augmentation techniques using class and sample

length to dynamically assign percent of change and number of augmentation for one

and multilabel classification. We present dictionary-based and transformer-based data

augmentation techniques to address issues of textual data augmentation in the soft-

ware requirements domain. Finally, the classification of the requirements written in

Arabic as a low-resource language has been investigated. Several experiments have

been conducted to highlight the effects of different language-specific NLP techniques

xx



on the performance of Arabic requirements classification. Machine Translation (MT)

impact has been examined on datasets written originally either in Arabic or English

languages to provide an alternative approach for low-resource language like Arabic by

translating the Arabic requirements into English and then using the system trained

on English dataset to perform requirements classification. Experiments conducted

on publicly available datasets show the effectiveness of the presented techniques. We

achieve state-of-the-art results on most tasks using word sequences as tokens. Re-

quirements can be effectively classified into functional and nonfunctional categories

using the proposed recurrent neural network-based deep learning system, which in-

volves minimal text prepossessing and no feature engineering. Further improvements

in classification results are reported using our adaptive data augmentation techniques

and dictionary-based transformer-based data augmentation technique. Several exper-

iments show the possibility of using machine translation of Arabic requirements as a

viable alternative to employ language-specific NLP processing and to deal with data

scarcity issues.
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CHAPTER 1

INTRODUCTION

Natural language documents are the primary source of requirements in a software

project. The mistakes in the requirement stage will raise the likelihood of costly prob-

lems in subsequent phases [3]. Classifying requirements automatically into categories

assists requirement engineers in reducing the time and risk of failure [4], [5]. Three

main domains, Requirement Engineering (RE), onventional Machine Learning (ML)

or Deep Learning (DL), and Natural Language Processing (NLP), interact to achieve

the objective of automating requirement classification, as shown in Figure 1.1.

Figure 1.1: Three interacting fields in software requirement classification

1



Requirements are typically classified into two main categories, namely, Functional

Requirements (FRs) and Nonfunctional Requirements (NFRs). Nonfunctional require-

ments are further classified into a range of quality requirements, such as ’security’,

’availability’, and ’usability’. Software success depends on adherence to both func-

tional and nonfunctional requirements. Although the controversial distinction be-

tween functional and nonfunctional requirements [6], [7], automatically categorizing

software requirements can play an essential role in addressing the issues of require-

ment misinterpretation or misunderstanding. Hence, requirement engineers need to

identify and categorize both functional and nonfunctional requirements from a range

of natural language-based artifacts.

Over the years, several automated requirements classification approaches have been

developed based on lexical and syntactical features using both traditional and deep

learning techniques [8]. For example, Cleland-Huang et al. [5] proposed a technique for

classifying nonfunctional requirements using information retrieval to identify indicator

terms that guide the requirements classification process. Hussain et al. [9] developed

an approach that uses linguistic features such as Part Of Speech (POS) tagging to

classify functional and nonfunctional requirements with higher accuracy. Similarly,

Kurtanovic and Maalej [10] applied Support Vector Machines (SVMs) which achieved

precision and recall of up to 92%, employing a large number of features at the word

level using metadata, lexical, and syntactical features to classify requirements.

Using conventional ML techniques, several requirements classification approaches

based on lexical and syntactical features have been developed [8]. However, con-

ventional ML algorithms have several shortcomings that motivate researchers to find
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alternative solutions. For example, conventional ML techniques require extensive fea-

ture engineering and substantial domain knowledge to convert raw data into suitable

internal representations [11]. With the massiveness of data, DL techniques outperform

conventional ML techniques in different domains and fully utilize affordable hardware

such as Graphical Processing Units (GPUs) [12]. Other limitations of using con-

ventional ML techniques such as sparse representation, context loss, and arbitrary

encoding [13].

Recently, deep learning approaches for classifying software requirements have

gained increasing attention. Classifying natural language sentences has been studied

by many researchers using DL approaches [14]. For example, Navarro-Almanza [15]

used the Convolutional Neural Network (CNN) and word2vec, a word representation

technique to classify 12 categories of functional and nonfunctional requirements. A

comparison between the performance of the convolutional neural network and two

Recurrent Neural Network (RNN) variants, the Gated Recurrent Unit (GRU) and

Long Short-Term Memory (LSTM), in NFR classification was reported in [13]. The

study used preprocessing steps such as lemmatization and stopword removal to im-

prove the classifier’s performance. The transformer models based on an attention

mechanism achieved state-of-the-art results on different problems and improved the

model’s generalization to diverse domains [16].

In addition to using deep learning models, state-of-the-art performance is achieved

by using a high-quality word representation that captures the syntactic and semantic

similarities of words such as word2vec [17]. Each word in word2vec is represented

in a fixed form that does not alter with context. BERT is a neural network-based
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model that can be used to dynamically represent words based on their context [18].

Superior results in several domains are gained using deep learning, word embeddings,

and different NLP preprocessing steps, such as lemmatization and stopword removal,

to improve the classifier’s performance.

When there are limited or no labeled training data available, or when there are

not enough data for a particular label compared to other labels, this is known as data

scarcity. Clearly, there are several main challenges of data scarcity in the domain of

software requirements classification. Labeling the data to train supervised machine

learning techniques is one of the main challenging issues because of the required time

and domain knowledge. Generally, DL classifiers are considered data-hungry models

that require a large quantity of data to show robust performance [19]. An imbalanced

dataset collected from SRS is another challenge in software requirements classifica-

tion. Based on the literature, no previous study has surveyed applying DL models in

classifying software requirements. The published reviews considered only the identi-

fication and classification of non-functional software requirements using conventional

ML in [8].

Limited labeled datasets and a limited number of samples in some classes might

cause some difficulty in training the DL classifier. The ideal way to add new instances

is to have humans rephrase the statements in the texts. However, paraphrasing the

existing samples takes a long time to generate new samples by humans, especially when

we have a large number of samples. Applying image augmentation in the text is not an

option because of the semantics of the features (words). Data Augmentation (DA) is

one way of dealing with the imbalanced or limited size of the dataset by automating the
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creation of novel and realistic-looking training data after applying a transformation to

an example without changing its label. Several automated augmentation techniques

have been proposed in the literature using back-translation [20], data nosing [21], and

synonym replacement using predictive language models [22]. However, the suitability

of these techniques in classifying domain-specific tasks, such as software requirement

classification, needs to be investigated.

In addition, no research has been found that investigates the analysis of software

requirements documents written in other languages such as Arabic. Based on the

literature, the analysis of software requirements written in the English language and

other languages using the Roman script has been well-researched. However, Arabic is

a challenging language due to its complex linguistic structure [23]. There are several

variations between Arabic and English languages, as in [24], such as the order of

the words and many personal names, morphological markers, particles, and other

pronouns. The Arabic SRS documents are bilingual and contain Arabic sentences

with technical terms such as the names of technology such as Apache Tomcat or

Oracle DB2 MySql and file extensions such as HTML or XML.

In summary, it has been shown from the literature that data scarcity has affected

the requirement classification task by either limited imbalanced labeled requirements

or lack of labeled requirements. The first objective of this dissertation is to develop

deep learning-based models that use the raw word or character sequences as input to

classify one and multilabel requirements with lightweight preprocessing of the require-

ments texts and no feature engineering. The second objective is proposing different

augmentation techniques adaptive data augmentation techniques using class and sam-
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ple length to dynamically assign percent of change to tackle the issues of imbalanced

problems in the domain of software requirements classifications. For data-hungry is-

sue, dictionary-based and transformer-based data augmentation techniques have been

proposed in the software requirements domain. In the third objective, we improve the

performance of requirements categorization in Arabic by utilizing resources accessi-

ble in rich-resource languages. The three objectives address different aspects of data

scarcity where the first two objectives have been implemented if we have a limited

or imbalanced dataset. Data scarcity in software requirements classification and our

three objectives are sown in Figure 1.2.

Figure 1.2: Data scarcity in software requirements classification and our three objec-
tives

We achieve state-of-the-art results on most of the tasks using word sequences as

tokens. Requirements can be effectively classified into functional and nonfunctional

categories using the presented recurrent neural network-based deep learning system,

which involves minimal text prepossessing and no feature engineering. Further im-
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provements in classification results are reported using our adaptive data augmenta-

tion techniques and dictionary-based transformer-based data augmentation technique.

Several experiments show the possibility of using machine translation of Arabic re-

quirements as a viable alternative to employ language-specific NLP processing and to

deal with data scarcity issues.

1.1 Thesis Motivations

Based on the literature, the existing techniques mainly depend on word and sentence

structures and require preprocessing and feature engineering to classify requirements

from natural language documents. Accordingly, requirements engineers need a back-

ground in both Natural Language Processing (NLP) and machine learning. Techniques

that can work with little or no preprocessing and feature engineering can help allevi-

ate the need for in-depth knowledge in NLP and enable classification techniques to be

readily accessible to researchers and practitioners alike.

Existing studies use different feature extraction and feature selection techniques

to classify natural language requirements into functional and nonfunctional require-

ments. In this study, minimizing the usage of NLP processing is one of our goals in

classifying the requirements. As a result, we investigate using raw texts as features

for requirements classification. Raw text can be fed to the model in many ways. In

the simplest form, raw text can be seen as a sequence of characters or words.

Existing studies use different feature extraction and feature selection techniques to

classify natural language requirements into functional and nonfunctional requirements.
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The present work is an attempt to narrow the research gap by proposing an end-to-end

system for software requirements classification using recurrent neural networks. The

approach works with minimal text preprocessing and no explicit feature engineering.

The NLP preprocessing steps employed in this study are ’minimal’ in the sense that

the steps are trivial and related mainly to data cleaning and normalization. We are not

employing sophisticated NLP processing either as preprocessing or feature engineering.

Even steps such as stopword removal, which is considered ’basic’, are not employed.

The study uses raw word or character sequences as input and does not employ

modern NLP tokenization techniques such as SentencePiece [25] or stochastic tokeniz-

ers [26] or steps such as stemming and lemmatization. Generally, any processing step

that requires a study of the trade-off between different choices is avoided because it

entails performing experiments to decide the best settings that will work for a dataset.

This additional work requires knowledge of how a particular choice can affect the over-

all performance. Thus, we believe that a process that can eliminate some or many

of the calibration steps is easier to use in practical scenarios and may also generalize

well to new environments and datasets.

Using words as tokens has a benefit over character tokens from the point of view

that words have inherent meaning, whereas characters do not have such meaning.

However, using the word sequence as an input requires building the input vocabulary

which can lead to the Out-of-Vocabulary (OOV) problem, i.e., words in the test set

that were not seen during the training. This leads to a large vocabulary size with

thousands of unique words. Additionally, misspelled or unlemmatized words will not

be handled appropriately.
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Moreover, existing studies address the automatic processing of the requirements

problem using binary and multiclass classification. Annotating the requirement with

one label might raise some threats to validity due to the overlap between functional

and quality aspects [27]. One requirement may be labeled by more than one type

of nonfunctional or functional requirement. For example, text such as "The product

shall provide asynchronous messaging to enable parallel processing and reduce the

overhead in communications" belongs to functional class and nonfunctional classes,

’capacity’ and ’performance’, at the same time. Annotating sentences with multilabels

is considered one of the ways to partially mitigate such issues associated with single

labeling in requirements classification problems.

The current work applies a BiGRU-based deep learning system that uses raw word

or character sequences as input to the model with minimal preprocessing of the require-

ments texts. This also alleviates the need for complex NLP-based feature engineering.

BiGRU-based deep learning systems have shown promising results in other NLP and

machine learning tasks but have not yet been adequately researched in relation to

requirements classification. Moreover, we also present multilabel classification, in ad-

dition to both binary and multiclass classification, which has also been inadequately

researched thus far.

DL techniques can process large datasets effectively; however, all publicly avail-

able datasets in the software requirements domain are considered small. Annotating

different SRSs from different domains by domain experts will advance the research in

the requirement classification field. The main challenge is that labeling the dataset

manually is time and effort-consuming. Usually, collecting requirements from real
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SRS documents eventually results in imbalanced datasets that contain different class

sizes. Limited dataset sizes or imbalanced datasets can affect the performance of the

classifier.

Some techniques can improve the results and minimize the bias of the imbalanced

dataset such as class weight as in [13], [28], [29], oversampling [30], and random un-

dersampling [30], [31] or undersampling using a clustering algorithm as in [32]. The

aforementioned strategies are simple and use the same samples in the dataset. Another

way of dealing with the imbalanced or limited size of the dataset is by paraphrasing the

labeled requirements or using data augmentation techniques. Based on the literature,

there is a lack of data augmentation techniques suitable in the software requirements

domain.

Software Requirement Specification (SRS) documents contain the capabilities of

software that have been agreed upon by stakeholders [33]. Writing the require-

ments in natural language may lead to inheriting challenges from the nature of lan-

guage. English and numerous other languages have abundant resources, such as an-

notated data for requirement classification; however, similar resources are unavailable

in constrained-resource languages such as Arabic. Therefore, the classification mea-

sures of supervised machine learning models in constrained-resource languages differ

significantly from those of rich-resource languages.

Two scenarios can be followed by the researchers or practitioners to classify Arabic

software requirements as illustrated in Figure 1.3. The first scenario depends on

annotating and preprocessing Arabic texts. The challenge of collecting an annotated

dataset is the main reason for limited research in the domain. Another challenge in
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the first scenario is the difficulties in preprocessing Arabic texts, and scholars need to

cope with a number of issues, such as the complex and rich structure of the word and

morphology [34].

The normalizing of inconsistencies in the usage of specific letters, dialect terms, or

diacritical signs is another problem. Another problem for academics and developers

is overcoming challenges with NLP techniques such as tokenization, stemming, and

morphological analysis. The second scenario overcomes the challenge of labeling the

datasets by translating the Arabic requirements into English texts to utilize the avail-

ability of well-trained models on large datasets. The second advantage is the limited

vocabulary and simplicity of preprocessing English texts by a variety of NLP tools.

Figure 1.3: Scenarios of classifying Arabic software requirements

Obtaining state-of-the-art results in languages with limited resources is a difficult

task. Although deep learning models outperform older methods, they require a huge

amount of labeled data to be adequately trained. Labeling raw data, on the other

hand, might be costly and time-consuming. Approaches such as transfer learning and

active learning have emerged to address these difficulties in languages with limited
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resources. This study aims to enhance the performance of software requirements

categorization in Arabic by utilizing resources accessible in rich-resource languages.

Since it takes a long time to create corpora and lexical resources for a new language,

one way to use previously built resources for one language to generate analysis tools for

another language more quickly. This drives our investigation and application of cross-

lingual lexicon translations and annotation as shown in Figure 4.1. Since Languages

can differ significantly in terms of characteristics that impact software requirements

classification, several experiments have been conducted to highlight the challenges of

Arabic requirements classification.

Figure 1.4: General proposed model for cross-lingual software requirements classifica-
tion

1.2 Thesis Main Contributions

In this dissertation, we intend to achieve the following contributions:

1. Systematically review studies that have used deep learning-based techniques to

classify requirements.
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2. Propose an end-to-end deep learning system to classify one label and multilabel

requirements with minimal processing.

3. Propose different augmentation techniques to address the limited and imbal-

anced issues in the software requirements dataset.

4. Propose a machine translation-based approach to tackle the lack of labeled

datasets in the Arabic requirements domain.

Details of the thesis contributions are discussed in detail as follows:

• The systematic literature review aims to provide a body of knowledge for re-

searchers about existing DL-based software requirements classification tech-

niques and highlight research gaps. To achieve this objective, the systematic

literature review will address four research questions as follows:

– RQ1: What are the available datasets used in the requirements classification

task?

– RQ2: What are the main text preprocessing and feature representation steps

required to classify requirements using DL models?

– RQ3: What are the most popular DL models with their hyperparameters

implemented in the literature?

– RQ4: What are the opportunities for future research in software require-

ment classification using DL techniques?

• We develop an end-to-end deep learning system to classify requirements us-

ing two approaches: (i) word sequences and (ii) character sequences as input.
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Next, we classify the NFRs into four, five, and ten subcategories. The devel-

oped system is evaluated on the publicly available PROMISE dataset for binary

and multiclass classification tasks. Finally, we develop a deep learning-based

model to perform multilabel classification on the modified PROMISE and EHR

datasets. The main contributions of our work are as follows:

1. An end-to-end system to classify functional and nonfunctional requirements

with minimal NLP-based preprocessing and no feature engineering.

2. We present BiGRU models that receive a raw word or character sequences

as inputs to classify the requirements.

3. We evaluate the proposed models on three public datasets containing

single-label and multilabel annotations and compare the results with the

state-of-the-art approaches published in the literature.

• Software requirements augmentation technique that can tackle the issues of

data-hungry and imbalanced software requirements classifier. Dynamic weights

are considered based on the classs shortage and the samples length. Using

the general augmentation techniques without considering the domain charac-

teristics might not achieve excellent results. Proposing domain-vocabulary and

transformer-based augmentation techniques to address the domain-specific na-

ture of the problem and prevent the distortion of the main features in the aug-

mented sample. The following is a summary of our contributions:

1. We apply data augmentation techniques to improve the software require-

ment classification.
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2. We examine the data augmentation technique to improve the software re-

quirement classification with a small dataset.

3. We propose two versions of class-aware and length-aware data augmenta-

tion techniques to improve the model classification.

4. We propose a domain vocabulary to control the augmentation operations

to improve the software requirement classification

• Improving the performance of requirements categorization in Arabic require-

ments by utilizing resources accessible in rich-resource languages. In this part,

the translation from low-resource to rich-resource language and vice versa have

been experimented with to check whether classifying the native directly is bet-

ter than translated SRS documents. In addition, two different tokenization

approaches have been used to find the best tokenization suitable for Arabic

requirements classification. The tokenized word and character sequences have

been used to classify binary and multiclass Arabic requirements. The impact

of preprocessing on the performance of classifiers has been investigated. The

following is a summary of our contributions:

1. We highlight several challenges of Arabic software requirements classifica-

tion.

2. We investigate the impact of preprocessing steps on the software require-

ments classification measurements.

3. We examine the impact of automatic translation on the software require-

ments classification measurements.

15



4. We annotate a new Arabic software requirements dataset and evaluate the

trained models on PROMISE and translated PROMISE to Arabic with

different evaluation splits.

1.3 Thesis Organization

The following is a breakdown of the dissertation’s structure:

Chapter 2 highlights some important software requirements, machine learning,

and natural language processing concepts. Chapter 3 details the related work about

requirement classification and data augmentation techniques. Chapter 4 details the

research methodology of classifying the requirements with minimal processing and

existing datasets. The results of the classifiers and the discussions are presented.

Then, we compare the reported results with state of the art in literature. Finally,

we highlight the threats to validity. Chapter 5 details the research methodology of

classifying requirements using augmentation techniques with existing datasets. The

results of the classifiers and the discussions are presented. Then, we compare the

reported results with state of the art in literature. Finally, we highlight the threats to

validity. Chapter 6 details the research methodology of classifying Arabic requirements

with existing datasets. The results of the classifiers and the discussions are presented.

Then, we compare the reported results with state of the art in literature. Finally, we

highlight the threats to validity. Chapter 7 presents the overall conclusion, limitations,

and future directions.
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CHAPTER 2

BACKGROUND

In this chapter, we are going to elaborate on different parts of this research to improve

software quality.

2.1 Software Requirements

In this section, the definition of every software requirement phase is explained. The

IEEE standard defines software requirement as:

• "An ability a user needs to solve a problem or achieve a goal".

• "A capability that must be met or possessed by a system or component of a

system to satisfy a contract, standard, specification, or formally imposed docu-

ment".

• "The set of all requirements that form the basis for the subsequent development

of software or components of software".

The process of collecting the user requirements begins with the elicitation of the
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data, which are collected through interviews, documents, meetings, workshops, pro-

totyping and etc until writing formally the software requirements specification docu-

ments.. the four main processes are:-

• Requirements Elicitation and Analysis: Initially we identify the problem (a brief

description) to solve and those involved in the system known as stakeholders.

Stakeholders are the owners of the business and often with whom the precious

information is, also interview people who directly or indirectly influence the

product (system/app), who will use it and from there collect the preliminary

information for the requirements. It is noteworthy that the requirements are

fundamental for both price estimation and modeling, design, implementation,

testing and also maintainability.

• Requirements Specification: In the specification, it may contain functional and

non-functional requirements and even a use case diagram or prototyping of part

of the product.

• Requirements Validation: After writing customer/user needs, it is important

that you validate this data by being aware of the responsibility of the require-

ments raised. This step is also for corrections and other functionality can be

discovered/included.

• Requirements Document: The document is intended to give a functional and

overview of the product.

Software requirements specification (SRS) is a detailed description of the intended
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system and environment for software that is being developed. The SRS outlines what

the system will perform and how it is expected to function. There are two types of a

requirement either functional or non-functional. Functional requirement as its name

implies refers to system functionalities are the functions that the system/application

must have to meet the business and its rules. Non-functional (Quality) requirements

tangent the technical requirement of an environment, as aspects of system security,

performance, and failure prevention.

An SRS reduces the time and effort necessary for developers to reach their objec-

tives, as well as the cost of development. A good SRS specifies how an application will

interact with system hardware, other programs, and human users. Usability, perfor-

mance, operational, availability, portability, maintainability, security, recoverability

from unexpected events are types of non-functional requirements that need to be ad-

dressed. As stated in the IEEE standard [35], the SRS should include three primary

parts: an overview, requirements, and an appendix as in Figure 2.1. The requirements

part is the technical part of the document that provides developers, designers, and

testers with the information they need to create a product that meets business and

user needs.

2.2 Machine Learning Techniques

ML algorithms are basically seek for patterns or discrepancies in data and are capable

of detecting and incorporating such patterns into their data. there are three types or

categories of machine learning: supervised, semi-supervised and unsupervised learn-
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Figure 2.1: Main components of SRS document

ing. Supervised learning consists of indicating to the program a series of valid patterns

so that it considers them as a reference. Unsupervised learning allows a machine to

explore a data set and identify hidden patterns that link different variables. Unsu-

pervised learning allows a machine to explore a data set and identify hidden patterns

that link different variables. The machine learning techniques can be grouped into

two categories conventional Machine Learning and deep learning techniques.

2.2.1 Conventional Machine Learning Techniques

conventional machine learning refers to a set of approaches that enable computer sys-

tems to predict or categorize without explicitly defining the rules. It is a branch of

artificial intelligence that tries to educate computers to do example-based tasks with-

out the need of explicit programming. There are several conventional ML techniques

that have been used in the literature such as support vector machine, naive bayes and

logistic regression.
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2.2.2 Deep Learning (DL) Techniques

DL differs from typical ML approaches in that it automates the learning of data

representation via many abstract layers. It technically works in the same way as

machine learning, but with different capabilities and approaches. In deep learning,

models use different layers to learn and discover insights from data. Deep learning

is inspired by how human brain cells known as neurons work, which leads us to the

concept of artificial neural networks . Also called deep neural network or deep neural

learning.There are two main examples of DL models: convolutional neural networks

(CNN) and recurrent neural network (RNN)

2.2.2.1 Convolutional Neural Networks (CNN)

Convolutional Neural Networks (CNNs) are a type of feedforward ANN that has lately

gained prominence for processing pictures as matrices. They are distinguished by

layers for highlighting representations and are made up of convolutional, pooling, and

fully connected layers [36]. The architecture of CNN has been illustrated in Figure

2.2

2.2.2.2 Recurrent Neural Network (RNN)

Natural Language Processing (NLP) and speech recognition employ commonly Recur-

rent Neural Networks (RNNs) because of the capability of utilizing sequential data.

It has a directed circulation topology and employs internal memory to accommodate

longer history data. It is referred to as recurrent because it uses the output of earlier

calculations for the present computation of each element in a sequence [37]. There
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Figure 2.2: Conventional Neural Networks

are two recurrent neural networks (RNN) variants Long Short-Term Memory (LSTM)

and Gated Recurrent Unit (GRU). The GRU architecture introduces two gates: a

reset gate r that regulates the integration of new input with the prior memory and an

update gate z that controls the preservation of prior memory.

Figure 2.3: Conventional Neural Networks [1]
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2.3 Natural Language Processing

The natural language processing is a field of computer science, artificial intelligence,

and linguistics that studies the interactions between computers and human language.

It is the processing of a text, dividing them into parts, adding grammatical elements

and identifying interesting elements. The following are some of the common techniques

of NLP:

• Sentence Segmentation: The first step in the pipeline is to break the text apart

into separate sentences.

• Word Tokenization: This divides a sentence into words.

• POS Tagging: It has also been called labeling of parts of speech and assigns

labels for nouns, pronouns, verbs, adjectives, adverbs, etc.

• Stemming and lemmatization: similar to the previous one, but you can get the

basic form of a word based on its root, for example; better will be good.

• Stop word deletion: Word removal often occurs with articles such as the, and, a,

etc. which do not contribute greatly to understanding the text and, therefore,

can be deleted.

• Dependency Parsing: The next step is to figure out how all the words in our

sentence relate to each other.

• Finding Noun Phrases: weve treated every word in our sentence as a separate

entity. But sometimes it makes more sense to group together the words that
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represent a single idea or thing.

• Named Entity Recognition: Identify and label words that represent real-world

entities, such as people, organizations, places, dates, etc.

Figure 2.4: Natural Language Processing Pipeline

Distributional vectors or word embeddings essentially follow the distributional hy-

pothesis, according to which words with similar meanings tend to occur in similar

context. The example is shown in Figure 2.5.

Figure 2.5: Example of Word Embedding
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CHAPTER 3

LITERATURE REVIEW

In this chapter, the systematic literature review about software requirements classi-

fication using deep learning techniques is illustrated in section 1. In section 2, the

related work about the English requirements classification is described. In section 3,

the related work about the Arabic requirements classification is described. Finally,

augmentation-based technique

3.1 Systematic Literature Review: Software Re-

quirements Classification using Deep Learning

3.1.1 Existing SLR in Software Requirements Classification

In this section, the contributions of several published reviews related to software re-

quirements classification are summarized. The most relevant review reports 16 differ-

ent conventional ML approaches for identification and classification of non-functional

requirements only [8]. The primary studies of this review are 24 papers published

25



between 2007 to 2017.

Another systematic review that considered the identification and classification of

software requirements in stack overflow using ML techniques [38]. Two types of re-

quirements that are identified in stack overflow are functional and non-functional

requirements. The 12 primary studies used the unsupervised learning technique La-

tent Dirichlet Allocation (LDA) and supervised learning technique Support Vector

Machines (SVM).

The previous two reviews focused on dealing with only non-functional require-

ments classification using conventional ML techniques. A systematic mapping study

with 404 primary studies that covered broadly the NLP technologies in the require-

ments engineering area [39]. The comprehensive mapping review covers the area of

requirement engineering to provide in-width insight or map about the state of the art

tools, technologies, and approaches in the requirement engineering field.

A systematic literature review conducted on using deep learning in different soft-

ware processes or activities such as software requirement, software design, software

maintenance, and testing [40]. Only two papers related to requirement classification

have been part of the software requirement analysis process. Based on their 38 se-

lected primary studies, the researchers conclude that software testing and maintenance

processes are extensively investigated in the literature.

Based on the literature, there is a lack of recent in-depth research that reviews

classifying software requirements from Software Requirement Specification (SRS) doc-

uments using DL techniques. First, commonly used datasets for software requirement

classification are presented. Then, text preprocessing steps and feature representa-
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tions that are required before the classification are investigated. The frequency of

using DL models is reported with their optimal hyperparameter values and perfor-

mance measures. The comparison between the is illustrated in Table 3.1.

Reference Scope Type Studies Time Technique

[8] Identification and classification of NFRs Review 24 2007-2017 Conventional
ML

[38] Identification and classification of FR and
NFRs in stack overflow SLR 12 2013-2019 Conventional

ML

[39] NLP technologies in the requirements
engineering SMR 404 Until 2019 All

[40] Deep learning in different software processes SLR 38 2009-2019 DL
Our
work Deep learning in requirements classification SLR 21 Until 2021 DL

Table 3.1: Comparison between the different reviews

3.1.2 Methodology

In the literature, a Systematic Literature Review (SLR) is considered one of the most

well-known methods that has been applied to summarize the evidence and answer

the formulated research questions. The procedures and guidelines in [41], [42] for

conducting the SLR have been followed to identify and evaluate all the studies that

address implementing DL-classifier of software requirements from SRS documents.

We conduct SLR to answer our research questions because of the comprehensive and

methodical steps of SLR to mitigate the biased conclusion and provide evidence for

researchers about current studies and identify gaps in literature.

The SLR starts with identifying the aim of the systematic review and the search

strategy. Then, the selection process needs to be specified by presenting the inclusion

and exclusion criteria. Assessing the quality of the papers should be conducted to

mitigate any bias. The next stage is extracting the required data from the selected
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primary studies. Synthesizing and summarizing the findings by qualitative or quan-

titative methods is the last stage in the SLR protocol. The main stages of the SLR

protocol are shown in Figure 3.1.

Figure 3.1: General stages of SLR protocol

To answer the formulated research questions, electronic search indexing (Scopus

and Web of Science) and different online libraries (IEEE, ACM, Springer, Science

Direct, and John Wiley) have been used to collect the primary studies. We have

selected these well-known search engines and libraries to make our serch comprehensive

and unbiased. The formulated search string that contains the keywords and their

appropriate synonyms has been validated to make sure of its feasibility to access the

related studies. The star sign (*) is used to facilitate capturing similar forms of the

word such as (classify, classifying, and classification). The boolean operator ORs are

used between the synonyms and the boolean operator AND is used between the two

sets of synonyms as in Table 3.2.

Keywords Synonyms

Requirement
classification

"classif* requirement" OR "classif* of requirement" OR
"requirement classif*" OR "requirement identif*" OR
"requirement categor*"

Deep learning
"deep learning" OR "deep neural network" OR "convolutional
neural networks" OR "CNN" OR "recurrent Neural network"
OR "RNN" OR "bert"

Table 3.2: Keywords and their synonyms

The retrieved papers have been filtered by applying the inclusion and exclusion

criteria at three different stages. At the first stage, the papers were filtered by the
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title only. The second stage requires reading the abstract of the papers to ensure their

relevance to our scope. The selection of the primary studies was guided by inclusion

and exclusion criteria. The output of the third stage is the final selected primary

studies that have been assessed by the quality assessment in Table 3.3. The paper has

to score 3 in the quality assessment test to be selected.

The inclusion criteria are defined as follows:

• Papers written in English language.

• Papers discuss DL techniques in requirement classification from software re-

quirements specifications.

The exclusion criteria that are used in filtering the papers are as follow:

• Grey publications or white papers.

• Papers published in other than software or computer science domains.

• Review or any secondary papers.

• Papers use conventional ML techniques.

• Papers discuss requirement classification in app reviews or blogs.

Both forward and backward snowballing approaches have been used after collecting

the start set using the main keywords [43]. The forward snowballing is gathering

papers from the citation list of the examined paper. The backward snowballing is

gathering paper from the reference list in the examined paper. The Summary of

papers identification and selection is shown in Figure 3.2.
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Criteria Value
The paper aims to address any type of SRS sentences
classification.

True = 1
False = 0

The structure and the results of the paper clearly specified. True = 1
False = 0

The paper is published in peer-reviewed conference or
journal.

True = 1
False = 0

Table 3.3: Quality assessment template

Figure 3.2: Summary of papers identification and selection

Section name Column name

Paper details Name of paper, publication date, authors name, name of
journal or conference, publisher, and study objective.

Dataset Name of dataset, no. of classes, and name of classes.
Prepossessing

steps Name of preprocessing steps.

Feature
representation Name of features and name of techniques.

DL algorithm Name of algorithm, implementation tool or environment,
and their hyperparameters.

Table 3.4: Headings of extraction form

To extract the required information from the papers, an excel sheet has been used

with several columns to answer the first three questions such as dataset, preprocessing

steps, word representation, DL model, hyperparameters, and performance measures as

in Table 3.4. The data extracted from 21 primary studies that satisfied our inclusion

and exclusion criteria has been synthesized and summarized. Most of the papers were

published in the IEEE Xplore library. Six of the primary studies were published in

the Springer Link, and two were published in the ACM digital library. The papers
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distribution based on the publisher is presented in Table 3.5

Publisher Papers count Papers ID 1

IEEE 13 S1, S2, S3, S4, S6, S7, S9, S12, S14, S15, S16, S18, S21
Springer 6 S8, S11, S13, S19, S17, S20

ACM 2 S5, S10
1) S refers to the selected primary study with unique number, the details appear in Appendix A

Table 3.5: Papers distribution based on the publisher

3.1.3 Results

In this section, the results and findings of the review are presented by answering the

four research questions. First, the available datasets that are used in requirement

classification are addressed. Next, the NLP preprocessing steps and feature represen-

tation are discussed. Then, the DL models are presented with their hyperparameters,

and performance evaluation. Finally, the challenges and open research directions are

presented.

The general pipeline for solving the problems of requirement classification using

DL approaches is illustrated in Figure 3.3. The pipeline starts with preprocessing the

annotated sentences extracted from SRS documents. Then, the input is represented

by any vectorization methods that transform the raw data into a numerical vector

before feeding these inputs to the DL models. Then, the classification measures are

reported such as precision, recall, and f-score.

Figure 3.3: The pipeline for solving the problems of requirement classification using
DL

The primary studies are classified based on their study goal into four categories as
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in Table 3.6. The first category contains five studies that classify the sentences into

requirement and non-requirement. In the second category, nine studies investigate

the classification of requirements into functional and non-functional sub-categories as

binary or multi-class problems. The availability of the public functional and non-

functional datasets is one of the main reasons for a large number of publications.

Primary study objective Study ID No. of studies

To classify sentences into requirement and non-requirement. S7, S11, S16, S17,
S19 5

To classify sentences into F and NF requirements. S2, S3, S4, S5, S6,
S8, S9, S14, S20 9

To classify sentences into security and non-security
requirements. S3, S10 2

To classify sentences into different classes. S1, S12, S13, S15,
S18, S21 6

Table 3.6: the objectives of the primary studies

The third category with only two papers related to classifying the requirements into

security/non-security. The last category contains six papers to classify the sentences

into requirement/information (S1), architecturally significant functional requirements

(ASFR) (S12), integration/software requirement (S13), business rules (S15), condi-

tional sentences (S18), or implicit requirement (S21). The granularity of software

requirements classification is shown in Figure 3.4.

3.1.3.1 Dataset Used and Modality (RQ1)

This subsection presents a comprehensive review of the datasets that are used in sev-

eral papers related to requirements classification to answer the first research question.

We used the SLR to identify the available datasets and how the researchers use it in

their studies. After that, we investigate the

In the literature, the PROMISE dataset is the most well-known dataset for clas-
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Figure 3.4: Different granularity in classifying software requirements

sifying requirements [8]. The dataset consists of 15 software projects written by MS

University students in the Requirement Engineering course at DePaul University [5].

The requirements are labeled as either functional or non-functional sub-categories.

The PROMISE dataset is used in the literature with different modalities (two, four,

five, or ten classes) that complicate the comparison of their classification results.

Several versions and modalities of the PROMISE dataset have been used as binary,

multi-class with one label, or multi-class with multi-labels problems.

The SeqReq dataset consists of three industrial documents that are labeled with

only one label either security-related or non-security-related requirements [44]. The

dataset contains 177 labeled sentences from the Common Electronic Purse (ePurse),

124 labeled sentences from the Customer Premises Network (CPN), and 210 labeled

sentences from the Global Platform Specification (GPS).

The CONCORDIA RE dataset is annotated with multi-labels, based on a require-

ments ontology modeled using the Web Ontology Language (OWL) in [4]. The dataset
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is used in requirements classification tasks and contains not a requirement, functional,

and six NFR classes (constraints, security, usability, efficiency, functionality, and reli-

ability).

Another dataset Electronic Health Records (EHR) that contains several projects

from the health domain is presented in [45] were used for the evaluation of the pro-

posed models. The EHR dataset consists of 12 different projects related to the health

domain. The sentences are annotated with multi-label of 14 NFR, and one functional.

Six requirements artifacts written in natural language from the electronic health-

care domain are annotated with multi-label that are categorized into six security

classes: accountability, confidentiality, integrity, privacy, identification & authenti-

cation, availability, and none security class [46]. The dataset can be used for both

security/non-security and security sub-categories classification tasks. Three software

requirement specifications SmartTrip, SafeDrink, and BlueWallet from different

domains are used for identifying the functional requirements [47].

The available datasets that are addressed mostly are annotated by functional or

non-functional labels. Some of them were labeled by several categories related to the

security domain. Two popular sources of academic and industrial software require-

ments specification PURE and RE corpus that need to be annotated are available

in [48], [49]. In Table 3.7, the detailed information about the datasets is presented.

The PROMISE dataset is the most popular in the RE community for requirement

classification task. Different versions and modalities have been used either binary

(F and NFR) or multi-class (four, ten, and others). The details about the different

versions and modalities of using the PROMISE dataset are shown in Table 3.8.
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Dataset used
No. of
docu-
ments

No. of

samples

Source Type Labels Modality * Studies
ID

PROMISE 15 625 Academic SRS One label
NFR

F, A, LF, L, MN, O,
PE, SC, SE, US, FT

[50],
[51]

SeqReq
(ePurse +

CPN + GP)
3 510 Industry SRS One label

security
Security-relevant and

non-security [44]

Concordia
RE 6 3064 -

SRS, supple-
mentary

specification
and use case

Multi label
NFR

NR, F, CO, SE, US,
EF, FU, RE

[4],
[51]

EHR
(CCHIT,
iTrust,

Promise,
others)

12 11876 Both
SRS, RFP,
IM, DUA,

CFR

Multi label
NFR

F, AC, AU, A, L, LF,
MN, O, PR, PC, RE,

RC, SE, US, OT
[45]

Health
artifacts 6 10963 Industry Requirement

artifacts
Multi label

security
C, I, IA, A, AY, PR,

None [46]

SmartTrip +
SafeDrink +
BlueWallet

3 568 Industry SRS One label
NFR F [47]

PURE 79 34,268 Both SRS Not
labeled - [48]

RE corpus 463 212,186 Both SRS Not
labeled - [49]

* Functional (F), non-functional (NF), availability (A), legal (L), look and feel (LF), maintainability (MN),
operational (O), performance (PE), scalability (SC), security (SE), usability (US), fault tolerance (FT),
performance and capacity (PC), reliability (RE), recoverability (RC), privacy (PR), access control (AC),
audit (AU), constraints(CO), efficiency (EF), functionality (FU), not-requirement (NR), confidentiality (C),
integrity (I), accountability (AY)„ identification and authentication (IA), and Others (OT).

Table 3.7: Available software requirement datasets

Every dataset contains a set of classes such as functional or non-functional classes

as illustrated in Table 3.9. The number of samples of classes in every dataset is shown

in Table 3.10 describes mainly the classes that are related to security only. Some

classes are more frequent in the dataset than others such as functional, security, and

usability. On the contrary, some classes have a limited number of samples among

the different datasets such as portability, efficiency, recoverability, scalability, and

reliability.

3.1.3.2 Text Preprocessing & Feature Representation (RQ2)

To facilitate the classification task, several preprocessing techniques are used on nat-

ural language texts to minimize the noise and improve the performance of the DL
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Dataset used
No. of
docu-
ments

No. of

samples

Source Type Labels Modality ** Studies
ID

PROMISE

15 684 Academic SRS One label
NFR

F, A, L, LF, MN, O,
PE, SC, SE, US [52]

15 765 Academic SRS One label
NFR F, NF [9]

15 625 Academic SRS One label
NFR F, NF [53],

[54]

15 625 Academic SRS One label
NFR US, SE, LF vs all [55]

15 625 Academic SRS One label
NFR US, SE, O, PE [53]

15 625 Academic SRS One label
NFR

F, A, LF, L, MN, O,
PE, SC, SE, US, FT

[50],
[51]

15 326 Academic SRS One label
NFR

A, L, LF, MN, O,
PE, SC, SE, US [4]

15 370 Academic SRS One label
NFR

A, L, LF, MN, O,
PE, SC, SE, US, FT [30]

15 370 Academic SRS One label
NFR

A, L, LF, MN, O, PE,
SC, SE, US, FT, PO [56]

- 58 Academic SRS One label
NFR AA, AC, CE, DI [57],

[58]

15 792 Academic SRS Multi label
NFR

F, AC, AU, A, L, LF,
MN, O, PR, PC, RE,

RL, SE, US, OT
[45]

** Functional (F), non-functional (NF), availability (A), legal (L), look and feel (LF), maintainability (MN),
operational (O), performance (PE), scalability (SC), security (SE), usability (US), fault tolerance (FT), access
control (AC), audit (AU), privacy (PR), performance and capacity (PC), reliability (RE), recoverability (RC),
authentication & authorization (AA), cryptography - encryption (CE), data integrity (DI), and Others (OT).

Table 3.8: Versions and modalities of PROMISE dataset

models. Using the word/feature representation can capture the syntax and semantic

of the words. The following subsections present findings to answer the second research

question.

3.1.3.3 Text Preprocessing

Before classifying the requirements, there are a number of NLP preprocessing steps

that can be utilized. The main advantages of using the preprocessing steps are min-

imizing the noise and meaningless tokens in the dataset, and improving the perfor-

mance and efficiency of the model. In addition, the preprocessing steps decrease the

vocabulary size by unifying the structure of the words. Below, some of the common

techniques of NLP preprocessing:-
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• Tokenization: dividing a sentence into a sequence of tokens.

• Punctuation removal: removing the punctuation symbols such as comma and

question mark.

• Stop word removal: removing the repeated words that have no distinct mean-

ing such as auxiliary verbs, conjunctions, or articles.

• Case folding: changing all the characters to be lowercase to treat similar words

with different character cases equally.

• Normalization: converting the word to its standard form.

• Lemmatization: converting the word to its lemma form by using the morpho-

logical analysis of the words.

• Stemming: converting the word to its stem form by removing the prefix and

suffix.

The frequency of using NLP techniques in the primary studies is shown in Table

3.11. The highest frequency of usage is the tokenization and stop word removal steps.

Then, removing the punctuation to minimize the tokens without unique meaning is

applied four times in the primary studies. Case-folding will be used because the upper

case and lower-case words have the same meaning. Without using case-folding, the

similar words will be treated separately and vocabulary size will be increased.

Lemmatization is used four times in the primary studies (S5, S12, S14, and S16)

compared with stemming which is used only once in (S6). Both stemming and lemma-

tization can improve the classifier performance and minimize the number of similar
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words with different forms in the vocabulary. Comparing stammer with lemmatizer,

stemmer is simpler and faster than lemmatizer which requires extensive linguistics

knowledge to build the lookup table that is used by the algorithm to generate the

lemma of the word.

NLP technique Study ID No. studies
Tokenization S5, S6, S9, S13, S12, S14, S16, S17 8
Punctuation removal S3, S12, S14, S16 4
Stop word removal S1, S3, S5, S6, S12, S14, S16, S17 8
Case folding S1, S3, S5, S6, S14, S16 6
Normalization S17 1
Lemmatization S5, S12, S14, S16 4
Stemming S6 1

Table 3.11: NLP techniques in the primary studies

3.1.3.4 Feature Representation

Since the input of DL models is the SRS documents that contain natural language

words, the feature representation is required by converting the words to a form that

can be processed by the classifiers. Capturing implicit linguistic rules and common-

sense knowledge that are hidden in the text are the main characteristics of a good

representation of the features (words) [60]. There are some variations between feature

representation techniques in their capability to capture syntax, semantic, and context-

based semantics.

The traditional features representation depends on the frequency of the words

such as term frequency (TF) or bag of words (BOW). Instead of using the number

of word occurrences, the weight of every word is calculated where the unique words

have a higher weight than the frequent words as in term frequency-inverse document
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frequency (TF-IDF). The aforementioned simple traditional feature representations

can capture neither the position nor the semantic of the words based on their context.

Word representation Study ID No. studies
TF S4, S14 2

TF-IDF S14 1
Word2vec S1, S2, S3, S5, S8, S14, S15, S16, S17 9

Glove S12, S13, S17 3
BERT S9, S14, S18 3

Table 3.12: Feature representation in the primary studies

In recent years, the text of natural language sentences has been transformed using

DL models into low-dimensional real-valued vectors which are called distributional

vectors (word embeddings). The word embedding has been proposed to capture the

similarity between the words. The pre-trained models Word2Vec [17] and Glove [61]

are used to generate a vector for every word. The issues with these models are the

lack of handling out of vocabulary (OOV) problem and their representations of the

words are not considering different meanings or positions for a specific word.

To tackle the OOV problem, the fastText [62] model has been proposed that is

based on n-grams to generate the embeddings of unknown words. Considering the

context of the word, BERT [18] and ELMo [63] generate different representations for

the same word based on their context. As shown in Table 3.12, there is limited usage

of the traditional features representation. The Word2vec model is the most used word

representation and three recent papers (S9, S14, and S18) used the BERT model. The

weights of the embedding can be initialized randomly or with a pre-trained model that

can assign the right weight to the embedding of the vocabulary. Based on the work in

S3, the random word embedding scored less than Wor2Vec embedding which boosts
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the scores and improves the overall performance of CNN. Sometimes the embedding

is trained on the dataset as in S12 and the pre-trained models can be trained on an

external dataset if the domain is not different as in S13. The advantage of using

random weight initialization is the robustness and actual weights computed from the

local dataset, but it jeopardizes the generality of the representation and requires more

iterations to be trained. Pre-trained models are capable of convergence faster than

the models from scratch but do not necessarily improve the classification results [64].

The tool TensorFlow supports and facilitates the implementation of the CNN and

RNN as in S1, S3, and S12 which is "an open-source software library for numerical

computation using data flow graphs" and Keras as in S5, S12, S13, and S16. The

Google Colab environment has been used in S14.

3.1.3.5 DL Algorithms (RQ3)

Deep learning is a deep neural network with multiple-layered that contains neurons

to learn [11]. There are main approaches to implement deep learning networks using

convolutional neural networks (CNN), recurrent neural networks (RNN), recursive

neural networks, or transformers. In the following, we will answer our third research

question related to DL algorithms, their hyperparameters, and performance measures.

Based on Table 3.13, the CNN approach is the most commonly used among the

other deep learning techniques. The two variants of RNN are used in three studies

S5, S10, and S17 with one direction. The bidirectional RNN is used in three studies

of primary studies. Only one study used the tree recursive neural networks and two

studies used the transformers BERT.
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DL algorithm Study ID No. of studies
CNN S1, S2, S4, S5, S6, S7, S8, S10, S11, S13, S14, S17, S20, S21 14

RNN-LSTM S5, S10, S17 3
RNN-GRU S5 1

RNN-BiLSTM S12, S15, S16 3
Tree recursive NN S18 1

BERT S9, S16 2

Table 3.13: DL algorithms in the primary studies

3.1.3.6 DL algorithms & their hyperparameters

In the following three subsections, a brief description about every DL approach is

presented and optimal values for the hyperparameters are reported with different

ways to search for them.

3.1.3.6.1 Convolutional Neural Network (CNN):-

3.1.3.6.2 Since convolutional neural network (CNN) showed effective and compet-

itive results in the computer vision field, CNN architecture was adopted for classifying

natural language sentences [14]. The sentences are converted to a matrix that repre-

sents the tokenized words by using word embedding representations such as word2vec

or GloVe. Then the filters will perform the convolution process to produce a single

value for each specific area in the sentence matrix. This process is called convolving

which produces the convolved features of one feature map. Then the pooling step is

implemented which subsamples the feature map to produce one value either by max-

imum or mean criteria. The pooled values are concatenated to form a single feature

vector which is correlated with the probability distribution by using the softmax layer.

The main drawback of CNN is the lack of capability to preserve sequential information

and the dependency between the tokens in long sentences.
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The best values of the hyperparameters that are tuned in CNN models are shown

in Table 3.14. The maximum value of embedding size is 400 as in S2, the minimum

value is 50 as in S13, and the remaining studies are between 128 and 300. The size

of the vocabulary is limited in both studies S13 and S14. Only two studies report

the sequence length which is 100 as in S13 or 50 as in S14. The common filter size

that is used is 2 and 3 as in S1, S14, and S17. The number of filters varies from one

study to another based on the complex nature of inputs. All studies used max-pooling

in choosing the value to be in the feature map. The number of epochs depends on

the problem and the dataset for example in S1 the model reached 100% after only 10

epochs. The common dropout value is 0.5 in most primary studies. The batch size is

different in all reported primary studies.
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S1 128 NA NA 1, 2, 3 192 NA 10 NA NA NA NA
S2 400 NA NA NA NA max 100 0.5 0.001 NA NA

S3 128, 300 NA NA 3, 4, 5 30, 50 max 20, 40, 60,
80, 100 0.5 NA 64 NA

S4 128, 300 NA NA 4 128 max NA NA NA NA NA
S6 150 NA NA 3 32 max 250 0.5 NA 20 NA

S13 50 1878,
1720 100 NA NA max 20, 50 NA NA 10 18801,

86521
S14 300 1247 50 2, 3, 4 200 NA 20 0.05 NA 32 NA
S17 100, 300 8404 20 2, 3, 4 NA max NA 0.5 NA NA NA

Table 3.14: CNN hyperparameters

3.1.3.6.3 Recurrent Neural Network (RNN):-

3.1.3.6.4 For handling sequential information, the RNN has been used where the

recurrent unit is implemented to do its task over the whole sequence of inputs [65].

43



The results of the second input depend on the output of the previous input. In the

literature, the RNN architecture has been widely used in several NLP tasks [66]. The

issue of the vanishing gradient hardens the learning and tuning of the RNN models.

The most used variants of RNN are long short-term memory (LSTM) [67] and gated

recurrent units (GRU) [68] have been proposed to overcome the vanishing gradient

problem.

The complexity of the GRU is less than the LSTM variant by implementing only

two gates (reset and update) instead of three gates (input, output and forget) in

LSTM to compute the hidden state. The two variants outperform the RNN, but the

performance of GRU and LSTM is comparably the same with less computation power

in GRU models. Processing the input in forward and backward directions can improve

the performance by using Bidirectional Recurrent Neural Network (Bi-RRN) [69]. An

attention-based RNN architecture used in S12 can maximize the efficiency by utilizing

the essential parts of the inputs [70]. The details of RNN architecture and their

variants can be found in [71].

The hyperparameters are tuned in RNN based on the type of the problem and

the size of the dataset. Table 3.15 illustrates the best values of hyperparameters of

several RNN models. The best value for an embedding size is either 300 or 50 and

the number of tokens in the studies is not reported except S12 which is 4200. The

longest sequence of input is 100 tokens as in S16. The other studies reported input in

the range between 30 and 50. Generally, the number of epochs for training the RNN

is high if the problem is multi-class classification or the model is unidirectional. The

dropout value is 0.5 in most studies to prevent overfitting due to the limited number
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of samples in the datasets. The model checkpoint and early stopping condition are

used only in S12. Three studies used a 0.002 value as a learning value and two used

0.001 in their experiments. The batch size and the number of parameters are reported

only in two different studies.
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S5 300 NA NA 200 0.5 NA NA 0.001 NA 1,144,810
S12 300 4200 34, 30 30, 200 0.2, 0.1 Yes Yes 0.001 NA NA
S15 50 NA 36, 40 50, 300 0.5 NA NA 0.002 NA NA
S16 50 NA 100 50 0.5 NA NA 0.002 NA NA

Table 3.15: RNN hyperparameters

3.1.3.6.5 Transformers:-

3.1.3.6.6 A new model architecture has been proposed in [16] which is called a

transformer. The new architecture can compute the representation of the inputs and

the output without relying on RNN or CNN. The architecture is based on stacking

self-attention which is mainly dependent on it for both encoder and decoder with

a fully connected layer between them. Bidirectional Encoder Representations from

Transformers (BERT) is one of the transformers that use Masked Language Model

(MLM) to overcome the unidirectional limitation in other models [18].

The hyperparameters of BERT-based models are tuned as shown in Table 3.16.

The sequence length value is 128 in S9 for base models and S16. The complexity of

the transformers and several layers reduce the number of epochs in the training to be
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between 10 and 64. The learning rate is 2E-5 in both two primary studies S9 and S16.

Early stopping condition is used in S9 to prevent the models’ overfitting.

ID Se
qu

en
ce

le
ng

th

N
o.

of
ep

oc
hs

Le
ar

ni
ng

ra
te

Ea
rly

st
op

pi
ng

Ba
tc

h
siz

e

Pa
ra

m
et

er
s

S9
128 base models,
50 large models 10 -32 binary

10-64 mult-iclass 2.00E-05 Yes 16

110M base model
and 340M large model

cased version

S16 128 25 2.00E-05 NA 20 NA

Table 3.16: Transformers hyperparameters

The performance of DL models depends on selecting suitable values of hyperpa-

rameters. Usually, the hyperparameters are tuned using the iterative process as in S1

where the tuning of hyperparameters starts with small values until the performance

of the network stops to improve. Another approach is used for tuning is using Scikit-

Learns inbuilt RandomizedSearch function [72] as in S12. The Grid search method

for tuning the hyperparameters is used in S16.

In primary study S4, the meta-heuristic Binary Particle Swarm Optimization

(BPSO) algorithm is used to find the optimal parameters of the DL models. Gen-

erally, the DL models use the loss function which quantifies how close the predicted

distribution is to the true distribution. In binary or multi-label classification, the

loss function is binary cross-entropy while in the multi-class problem, the categorical

cross-entropy is used. All the primary studies used Adam optimizer in their models.
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3.1.3.7 Performance Measures

In general, the performance of DL models outperforms the conventional ML models

and achieves state-of-the-art results in different domains. Table 3.17 illustrates the de-

tails of the several experiments in the primary studies such as performance measures,

number of classes, validation technique, and the used dataset. What is interesting

about the data in this table is the high variation between them that maximizes the

difficulty of comparison. Similar to conventional ML, the accuracy, precision, recall,

and f-score metrics are used in both one-label and multi-label classification problems.

For multi-label classification, hamming, zero-one, and label ranking losses are com-

puted as in S12.

The confusion matrix is one of the ways to visualize the performance of the clas-

sifiers. It allows showing the types of successes and errors of models in the validation

stage. The performance of the classifier is affected by the number of classes and the

difficulty of classifying the sentences into several classes. For example, the minimum

f-score is achieved when the model classifies the inputs into 14 classes as in S16 while

the maximum f-score is achieved when the problem is binary classification as in S3,

S9, and S17.

Generally, the performance of classification problems is evaluated using precision,

recall, and f-score. There is a limited number of studies using the confusion matrix

in reporting their results as in Figure 3.5(b). From the data in Figure 3.5(a), it is

apparent that classifying the inputs into binary classes has been investigated more than

the multi-class classification problem. The reasons might be increasing the number
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ID DL Accuracy Precision Recall F1 CM Type Validation Dataset

S1 CNN 0.81 0.82 0.82 0.81 No Binary 90 -10
89 requirements specifications

(10000 content elements)
S2 CNN - 0.81 0.79 0.77 Yes 12 classes 10-Fold PROMISE

S3 CNN 0.9105 0.9152 0.9138 0.9134 No Binary 10-Fold SeqReq
0.9259 0.9268 0.9187 0.9216 No Binary 10-Fold PROMISE

S4 CNN 0.83 - - - No Binary 90-10 PROMISE
S5 LSTM 0.715 0.717 0.715 0.7 No 10 classes 10-Fold PROMISE

S6 CNN - 0.82 0.94 0.76 -0.97 0.82 -0.92 No 5 classes Stratified
10-Fold PROMISE & SeqReq

S7 CNN - 0.81 0.83 - No Binary 10-Fold
20000 requirements, 15000

non-requirements

S9 BERT

- 0.92 0.92 0.92 No Binary Stratified
10-Fold PROMISE

- 0.79 0.77 0.82 No 10 classes Stratified
10-Fold PROMISE

S10 LSTM 0.84 - - - No Binary 10-Fold SeqReq

S12 Bi-LSTM

- 0.85 0.88 0.86 No Binary Stratified
4-fold 70:30 124 SRS, 9233 sentences

- 0.88 0.79 0.83 No 12 classes Stratified
5-fold 70:30 1782 sentences

S13 CNN 0.86 - - - No Binary 75-25 2000 requirements
S14 CNN 0.91 0.92 0.91 0.92 Yes 6 classes 70-30 1247 requirement

S15 Bi-LSTM - 0.88 0.87 - - Binary 5-fold 40 SRS, 4043 sentences
- 0.77 0.67 - - 10 classes 5-fold 1676 sentences

S16

Bi-LSTM

- 0.9 0.89 0.89 No Binary Stratified
5-fold 18,614 sentences

- 0.74 0.61 0.66 No 14 classes Stratified
5-fold 5,472 sentences

BERT - 0.82 0.82 0.81 No 14 classes Stratified
5-fold 5,472 sentences

S17 CNN - 0.93 0.93 0.93 No Binary 10-Fold 11060 sentences
S20 CNN - 0.81 0.77 0.79 No 3 classes - 5000 samples

Table 3.17: performance results of DL models

of the classes will increase the complexity of the models and produces poorer results

[73]. In addition, multi-class classification of small datasets with a limited number of

samples in every class will complicate the task.

Due to the limited number of samples in the existing datasets, all of the primary

studies split the dataset into training and validation only without using the indepen-

dent testing part. The 10-fold cross-validation approach is frequently used with the

stratification improves the performance of the classifiers as shown in Figure 3.6(b).

Nine of the reported different datasets are private which prevents other researchers

from using their dataset for the sake of improvement and comparison. The PROMISE

dataset that contains functional and non-functional requirements is used in 6 primary

studies as in Figure 3.6(a).
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((a)) Number of classes ((b)) performance metrics

Figure 3.5: Number of classes and used performance metrics in the primary studies

((a)) Used dataset ((b)) Evaluation techniques

Figure 3.6: Used dataset and evaluation techniques in the primary studies

3.1.4 Open Challenges for Future Research

In this section, we address the limitations and issues to answer the fourth question.

The limitations and issues are illustrated and categorized into several parts as follows:

3.1.4.1 Issues related to the dataset

DL techniques can process large datasets perfectly, however, all publicly available

datasets are considered as small datasets. Annotating different SRS from different

domains by domain experts will advance the research in the requirement classification

field. The main challenge is that labeling the dataset manually is time and effort-
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consuming.

Since labeling manually is a challenging task, several techniques have been pro-

posed to replace manual annotations with automatic labeling such as unsupervised,

semi-supervised, or active learning. Unsupervised techniques can be used to find hid-

den patterns in the unlabelled dataset. The active learning technique can interact

with the user to label the unlabelled samples.

Few studies have investigated the multi-label requirements classification problem.

The requirement can have more than one label at the same time. The requirements

can be separated into fine-grained sentences to minimize the number of labels in one

sentence. Labeling the requirement with multi-labels is one way to mitigate the issue

of labeling difficulty in some classification problems as functional and non-functional

classification.

The publicly available datasets mainly target functional and non-functional re-

quirements only. The lack of a dataset that is annotated with different labels from

different scopes. The requirements can be classified into levels: high level such as

usability, low level such as buffering and caching, and intermediate-level such as log-

ging and authentication [52]. Another requirements classification that can be inves-

tigated are volatile/ stable requirements, goal-level/domain-level requirements, and

product/process requirements.

All the available datasets consist of sentences only, but the SRS documents have

plenty of extra information such as tables, headings, and figures. Manual processing

is used to extract requirements from a document. Automating the extraction and

classification of the requirements from the original SRS will minimize the burden
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from the user side.

The most popular dataset is PROMISE which consists of 15 software requirements

specifications written in the academic domain. Mitigating the external validity and

increasing the validity, annotating SRS documents that represent the academic and in-

dustrial fields. In addition, the SRS documents are domain-specific that can represent

health, finances, etc.

The difference between the trained and tested dataset distribution has not been

investigated. The generality of the model needs to be improved to tackle different

sources of the datasets. The dataset shift could be the cause of the high error rate

when the model is tested on unseen data. The variation between the training and

testing dataset can be the source (academic-industrial), domain (health - electronic

commerce). Three types of shifts that occur in the independent variable (input),

target variable (output), or the relationship between the independent and the target

variable (input to output) can be validated.

All the available datasets are imbalanced where the difference between the num-

ber of samples of the classes is high. Some techniques can improve the results and

minimize the bias of the imbalanced dataset such as class weight as in S5 S15 S16,

oversampling S9, and random undersampling S9 S12 or undersampling with using

clustering algorithm as in S1. The aforementioned strategies are considered simple

and use the same samples in the dataset. Another way of dealing with the imbalanced

or limited size of the dataset is using data augmentation, which aims at creating novel

and realistic-looking training data by applying a transformation to an example, with-

out changing its label. Several augmentation strategies can be used on texts such as
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back-translation or word replacing with TF-IDF.

3.1.4.2 Issues related to the preprocessing and feature representation

To process the text by the classifier, the input needs to be converted to numbers using

a tokenizer. There are three types of tokenization methods: word-based, sub-word-

based, and character-based tokenizers. Examples of tokenizers that can be empirically

tested are Byte-Pair Encoding (BPE), WordPiece, and SentencePiece algorithms. The

impact of different NLP preprocessing steps on the results of DL algorithms has not

been investigated. There are different stemmer and lemmatizer tools that might affect

the final results of the DL classifiers.

The pre-trained word embedding trained on SRS source language and applied

in SRS with target language have not been researched in the literature. There are

several word embedding (BERT, Glove, Word2Vec, ELMo, and FastText) and several

DL techniques (CNN, RNN-GRU, RNN-LSTM, RNN-BiGRU, RNN-BiLSTM, and

Pre-trained models). Limited research has been found that empirically investigates

the right combination between the word embedding and DL algorithms [74].

No previous study has investigated character embedding in software requirement

classification. There many advantages of using character embedding instead of words

such as small vocabulary to store and the lack of OOV problem. In addition, the

character embedding is capable of processing the sub-words especially with misspelled

words that consider unknown words in a word embedding. Hybrid embedding using

word and character embedding utilizes the advantages of both levels.

52



3.1.4.3 Issues related to DL models

Transferring learnt knowledge in task or domain to another task or domain is called

transfer learning. There are many types of transfer learning in NLP, such as domain

adaptation, cross-lingual learning, multi-task learning [60]. Since we are dealing with

a lack of labeled data, transfer learning is an excellent technique that can be used to

train our model. Transferring the weight from the pre-trained models in rich resource

problems or language to initialize the weight of the model to be trained on low-resource

problems or language. In other words, it means additionally training a model that

was trained for the task which is slightly different from the current.

Due to the limited number of samples in the available datasets, overfitting is one of

the main challenging threads. To minimize the impact of overfitting, several regular-

ization approaches were used such as dropout and l2 norm regularizer as in [14], [75].

The dropout is the common approach in our primary studies where some of the units

are dropped (ignored) in the network. Early stopping condition is another approach

to prevent the overfitting issue by monitoring the specified metric and stopping the

training after a patience number of iterations without improvement. One drawback

of the early stopping condition is that the approach can not guarantee the returned

model is the best one. The model checkpoint is more flexible than the early stopping

condition by saving the best model on the validation dataset. The early stopping

condition is used in S12 S9 while the model checkpoint is used only in S12. The l2

regularizer with 0.01 has been used in S14.

One of the main challenges in software requirement classification is the long se-
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quence of the input that complicates the task by encoding irrelevant information.

Unsimilar to the tweets or limited length of reviews, the sentences of SRS can be

tens of words. To tackle this issue, an attention mechanism is used to assign different

weights to the regions of the long variable input. Combining the LSTM and attention

mechanism improves the f-score in identifying and classifying Architecturally Signifi-

cant Functional Requirements as in S12 and S16.

Transformer models have taken the field of natural language processing, changing

it significantly. New, bigger, and better models seem to be released quite frequently,

setting new benchmarks in performance across a wide variety of tasks. The trans-

former is a model that uses attention to boost the speed with which these models

can be trained. In several tasks, the transformers outperform the google neural ma-

chine translation model. The most significant advantage, though, stems from how

the transformer lends itself to parallelization. There are several transformers such

as Bidirectional Encoder Representations from Transformers (BERT) [18], Universal

Language Model Fine-tuning (ULMFiT) [76].

Tracing the impact of training samples on DL models’ performance on testing sam-

ples is difficult due to the complex models and a large number of features. Estimating

the influence of the training examples enables us to find high-value or mislabelled

training data [77].

Generally, DL models need a large dataset to perform well, but sometimes the

labeled samples are not available or costly. Zero-shot or few-shot learning are mainly

trying to handle the problem of limited or infrequent classes which occurs in most

SRS documents that contain imbalanced classes. The few-shot and zero-shot aspects
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with multi-label problems are explored in [78].

3.1.4.4 Issues related to experiments setup

Generally, there is a lack of detailed description of the important hyperparameters

and the seeds which prevent reproducibility. The reproducibility or replicability of

the experiments is considered one of the main factors in scientific fields which help in

comparing different results accurately. Since DL models have several hyperparameters,

it is important to clarify all of them by using one seed for all data splitting, data

sampling, used framework, and randomness of dropout. Another way of dealing with

the randomness is repeating the number of experiments for specific number of times

as in S14.

3.1.5 Threats to Validity

Since our research is vulnerable to several threats to validity, we are using different

mitigation procedures. In this section, the threats and mitigation are elaborated

in detail. The bias of selecting the primary studies is minimized by using different

keywords of search strings and database searches for collecting them such as the web

of science and Scopus. In addition, we used forward and backward snowballing to

guarantee the relevant papers are included in our primary studies.

Another potential limitation is the subjective data extraction to answer the main

research question. The variation of expressing the research questions, objectives, re-

sults, and conclusions in the primary studies might hinder the extraction of the re-

quired information. To mitigate the impact of this limitation, we used the iterative
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process and matching between the selected primary studies.

3.1.6 Conclusions

Recently, deep learning approaches for classifying natural language sentences gained

more attention and achieved state-of-the-art results in different fields. In this section,

we surveyed the papers that applied deep learning techniques in requirements clas-

sification. PROMISE dataset is the one that is highly used in the literature. The

lack of a large labeled dataset is one of the main challenges in the RE community.

The methodology of applying deep learning techniques starting from preprocessing,

word representation, hyperparameter tuning, and evaluation reporting have been elab-

orated.

Representing features using common statistical text representation such as (BoW)

have not been used widely compared with complex representation as (Word2Vec). The

CNN models are the most frequent deep learning classifiers and achieved high results

in different problems of requirements classification. Several gaps were addressed in the

literature and new directions were highlighted regarding the structure of the dataset

or the DL models.

In conclusion, this review has explored several opportunities to improve the quality,

generality, and performance of the DL requirement classifiers. The findings suggest

several courses of action for unifying the dataset usage and performance measures to

facilitate reproducibility and comparison.
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3.1.7 Primary Studies List:

• S1: J. Winkler and A. Vogelsang, Automatic Classification of Requirements

Based on Convolutional Neural Networks, in 2016 IEEE 24th International Re-

quirements Engineering Conference Workshops (REW), Beijing, China, Sep.

2016, pp. 3945, doi: 10.1109/REW.2016.021.

• S2: R. Navarro-Almanza, R. Juarez-Ramirez and G. Licea, "Towards Supporting

Software Engineering Using Deep Learning: A Case of Software Requirements

Classification," 2017 5th International Conference in Software Engineering Re-

search and Innovation (CONISOFT), Merida, Mexico, 2017, pp. 116-120, doi:

10.1109/CONISOFT.2017.00021.

• S3: A. Dekhtyar and V. Fong, RE Data Challenge: Requirements Identification

with Word2Vec and TensorFlow, in 2017 IEEE 25th International Requirements

Engineering Conference (RE), Lisbon, Portugal, Sep. 2017, pp. 484489, doi:

10.1109/RE.2017.26.

• S4: Bisi, Manjubala, and Kirti Keskar. "CNN-BPSO approach to Select Optimal

Values of CNN Parameters for Software Requirements Classification." 2020 IEEE

17th India Council International Conference (INDICON). IEEE, 2020

• S5: Rahman, Md Abdur, et al. "Classifying non-functional requirements using

RNN variants for quality software development." Proceedings of the 3rd ACM

SIGSOFT International Workshop on Machine Learning Techniques for Software

Quality Evaluation. 2019.
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• S6: Baker, Cody, et al. "Automatic multi-class non-functional software require-

ments classification using neural networks." 2019 IEEE 43rd annual computer

software and applications conference (COMPSAC). Vol. 2. IEEE, 2019.

• S7: Winkler, Jonas Paul, Jannis Grönberg, and Andreas Vogelsang. "Optimizing

for recall in automatic requirements classification: An empirical study." 2019

IEEE 27th International Requirements Engineering Conference (RE). IEEE,

2019.

• S8: Sabir, Maliha, Christos Chrysoulas, and Ebad Banissi. "Multi-label Classi-

fier to Deal with Misclassification in Non-functional Requirements." World Con-

ference on Information Systems and Technologies. Springer, Cham, 2020

• S9: Hey, Tobias, et al. "NoRBERT: Transfer learning for requirements classi-

fication." 2020 IEEE 28th International Requirements Engineering Conference

(RE). IEEE, 2020

• S10: A. Kobilica, M. Ayub, and J. Hassine, Automated Identification of Security

Requirements: A Machine Learning Approach, in Proceedings of the Evaluation

and Assessment in Software Engineering, Trondheim Norway, Apr. 2020, pp.

475480, doi: 10.1145/3383219.3383288.

• S11: J. P. Winkler and A. Vogelsang, What Does My Classifier Learn? A Visual

Approach to Understanding Natural Language Text Classifiers, in Natural Lan-

guage Processing and Information Systems, vol. 10260, F. Frasincar, A. Ittoo,

L. M. Nguyen, and E. Métais, Eds. Cham: Springer International Publishing,
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2017, pp. 468479.

• S12: R. Chatterjee, A. Ahmed, and P. R. Anish, Identification and Clas-

sification of Architecturally Significant Functional Requirements, in 2020

IEEE Seventh International Workshop on Artificial Intelligence for Require-

ments Engineering (AIRE), Zurich, Switzerland, Sep. 2020, pp. 917, doi:

10.1109/AIRE51212.2020.00008.

• S13: F. Petcuin, L. Stnescu, and C. Bdic, An Experiment on Automated Re-

quirements Mapping Using Deep Learning Methods, in Intelligent Distributed

Computing XIII, vol. 868, I. Kotenko, C. Badica, V. Desnitsky, D. El Baz, and

M. Ivanovic, Eds. Cham: Springer International Publishing, 2020, pp. 8695.

• S14: Shreda, Qais A., and Abualsoud A. Hanani. "Identifying Non-functional

Requirements from Unconstrained Documents using Natural Language Process-

ing and Machine Learning Approaches." IEEE Access (2021)

• S15: P. R. Anish, A. Sainani, A. Ahmed, and S. Ghaisas, Implementation-

Centric Classification of Business Rules from Documents, in 2019 IEEE 27th

International Requirements Engineering Conference Workshops (REW), Jeju

Island, Korea (South), Sep. 2019, pp. 227233, doi: 10.1109/REW.2019.00047.

• S16: Sainani, Abhishek, et al. "Extracting and Classifying Requirements from

Software Engineering Contracts." 2020 IEEE 28th International Requirements

Engineering Conference (RE). IEEE, 2020.

• S17: Jeon, Kahyun, Ghang Lee, and H. David Jeong. "Classification of the Re-
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quirement Sentences of the US DOT Standard Specification Using Deep Learn-

ing Algorithms." International Conference on Computing in Civil and Building

Engineering. Springer, Cham, 2020

• S18: Fischbach, Jannik, et al. "Towards Causality Extraction from Require-

ments." 2020 IEEE 28th International Requirements Engineering Conference

(RE). IEEE, 2020.

• S19: Winkler, Jonas Paul, and Andreas Vogelsang. "Using tools to assist iden-

tification of non-requirements in requirements specificationsa controlled experi-

ment." International Working Conference on Requirements Engineering: Foun-

dation for Software Quality. Springer, Cham, 2018.

• S20: Merugu, R. Raja Ramesh, and Satyananda Reddy Chinnam. "Automated

cloud service based quality requirement classification for software requirement

specification." Evolutionary Intelligence (2019): 1-6

• S21: Onyeka, Emebo, Vaibhav Anu, and Aparna S. Varde. "Identifying implicit

requirements in SRS big data." 2019 IEEE International Conference on Big Data

(Big Data). IEEE, 2019

3.2 Arabic Software Requirements Classification

The literature have been surveyed to explore the related work on automated software

requirements classification, Arabic sentences classification, and different application

that used automatic machine translation.
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Previous studies have explored the capability of rule-based methods that based

of linguistic analysis in software requirements classification. The rules that can capture

different syntactic patterns to classify the sentences into groups or categories. In [5],

[79], the researchers proposed rule-based approach that classify the requirements using

terms indicators and their probability. They used soft-goal interdependency graphs

to extract the list of indicator terms for each each category. A threshold has been

proposed to classify the requirements based on the their calculated probability that

indicates keyword density. They achieved an overall recall of 79.9% and poor precision

of 42.5%.

An approach Text2Policy was proposed in [80] that used syntactic and seman-

tic analysis to extract security sentences from software specification documents. The

model used rules to validate the correctness and consistency between the access re-

quests with access control policies in the document. The Text2Policy model score

an F-score 0.89 in detecting access control sentences and accuracy 0.86 in extracting

rules from iTrust and IBM projects. Although the rule-based approaches have several

advantages but the capability to tackle large number of samples is limited.

The vast majority of recent studies on software requirements classification have

applied a machine learning approaches due to their capability of evolving and

adopting statistical rules. Recently, a review based on 24 primary studies was con-

ducted in identification and classification of NFR using traditional ML techniques [8].

The review found that SVM and naive bayes (NB) are the most classifiers had been

used in the literature. Stemming and stop words removal were the highest usage

among NLP steps for text preprocessing.
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In classifying the requirements into functional and non-functional requirements, a

supervised machine learning using different features such as meta-data, lexical, and

syntactical features scored high precision and recall of up to 92.5% in [10]. The SVM

classifier was received preprocessed phrases that had been stripped of punctuation

and stop words, as well as lemmatized words. The sampling techniques have been

used along with feature selction to minimize the large number of features. The binary

SVM classifier achieves an F-score between 0.72 and 0.90 while the multi-class SVM

classifier achieves an F-score between 0.70 and 0.82.

The well-known PROMISE dataset had been annotated to be four categories in-

stead of only functional and non-functional requirements in In [27]. The four categories

are functional, quality, both functional and quality, or neither functional nor quality.

The classifier that similar to [10] had been assessed in different experimental set-

tings to be able to interpret the classification results by exploring the classifier’s inner

workings. by using the simple and general rules of linguistic features, the researchers

proposed interpretable classifier that enables to derive 17 linguistic features.

A comparison between supervised and unsupervised machine learning in classifying

the non-functional requirements have been presented in [81]. The results showed that

supervised classifier Binarized Naïve Bayes (BNB) performed better than unsupervised

classifiers. The impact of advanced preprocessing had been investigated by comparing

the performance of BNB classifier on processed and unprocessed inputs. The advanced

preprocessing improved the precision from 45% to 90%. The classifier in [9] was

utilized after the features were extracted from an unprocessed and processed dataset.

The classifier was able to classify a processed dataset 95.04% with a 4 percent better
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F-score than an unprocessed one 89.92% in binary classification. The goal of this

preprocessing was to reduce inconsistencies across requirements and enhance phrases

with related properties.

Recently, researchers have shown an increased interest in applying deep learning

techniques. The Artificial Neural Network (ANN) and CNN have been proposed to

classify five non-functional categories: operability, performance, maintainability, us-

ability, and security in SeqReq and PROMISE datasets [82]. The CNN outperformed

the ANN with precision ranging from 82% to 94%, recall ranging from 76% to 97%,

and F-score ranging from 82% to 92% according to their findings.

The CNN model was proposed to classify 10,000 sentences extracted from 89 soft-

ware requirement specifications as requirement or information in [32]. The words were

converted to numerical vectors using word2vec and the model achieved an F-score of

up to 92%. They used the known terms retrieved from the dataset to interpret the

classification of the model. A comparison between different artificial neural networks

such as convolutional neural network (CNN) and two recurrent neural networks (RNN)

variants, Gated Recurrent Unit (GRU) and Long Short-Term Memory (LSTM) have

been used to classify nonfunctional requirements [13]. To increase the performance

of the classifier, the researcher employed the word2vec method and pre-processing

techniques such as lemmatization and stop words removal. The LSTM outperformed

CNN and LSTM with an average accuracy, precision, recall, and F1-score of 71.7%,

71.5%, 70%, and 71.5% respectively.

Since most of the datasets in software requirements classification are small and the

proposed models are not generalizable, the researchers proposed transformers-based
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approaches in [30]. The proposed models were evaluated in classifying requirements

into function and non-functional and classifying the non-functional requirements into

several sub-categories. The transformers-based models outperform all other models

that do not rely on manual preprocessing. Using transfer learning techniques, the

result has been improved by 15% in some tasks. Apparently, all the previous reported

papers have been targeting different SRS documents written in English language ex-

cept the research in [32] which used SRS documents written in German language.

There has been no work done in the requirements classification written in Arabic

language.

Since there is a lack of research in classifying Arabic software requirements, we

have reviewed main directions in classifying Arabic texts such as sentiment analysis.

The majority of the researches that classify Arabic sentences are mainly related to

sentiment analysis. Arabic sentiment analysis has long been overlooked by scholars.

Early Arabic sentiment research, such as those published in [83], other papers proposed

and compared different techniques for Arabic sentiment as in [84]–[86].

Recently, comprehensive research presented comparative review of the various

methodologies on sentiment analysis [87]. They compared a wide range of models on

three benchmark datasets in their research. Their findings reveal that deep learning

models paired with word embeddings outperform traditional machine learning models

such as SVMs significantly. However, their results conclude that using a transformer-

based language model produces superior outcomes than using a word-embedding-based

deep learning model architecture. On all three benchmark datasets studied, they show

that using a fine-tuned AraBERT [88] outperforms all current conventional and deep

64



learning models.

In [89], Mihalcea et.al. employed an English-Romanian dictionary to mechanically

build a Romanian subjectivity lexicon. The vocabulary that created was then uti-

lized to categorize Romanian text. The translation was conducted by employing two

bilingual dictionaries. Another research was performed on machine-translated texts

to evaluate the efficacy of using statistical sentiment analysis methodologies [90].

Another study examines the influence of translation on sentiment using source

text from the Arabic language, manual and automatic translations, and both manual

and automatic sentiment assignments [91]. They use Arabic social posts dataset to

show that sentiment analysis of English translations of Arabic documents provides

comparable findings. In addition, automatic translated English sentiment lexicons

benefits Arabic sentiment analysis systems. There is no study in the literature that

addresses the topic of Arabic requirements classification. Most of the studies mainly

targeting the requirements classification written in English.

3.3 English Software Requirements Classification

In this section, we present the related work on automated software requirements clas-

sification. Both the traditional and deep learning techniques are discussed. We first

introduce the works that are related to the binary classification task. This is followed

by discussions on multiclass and multilabel classification tasks.
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3.3.1 Binary Classification

Among the earliest works on automatic requirements classification were presented by

Cleland-Huang et al. [5], [79]. The classification of text into functional and non-

functional requirements using ’term indicators’ and their probability was proposed

in [5], [79]. They extracted some keywords from soft-goal interdependency graphs to

be used in requirements classification. Then, the probability value, which represents

keyword density, was used to measure the likelihood that the requirement belonged

to one of the NFR classes. Before the requirements were classified, the sentences were

preprocessed to decrease the number of keywords by stemming and stopword removal.

Hussain et al. [9] used the C4.5 decision tree learning algorithm for requirements

classification based on combining keyword features such as adjective keywords and

syntactic features such as the number of adjectives and adverbs using the Stanford

Parser to extract features and stem the words. Support vector machines (SVMs)

classifier with metadata, lexical, and syntactical features have shown higher precision

and recall of up to 92.5% in classifying functional and non-functional requirements [10].

The random undersampling technique was used in binary classification to balance

the two-class samples. The supervised classifier receives the sentences after they are

preprocessed by removing punctuation and stopwords and lemmatizing the words.

Because of the large number of features, the researchers used a scoring classifier to

measure feature importance before selecting the best features.

The preprocessing impact on binary requirements classification was investigated

in [81]. The researchers used the classifier in [9] after extracting the features from an
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unprocessed and processed dataset. In binary classification, the authors reported an

increase of approximately 5% compared to using unprocessed text. The objective of

the dataset processing was to minimize the inconsistency between the requirements

specifications and enrich the sentences with similar features.

The impact of using vectorization methods was investigated with different clas-

sifiers on only four categories of the PROMISE dataset [92]. Several preprocessing

techniques were applied, such as lemmatization, case folding, and non-alphabetical

word removal. Four classifiers and six vectorization methods were evaluated in the

binary classification task.In [30], the researchers used the bidirectional encoder repre-

sentations from transformers (BERT) language model to maximize the generalization.

Their proposed model NoRBERT minimizes the required number of epochs to train

the models. For binary classification, their results were lower than SVM, as presented

in [10], but better in terms of preprocessing and feature engineering.

Several experiments were conducted in [44] using naïve Bayes (NB) and convo-

lutional neural networks (CNNs) to classify requirements into functional and non-

functional categories. Word count and TF-IDF representations were used with naïve

Bayes, whereas random and pre-trained embeddings such as Word2Vec were used with

CNNs. CNN with word2vec outperformed the other classifiers. The deep learning ap-

proach was utilized to classify the sentences into requirements or ’information’ by

CNNs [32]. They compute the difference between the two classes with respect to the

known words collected from the dataset.

67



3.3.2 Multiclass and Multilabel Classification

The approach described in [10] for binary classification was used for multiclass clas-

sification. Four NFR classes: usability, security, operational, and performance were

selected to evaluate the technique. The approach requires removing punctuation,

stopwords, and word lammetization.

A rule-based approach using thematic rules was proposed to classify NFRs into

sub-classes and prioritize them based on their occurrence in multiple NFR classes [93].

The 10 NFR classes in the PROMISE dataset were classified by unsupervised and

supervised classifier in [81]. Binarized Naïve Bayes (BNB), which is a supervised

classifier, outperformed the unsupervised classifiers. The preprocessing on the dataset

doubled the result of BNB in terms of precision and recall.

For multilabel classification, Dalpiaz et al. [27] relabeled the PROMISE dataset

into four categories: functional, quality, both functional and quality, or neither. Their

classifier resembles the classifier in [10] and was evaluated in different experimental

settings. Due to the large number of features required to classify the requirements,

it is arduous for human analysts to interpret the classification results by exploring

the classifier’s inner workings. This motivated the researchers to derive simple and

general linguistic-based rules for feature extraction.

A novel information retrieval-based solution for classifying the requirements was

proposed in [94]. The Latent Dirichlet Allocation for Requirements Classification

(LDARC) approach uses an information retrieval-based solution to classify and map

software requirements [94]. The four categories of NFRs which are operational, per-
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formance, security, and usability were selected to evaluate several classifiers and vec-

torization methods in [92]. The results showed that some types of NFRs, such as

’operational’ category, are more difficult than other types. The authors recommended

the usage of part-of-speech tags to enhance a classifier’s performance.

Recently, deep learning systems have shown promising results in requirements

classification tasks. A CNN-based deep learning system for requirements classification

was presented in [15]. Pre-computed word embeddings using word2vec were used along

with CNNs to automatically classify 12 functional and non-functional requirements

categories. Another paper discusses the Artificial Neural Network (ANN) and CNN to

classify only five non-functional categories: maintainability, operability, performance,

security, and usability using two well-known datasets [82]. Their results showed that

CNN achieved higher precision, recall, and F1-score. NoRBERT, proposed in [30],

which is based on the BERT language model, was evaluated in multiclass with four

categories and all NFRs. The approach outperforms all the approaches that do not

use manual preprocessing in their methodology. Using transfer learning improved the

result by 15% in some tasks.

CNN and two variants of RNN—gated recurrent unit (GRU) and long short-term

memory (LSTM)—were compared in classifying 10 NFR categories in [13]. The re-

searcher used the word2vec algorithm and pre-processing steps such as lemmatization

and stopword removal to improve the performance of the classifier. The LSTM outper-

formed CNN and GRU models. In [95], the researchers investigated the identification

of all the classes in the PROMISE dataset in requirements specification documents

by using the word2vec model and common keywords. Before identification, several
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preprocessing steps were conducted using stopword removal and lemmatization. To

minimize human manual effort, the word2vec model was pre-trained on Wikipedia

text data before it was used to compute the similarity distance between popular NFR

keywords and requirements statements.

There are limited studies that tackle the issue of multilabel classification, i.e.,

having more than one label for a given requirement text. Dalpiaz et al. [27] adopted

a quality-oriented approach in [96] to model NFRs as quality goals and relabeled the

PROMISE dataset into four categories, one of which had both functional and quality

annotation for the specific requirement. Another dataset called CONCORDIA RE

is annotated with multiple labels based on a requirements ontology modeled using

the Web Ontology Language (OWL) in [97]. They used an SVM classifier to classify

functional and six NFR classes.

The PROMISE dataset was labeled to represent the multilabel requirements clas-

sification problem in [45] and several classifiers were proposed, such as k-nearest

neighbor (KNN), NB, and SVMs. Their approach targets requirements identifica-

tion in unstructured texts and classifies the extracted sentences into functional and

NFR statements. Ramadhani et al. proposed a fuzzy similarity approach with KNN

(FSKNN) with a semantic factor by measuring the correlation between the hypernyms

and synonyms with NFR categories [98]. Semantic-FSKNN improves the performance

in terms of accuracy and Hamming loss compared with the original FSKNN method.
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3.4 Data Augmentation in Software Requirements

Several augmentation techniques have been proposed in the area of image process-

ing to solve the problem of scarcity of images that labeled for training the machine

learning models. different techniques such as rotation, mirroring, contrast adjustment

can be used to generate images from the originals. Advanced image augmentation

technique use Generative Adversarial Networks (GAN) to generate augmented images

that improve the performance of the deep learning models [99]

Unfortunately, applying the image augmentation in text is not an option because

of the semantic of the features (words). The main challenge in augmenting the text is

preserving the semantic of the text while changing the words. Different text augmen-

tation techniques have been introduced such as padding, noise injection in training

RNN and CNN models [100]. Another technique used four operations: random in-

sertion, random deletion, random replacement and random swapping to improve the

classification and prevent the model from overfitting [2].

A domain-specific technique use thesaurus to increase training performance by

replacing words with their synonyms [101]. These techniques can not be used to

different domains that rely on different terminologies. Recently , a new augmentation

technique (CUSTOM) in software requirement domain have been proposed that based

on concatenate two sentence from the same category after the sentences are sorted.

The technique is preserving the main keywords in the same class but the augmented

sentences might lose their meaningful meaning. Most of the studies in the literature

augmenting text without targeting the requirements classification written in English.
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CHAPTER 4

AN END-TO-END DEEP

LEARNING SYSTEM FOR

REQUIREMENTS

CLASSIFICATION USING

RECURRENT NEURAL

NETWORKS

4.1 Introduction

In this chapter, we are going to design a BiGRU-based deep learning system that

uses raw word or character sequences as input. This design alleviates the need for
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complex NLP-based feature engineering. BiGRU-based deep learning systems have

shown promising results in other NLP and machine learning tasks but have not yet

been adequately researched in relation to requirements classification. Moreover, we

also present multilabel classification, in addition to both binary and multiclass clas-

sification, which has also been inadequately researched thus far. The BiGRU-based

deep learning system will be designed with consideration of data scarcity issues that

impact the performance of the classifier.

4.2 Research Design

In this section, we present the research questions. Next, we discuss the dataset used

in the study. Finally, we discuss the research methodology used in the study. The

details are as follows:

4.2.1 Motivation

Existing studies use different feature extraction and feature selection techniques to

classify natural language requirements into functional and non-functional require-

ments. In this study, minimizing the usage of NLP processing is one of our goals

in classifying the requirements. As a result, we investigate using raw texts as features

for requirements classification. Raw text can be fed to the model in many ways. In

the simplest form, raw text can be seen as a sequence of characters or words. Using

words as tokens has a benefit over character tokens from the point of view that words

have inherent meaning, whereas characters do not have such meaning. However, us-
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ing the word sequence as an input requires building the input vocabulary which can

lead to the Out-of-Vocabulary (OOV) problem, i.e., words in the test set that were

not seen during the training. It leads to a large vocabulary size with thousands of

unique words. Additionally, misspelled or unlemmatized words will not be handled

appropriately.

Using character sequences as input, on the other hand, does not suffer from the

OOV problem. In the case of character sequence, the vocabulary consists only of

unique characters of a language and digits in addition to few special symbols (e.g.,

in English, there are 26 characters and 10 digits). Moreover, it may be possible for a

character sequence to deal with misspelled words. For raw text to be used as input to

a machine learning model, we may need a deeper system that can learn the features

automatically from the raw text. BiGRU-based deep learning systems can be used

in such sequence classification tasks where we can utilize the context from both the

directions.

In this chapter, we also investigate the multilabel requirements classification prob-

lem. One requirement may be labeled by more than one type of non-functional or

functional requirement. For example, a requirement can be separated into fine-grained

sentences that have one, two, or three labels, as shown in Figure 4.1. Annotating the

sentences with multiple labels is considered one of the ways to mitigate the issues

associated with single labeling in requirements classification.
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Figure 4.1: A sample requirement from the PROMISE dataset is separated into three
sentences with multiple labels.

4.2.2 Research Methodology

In this subsection, we present the main steps that will be followed to achieve the study

objectives. First, the characteristics of the datasets used for experiments are presented

before explaining the deep learning architecture. Then, the training and evaluation

approaches for all the experiments are detailed.

We performed four different tasks as listed below:

• Task 1: Binary classification of requirements into functional and non-functional.

• Task 2: Multiclass classification of requirements into different non-functional

categories. We performed experiments classifying non-functional requirements

into four, five, and ten classes.

• Task 3: Multilabel binary classification of requirements into functional and non-

functional.

• Task 4: Multilabel multiclass classification of requirements into functional and

different non-functional categories.
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The original sentence is tokenized by dividing the sentence into individual words.

Then the punctuation tokens, such as dots, are removed from the sentences because

they do not affect the classification task. Similarly, the letter case should not affect the

class of the requirements. For example, word ’the’ written as ’The’ in the beginning

of the sentence should not influence the different requirement classes. Accordingly,

case-folding is applied after punctuation removal. The ultimate goal of using case-

folding is minimizing the number of unique words that need to be embedded. Since

the data scarcity has affected the requirement classification, lowering the case of the

letters mitigate the overhead of the trained words and minimize the number of the

unknown words. Although the process of case-folding can add ambiguity in some cases

but these cases can be considered as rare cases.

Figure 4.2: Steps of minimal pre-processing using word and character sequences.

After normalizing the letter case, dictionaries of the words and characters are built.

Every word in the word sequences has a unique integer number. The size of the word
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dictionary depends on the number of unique words in the corpus and the size of the

character dictionary is only 38 tokens. The 38 tokens are 26 alphabetic tokens, 10

numbers from 0 to 9, a space and zero for padding. The words or characters are en-

coded as a sequence of integers that represent the original sentence. The preprocessing

steps for words as tokens or characters as tokens are illustrated in Figure 4.2.

In contrast to CNN, which is well-known in the image processing area, RNNs are

very popular for sequential tasks such as text classification, spam filtering, document-

level sentiment classification, and speech tasks [102]. RNNs provides a way of treating

a sequence of data by preserving their contextual information [65]. RNNs are suitable

for text of variable length and is a widely used architecture for NLP tasks [66].

The vanishing gradient problem complicates RNN model learning and tuning. To

solve the vanishing gradient problem, the most often used RNN variants are Long

Short-Term Memory (LSTM) [103] and Gated Recurrent Units (GRU) [68]. The

GRU variant has fewer parameters, is less complex, and involves fewer computations

than the LSTM architecture. This is especially useful on smaller datasets, as in our

case. In addition, GRUs can effectively record and reset the context information in

the text, require fewer epochs and has shown to outperform LSTMs in many NLP

tasks [104].

The GRU architecture introduces two gates: a reset gate r that regulates the

integration of new input with the prior memory and an update gate z that controls

the preservation of prior memory. The following four Eqs. 4.1, 4.2, 4.3, and 4.4 are

the transition functions in GRU’s hidden state h:
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rt = ℘(W rxt + V rht−1 + br) (4.1)

zt = ℘(W zxt + V zht−1 + bz) (4.2)

ĥt = tanh(W cxt + V c(rt � ht−1)) (4.3)

ht = (1 − zt) � ht−1 + zt � ĥt (4.4)

where the parameters of the model are W , V and b, and are learnt during the training

of the model at every step of t.

A bidirectional recurrent neural network (Bi-RRN) utilizes the information from

the input in forward and backward directions which helps in the training stage [69].

Moreover, BiGRU is widely used in many fields such as text analysis, especially in

the context of semantics [105]. The forward and backward GRU produces the token

representation that is concatenated. The number of BiGRU layers and the number of

neurons are tuned in all experiments using the trial and error approach.

After this, the embedding layer will be the next layer. The embedding represents

the encoded words or characters in dense vector representation. The encoded positions

of the words or characters are learned from the dataset instead of using pre-trained

models such as word2vec [106] or GloVe [61]. Next, BiGRU receives the sequence

of word or character embedding. The fully connected layer or dense layer is used

after the BiGRU layers to add non-linearity to the model. The ReLU activation

function is used in the dense layer to help the model converge within a few epochs.

Then, dropout is used to prevent overfitting. Dropout is a common approach in the
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literature where some of the units are randomly deactivated in the network during

training. The output layer is the last layer in the proposed models which is has

one unit with sigmoid activation for binary classification, multiple units with sigmoid

activations for multilabel classification, and multiple units with softmax activation for

multiclass classification.

During training, we use the cross-entropy loss function. This means that we quan-

tify how close the predicted distribution is to the true distribution using formula 4.5:

H(p, q) =
∑

x

p(x) log q(x) (4.5)

In binary and multilabel classification, we use binary cross-entropy but in multi-

class classification, we use categorical cross-entropy. The Adam optimizer is used as

recommended in the literature [107]. After this, the training and evaluation will be

conducted using a 10-fold cross-validation strategy. Finally, the evaluation measures

will be computed based on the classification results.

4.2.3 Datasets

In this subsection, we present the datasets used in the experiments. We experi-

mented with three publicly available datasets for software requirements classification

the PROMISE dataset, the mullti-label PROMISE dataset, and the EHR dataset.

Accessibility to these datasets by different researchers facilitates a degree of objec-

tivity when comparing different techniques reported in the literature. The variations

between the PROMISE and EHR datasets in terms of the number of labels, size, and
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domain type enable a comprehensive evaluation and the possibility to assessing the

generalization capabilities of the system. The details are as follows:

4.2.3.1 PROMISE

The PROMISE dataset is the most well-known dataset related to requirements classifi-

cation in the literature [8]. It contains 625 functional and non-functional requirements.

In these sentences, 255 are functional and 370 are non-functional requirements which

are further sub-divided into various categories.

We perform three different classification tasks using the three datasets: binary,

multiclass, or multilabel. The multilabel setup was experimented with Multilabel

PROMISE and EHR datasets as discussed in the next sections. In binary classifi-

cation we classify requirements into functional and non-functional. In the multiclass

modality, we have three sets of NFR subcategories: four, five, and ten classes. In the

literature, some studies select the most frequent classes that have the highest number

of samples, either four classes [10], [30] or five classes [82]. Most studies use ten classes

of NFRs after removing the portability class because it has only one sample [13], [15],

[81]. Throughout this chapter, the abbreviations PROMISE NFR4, PROMISE NFR5,

and PROMISE NFR10 are used to denote the number of classes of non-functional re-

quirements. Table 4.1 illustrates the details of the modalities and classes using the

PROMISE dataset. The third column of the table indicates the number of samples

in a specific category. The number of non-functional requirements is greater than the

number of functional requirements. The fourth and fifth columns refer to the average

of the sentence length in word and character count. The ’maintainability’ class has
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Modality Name Class Name No. of samples Avg. count of words Avg. count of characters

Binary Functional (F) 255 12.55 87.82
Non-functional (NF) 370 13.45 91.89

Multiclass (Four)

Operational (O) 62 14.03 98.17
Performance (PE) 54 14.76 96.2

Security (SE) 66 12.67 91.83
Usability (US) 67 14.78 100.95

Multiclass (Five)

Operational (O) 62 14.03 98.17
Performance (PE) 54 14.76 96.2

Security (SE) 66 12.67 91.83
Usability (US) 67 14.78 100.95
Others (OT) 120 13.32 92.06

Multiclass (Ten)

Availability (A) 21 13.66 82.14
Fault Tolerance (FT) 10 12.7 92.7

Legal (L) 13 11.92 88.3
Look and Feel (LF) 38 12.61 88.5

Maintainability (MN) 17 18.52 128.88
Operational (O) 62 14.03 98.17

Performance (PE) 54 14.76 96.2
Scalability (SC) 21 13.28 86.05
Security (SE) 66 12.67 91.83
Usability (US) 67 14.78 100.95

Table 4.1: Distribution of the classes in the PROMISE dataset along with the average
number of words and characters counts per sample.

the longest average words and characters while the ’legal’ class has the shortest word

and character counts.

4.2.3.2 Multilabel PROMISE

The PROMISE dataset was labeled in [45] with a multilabel annotation that con-

sists of 792 sentences. The sentences are categorized into functional (F) or one of

14 non-functional requirements. The sentences are labeled with one, two, or three

categories. The original sentences in PROMISE are separated into fine-grained sen-

tences in multilabel PROMISE to reflect the exact categories. This is the reason for

having a lower mean, median, maximum, and minimum length of requirements text

in multilabel PROMISE compared to the original PROMISE dataset, as summarized

in Table 6.3. Throughout this chapter, the abbreviations PROMISE ML is used to

denote the multilabel requirements.
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Dataset Mean length Median length Maximum length Minimum length

PROMISE Word 19.89 17 84 6
Character 117.95 103 494 40

PROMISE ML Word 15.67 15 47 5
Character 93.04 87 275 27

EHR Word 21.12 18 162 3
Character 131.38 111 943 13

Table 4.2: Descriptive statistics for the PROMISE, PROMISE ML and EHR datasets.

Table 4.3 illustrates the details of the multilabel classes where the third column

indicates the number of the samples in the specific category. The fourth and fifth

columns refer to the average of the sentence length in word and character representa-

tion. The functional class has the largest number of samples.
Modality Name Class Name No. of samples Avg. count of words Avg. count of characters

Multilabels

(Fifteen)

Functional (F) 340 17.19 102.37
Availability (A) 36 14.56 80.22

Legal (L) 10 14.2 95.7
Look and Feel (LF) 50 13.36 78.16

Maintainability (MN) 26 14.76 91.35
Operational (O) 89 14.25 86.90

Performance and Capacity (PC) 75 15.54 87.53
Reliability (RE) 12 13.17 84.17
Security (SE) 71 14.29 88.1
Usability (US) 101 15.62 89.78

Recoverability (RC) 4 15.25 84.0
Privacy (PR) 7 15.43 100.29

Access Control (AC) 164 17.13 102.77
Audit (AU) 20 16.05 94.6
Others (OT) 19 16.37 98.05

Table 4.3: Distribution of the classes in the PROMISE ML dataset along with the
average number of words and characters counts per sample.

The PROMISE ML sentences are labeled to have one, two, or three labels at the

same time. Examples of the sentences and the number of samples in every group are

shown in Table 4.4. The majority of the samples in the dataset have only one label,

and only a few samples have 3 labels at the same time.

4.2.3.3 EHR

Another dataset, called electronic health records (EHR), which contains several

projects from the health domain is labeled in [45] and was used for the evaluation
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Number of
labels

Number of
samples Example Belong to

One 589
The system shall refresh the display every 6 seconds Availability
The application shall match the color of the schema set
forth by Department of Homeland Security Look and Feel

Two 174

The system shall provide a history report of changes
made to the Activity or Event data

Functional and
Audit

The system shall protect private information in accor-
dance with the organizations information policy

Privacy &
Security

The system shall be able to handle all of the user re-
quests or usage during business hours

Performance
and Availability

Three 29

Users shall be able to reach the "add" "drop and "trade
player" pages with one click from the team owner’s page

Functional,
Usability, and
Access control

At the DePaul TeleServices Center when a supervisor
uses the system to view a caller schedule the system
response time must be no more than 2 seconds 90 % of
the time and no more than 5 seconds the rest of the time

Functional,
Availability, and
Access control

Vendor will submit a credit validation record to be ap-
plied to the enterprise billing system

Functional,
Operational,
and Access

control

Table 4.4: PROMISE ML dataset examples

of the proposed models. In Table 6.3, the statistics of the dataset are elaborated. The

EHR dataset consists of 12 projects related to the health domain. The labels of the

sentences in the dataset are 14 NFR and one functional. Since our goal is to classify

the requirements into functional and non-functional, we exclude the non-requirement

sentences from the dataset.

In the EHR dataset, we will experiment with two modalities: binary and multi-

class. In binary multilabel classification, the sentences can be labeled as functional,

non-functional, or both. In multiclass multilabel classification, the sentences are cate-

gorized into functional or various NFRs. The number of non-functional requirements

is roughly equal to the number of functional requirements. Table 4.5 summarizes the

details about the modalities and classes, where the third column indicates the number

of samples in a specific category. The fourth and fifth columns refer to the average

sentence length in word and character representation, respectively.
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Modality Name Class Name No. of samples Avg. of word count Avg. of character count
Multilabels

(Binary)
Functional (F) 3889 20.47 130.28

Non-functional (NF) 3015 21.24 136.64

Multilabels

(Fifteen)

Functional (F) 3889 20.47 130.28
Availability (A) 57 15.96 100.47

Legal (L) 152 28.52 192.32
Look and Feel (LF) 68 15.15 90.32

Maintainability (MN) 412 21.08 148.52
Operational (O) 207 16.61 111.91

Performance and Capacity (PC) 100 15.8 94.64
Reliability (RE) 41 18.76 123.02
Security (SE) 563 19.65 133.08
Usability (US) 148 14.35 106.97

Recoverability (RC) 50 18.4 118.7
Privacy (PR) 300 35.57 230.07

Access Control (AC) 979 20.01 127.86
Audit (AU) 276 20.3 130.01
Others (OT) 83 22.52 151.12

Table 4.5: Distribution of the classes in the EHR dataset along with the average
number of words and characters counts per sample.

4.3 Experiments, Results and Discussions

In this section, we elaborate on the metrics that are reported in the conducted exper-

iments and their definitions.

4.3.1 Evaluation Measures

Based on the literature, we select four measures to compare the different classifiers.

In the review of requirements classification [8], it was reported that 75% of primary

studies used precision and recall to measure the effectiveness of the model. Since the

dataset is imbalanced, we cannot rely only on accuracy. The F1-score is a harmonic

mean of precision and recall and was used for evaluation. In summary, four metrics

are used to report the results: accuracy, precision, recall, and F1-score. For the sake

of comparison, we use the weighted average to compute precision, recall, and F1-score

in multiclass classification as in [30], [97].

In multilabel classification, we compute the sample, micro, macro and weighted
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average for precision, recall, and F1-score. The sample average expresses the average

of specific metrics for every instance. The micro-average reports the overall true

positives, false negatives, and false positives without any weight considerations for the

labels. The weighted average computes the metrics with weighted consideration for

every label in the dataset. The macro-average computes the metrics for every label

and returns the average without considering the imbalance in samples for different

classes. In addition, Hamming loss is used to compute the number of misclassified

labels in multilabel classification problems [108]. The confusion matrix is presented

to analyse the results and to describe the performance of the model.

4.3.2 Experiment Setup

All experiments were conducted on Google Colab using the Keras library on the Ten-

sorFlow platform. The inputs are raw data represented as sequences of words or char-

acters with corresponding class labels. The hyper-parameters are tuned differently in

the experiments to achieve higher scores in the validation data using an iterative pro-

cess. Tenfold cross-validation was used as a training and validation division process.

The embedding size is tuned to 500 for the word-level representation and 250 for the

character-level representation. The three main layers of the model are the embedding

layer, the BiGRU layers, and the fully connected layers.

The parameters of the embedding layer are the size of the vocabulary, the size of

the embedding space, and the maximum sentence length. Table 4.6 summarizes the

parameters in our experiments for the word and character embedding representations.

The vocabulary size for the PROMISE and PROMISE ML datasets is 1672 words,
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which represents the total number of unique words in the complete dataset. We have

1117 unique words for the five-class experiments, and the number increases slightly

to 1318 for six-class and ten-class experiments. It should be noted here that for

characters as tokens, the vocabulary size is 38, which includes the characters of the

English language in addition to the digits, space, and decimal point. However, the

input length to the system can differ depending on the maximum length parameter.

The vocabulary size increases to 5579 unique words in EHR with a longer input length,

which equals 89 words.

Dataset Classification task Tokens Vocabulary Size Vector space Input length

PROMISE

Binary Word 1672 500 50
Multiclass (Four) Word 1001 500 60
Multiclass (Five) Word 1318 500 63
Multiclass (Ten) Word 1318 500 63

Multilabels (Fifteen) Word 1672 500 47
Binary Character 38 250 200

Multiclass (Four) Character 38 250 200
Multiclass (Five) Character 38 250 300
Multiclass (Ten) Character 38 250 300

Multilabels (Fifteen) Character 38 250 150

EHR

Multilabels Binary Word 5579 500 89
Multilabels (Fifteen) Word 5579 500 89
Multilabels Binary Character 38 250 250

Multilabels (Fifteen) Character 38 250 250

Table 4.6: Parameters of the embedding layer using different architectures.

One of the hyperparameters that needs to be tuned is the maximum length of the

input texts to the models. The average numbers of words per sample in the original

PROMISE and PROMISE ML datasets are approximately 19.9 and 15.7, and the

average numbers of characters are 117.9 and 93.1, respectively. Selecting the maximum

length sentence will increase the computations and raise several performance issues.

We select 200 or 300 characters as the length for the PROMISE dataset and 150

characters for the PROMISE ML dataset. In most cases, the first few words of a
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sentence will give enough intuition about the category. For example, the original

sample the product must comply with the intranet page standards and requirements of

ENET Securities. 95% of the product look and feel will be approved by the architecture

group prior to implementation and the remaining 5% will be corrected and approved

within one month of product release is 270 characters in length. The sample’s text

was truncated by taking the first 150 characters as the product must comply with the

intranet page standards and requirements of ENET Securities. 95% of the product

look and feel will be approved by the architecture. The modified sample was still

classified correctly as the ’Look and Feel’ category.

We experimented with several values for the number of BiGRU layers and we

tuned the value to be one BiGRU layer in the experiments using word sequences as

input tokens and three stacked BiGRUs in the experiments using character sequences

as input tokens. The parameters of the BiGRU layer are the number of units and the

activation function for which we used ReLU. The parameters of the fully connected

layer are the number of units and the activation function (ReLU) for the hidden layer,

and we used the sigmoid function for the output layer if the problem was a binary

classification or the softmax function if the problem was a multiclass classification.

There are other parameters that are tuned, such as learning rate decay and the

number of training epochs. We set appropriate values to prevent overfitting. We used

a different number of epochs based on the type of model (word or character) and the

number of samples. We tuned the number of epochs to be between 15 and 60 for word

models and 50 and 100 for the character models for all binary and multiclass exper-

iments. In general, the hyperparameters of the model were chosen using an iterative
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process. We tested each classifier with stratified n-fold cross-validation and computed

the precision, recall, and F1-measure. With stratified 10-fold cross-validation, data

are randomly partitioned into n folds based upon each fold of approximately equal

size and equal response classification. The details about the replication package are

publicly available in the GitHub repository.1

4.3.3 Results

In this section, the results of both the word and character-sequence models are pre-

sented. The first two sections present binary and multiclass classification results and

the next three subsections present multilabel binary and multiclass classification re-

sults.

4.3.3.1 PROMISE Binary Classification Results

The architecture of the system for binary requirements classification using word and

character sequence is shown in Table 4.7.For the character model, a deeper structure is

required due to the simplicity of representation and the limited size of the vocabulary

compared to the word model. A large vocabulary increases the number of trainable

parameters in the word model to 1,116,981 and the character model only has 393,651

trainable parameters. The model summaries for the two approaches in Figure 4.3

explain the layers of the models and their corresponding parameters.

Model Class Batch size No. of epochs RNN variants Dense layer Dropout Output layer units
word Binary 8 15 1 BiGRU 60 1 Dense 20 0.4 1
Char Binary 8 50 3 BiGRU 50, 75, 25 1 Dense 50 0.2 1

Table 4.7: Summary of important hyperparameters for binary classification using the
word and character models on the PROMISE dataset
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Figure 4.3: Binary word (left) and character (right) model summary

Table 4.8 summarizes the accuracy, precision, recall, and F1-score, in addition to

the counts of true positives, false negatives, false positives, and false negatives, for

binary classification using the word and character models. In binary classification,

the word model achieved a 6% higher F1-score than the character model. With the

word model, only 17 and 27 sentences are misclassified out of 370 NFR and 255 FR

sentences, respectively. For the character model, 40 and 45 sentences are misclassified

out of 370 NFR and 255 FR sentences, respectively.

The results demonstrate that the words are more representative and easier to dis-

tinguish than the character sequences. Some keywords might be considered indicators

of functional and non-functional requirements. The character model needs deeper

representations which in turn requires more training data to learn the relationships

robustly.
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Model Name True
positive

True
negative

False
positive

False
negative

Accuracy Precision Recall F-score

Word sequence 353 228 17 27 0.93 0.93 0.95 0.94
Character sequence 330 210 40 45 0.85 0.86 0.91 0.88

Table 4.8: Binary classification results for the word and character models on the
PROMISE dataset.

4.3.3.2 PROMISE Multiclass Classification Results

In this subsection, we describe multiclass classification by experimenting with four,

five, and ten categories using word and character-sequence models. Four, five, and

ten categories of NFR word models are shown in Table 4.9. The table contains the

details about the architectures of the proposed models such as embedding size, RNN

layers with their units, dense layer, and dropout values.

Model Class Batch size No. of epochs RNN layers Dense layer Dropout Output layer units
word 4 classes 8 20 1 BiGRU 80 1 Dense 60 0.4 4

character 4 classes 8 70 3 BiGRU 100, 150, 75 1 Dense 120 0.2 4
word 5 classes 8 50 1 BiGRU 100 1 Dense 70 0.2 5

character 5 classes 8 80 3 BiGRU 125, 150, 100 1 Dense 100 0.2 5
word 10 classes 8 50 1 BiGRU 100 1 Dense 70 0.5 10

character 10 classes 8 80 3 BiGRU 125, 150, 100 1 Dense 100 0.2 10

Table 4.9: Summary of important hyperparameters for multiclass classification using
word and character models on the PROMISE dataset.

In the multiclass classification problem, the word-sequence model show stable re-

sults compared to the character model whose F1-score drops from 0.94 in binary clas-

sification to 0.75 in ten-class classification. The results of four, five, and ten categories

of the word and character models are shown in Table 4.10. The confusion matrices

of the word and character sequences classification for four and five classes are shown

in Figures 4.4 and 4.5, respectively. The confusion matrices in Figure 4.6 show that

some misclassified sentences are frequent between pairs of classes, such as ’security’

and ’usability’. This further strengths the arguments for multilabel classification.
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Model Name Accuracy Precision Recall F-score
PROMISE NFR4 categories classification

Word sequence 0.87 0.89 0.87 0.87
Character sequence 0.70 0.73 0.70 0.70

PROMISE NFR5 categories classification
Word sequence 0.77 0.79 0.77 0.77

Character sequence 0.63 0.66 0.63 0.63
PROMISE NFR10 categories classification

Word sequence 0.76 0.78 0.76 0.75
Character sequence 0.56 0.56 0.56 0.54

Table 4.10: Multiclass classification results for the word and character models on the
PROMISE dataset.

Figure 4.4: PROMISE NFR4 confusion matrices for word and character models

4.3.3.3 PROMISE Multilabel Multiclass Classification Results

The word and character-sequence models are used for the multilabel classification

problem with stratified sampling in this subsection. The output layer uses the sigmoid

function to determine membership for each class. Table 4.11 details the hyperparam-

eters for the word and character models for multilabel classification.
Model Class Batch size No. of epochs RNN layers Dense layer Dropout Output layer units
word 15 LABELS 8 60 1 BiGRU 256 1 Dense 125 0.5 15

character 15 LABELS 8 100 3 BiGRU 125, 150, 100 1 Dense 125 0.2 15

Table 4.11: Summary of the important hyperparameters for multiclass multilabel
classification using the word and character models on the PROMISE ML dataset.

In multilabel classification, the difference in accuracy between the word-sequence

model and character-sequence model is 0.19. The weighted average of the F-score is
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Figure 4.5: PROMISE NFR5 confusion matrices for word and character models

Figure 4.6: PROMISE NFR10 confusion matrices for word and character models

0.69 for the word-sequence model and 0.52 for the character-sequence model. The

limited number of samples in most classes and the increasing number of categories are

the main reasons for the misclassified sentences. The results of the multilabel word

and character models are shown in Table 4.12.
Model Name Accuracy Precision Recall F-score Hamming loss

Samples
Word sequence 0.57 0.66 0.67 0.66 0.05

Character sequence 0.38 0.50 0.49 0.48 0.07
Weighted

Word sequence 0.57 0.73 0.67 0.69 0.05
Character sequence 0.38 0.59 0.51 0.52 0.07

Macro
Word sequence 0.57 0.49 0.42 0.44 0.05

Character sequence 0.38 0.39 0.28 0.31 0.07

Table 4.12: Multiclass multilabel classification results using the word and character
models on the PROMISE ML dataset.

92



4.3.3.4 EHR Multilabel Binary Classification Results

The EHR dataset is used to evaluate the proposed word and sequence models. We

evaluated the proposed models in binary classifications. The hyper-parameters for the

models are tuned as shown in Table 4.13.
Model Class Batch size No. of epochs RNN layers Dense layer Dropout Output layer units
word 2 LABELS 64 60 1 BiGRU 256 1 Dense 125 0.5 2

character 2 LABELS 64 100 3 BiGRU 150, 200, 125 1 Dense 125 0.2 2

Table 4.13: Summary of the important hyperparameters for binary multilabel classi-
fication using the word and character models on the EHR dataset.

The classification results are presented in Table 4.14. For binary classification,

a higher accuracy of up to 0.8 is achieved by the word-based model and 0.74 by the

character-sequence model. The difference in Hamming loss between the word and char-

acter models is limited to approximately 0.04 and only 0.03 in the F1-measures. Thus

we can clearly see by comparing the results from the previous section that increasing

the number of samples can significantly improves the results of the character-sequence

model.
Model Name Accuracy Precision Recall F-score Hamming loss

Samples
Word sequence 0.80 0.90 0.91 0.89 0.17

Character sequence 0.74 0.87 0.88 0.86 0.17
Weighted

Word sequence 0.80 0.89 0.89 0.89 0.13
Character sequence 0.74 0.85 0.87 0.86 0.17

Macro
Word sequence 0.80 0.88 0.89 0.89 0.13

Character sequence 0.74 0.85 0.87 0.85 0.17
Micro

Word sequence 0.80 0.88 0.89 0.89 0.13
Character sequence 0.74 0.85 0.87 0.86 0.17

Table 4.14: Binary multilabel classification results using the word and character mod-
els on the EHR dataset.
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4.3.3.5 EHR Multilabel Multiclass Classification Results

In multiclass classification, the models are evaluated to classify the sentences with

multilabels. The hyper-parameters of the models are similar to the models in binary

classification except for the units of the output layer, as shown in Table 4.15.

Model Class Batch size No. of epochs RNN layers Dense layer Dropout Output layer units
word 15 LABELS 64 60 1 BiGRU 256 1 Dense 125 0.5 15

character 15 LABELS 64 100 3 BiGRU 150, 200, 125 1 Dense 125 0.2 15

Table 4.15: Summary of the important hyperparameters for multiclass multilabel
classification using the word and character models on the EHR dataset.

The models achieved lower accuracy in multiclass classification than in binary

classification. The difference between the word and character models is 0.06 in terms

of the weighted F1-measure. The detailed results of both the models are shown in

Table 4.16.
Model Name Accuracy Precision Recall F-score Hamming loss

Samples
Word sequence 0.69 0.83 0.83 0.81 0.03

Character sequence 0.64 0.76 0.74 0.74 0.04
Weighted

Word sequence 0.69 0.82 0.80 0.81 0.03
Character sequence 0.64 0.79 0.73 0.75 0.04

Macro
Word sequence 0.69 0.68 0.56 0.60 0.03

Character sequence 0.64 0.61 0.42 0.48 0.04
Micro

Word sequence 0.69 0.83 0.80 0.81 0.03
Character sequence 0.64 0.81 0.73 0.77 0.04

Table 4.16: Multiclass multilabel classification results using the word and character
models on the EHR dataset.

4.3.4 Discussion

Based on the results in subsection 4.3, the word-based are more robust and stable.

The results show that there are fewer misclassified NFR samples than misclassified

functional samples in both the word and character-sequence models. We note that
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some of the misclassified functional requirement samples contain numbers that might

mislead the models because the numbers are mainly used in the NFR for specifying

measurements and hard constraints. As an example, the sentence Movies can only be

streamed if the customer has purchased a movie and is within the 2-day time period

to stream the movie is misclassified as an NFR.

As shown in Figures 4.4 and 4.5, the word-sequence models are capable of detecting

the samples of two classes ’performance’ (PE) and ’security’ (SE) with a low number

of false negatives compared with other classes in four and five-class classification prob-

lems. In the four-class classification problem, there are frequent misclassified samples

between two classes ’usability’ and ’operational’ in both word and character-sequence

models. In the five-class classification problem, the class ’others’ (OT), which contains

several characteristics of six categories, results in several errors for both the word and

character models.

We note that one of the reasons for misclassification is the lack of clarity in the

sentences. Some sentences are very short and abstract, which complicates the clas-

sification tasks. As an example, the sentence "The product shall be used in office

environments" is related to the ’operational’ subcategory. Another source of misclassi-

fication is the overlap between the categories. The intersection between the categories

is clearly due to some common words between two classes that can be misleading

during classification. An example of a misclassified sample that belongs to overlap-

ping categories is the statement Users shall feel satisfied using the product. 85% of

all users will be satisfied with the product, which belongs to the ’usability’ class even

though the first part of the statement gives some intuition about the ’look and feel’
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class.

Identifying the relationship between ’usability’ (US) and ’Look and Feel’ (LF) is

a challenging task because of the high similarities between them. Another example

is that the ’operational’ (O) and ’Look and Feel’ (LF) classes have some common

characteristics that make it complicated to differentiate between them. But in general,

the proposed models are capable of distinguishing between the classes and are capable

of classifying the samples correctly most of the time.

Based on the confusion matrix in Figure 4.6, the ’availability’ and ’security’ classes,

that can belong to a single class at a higher level, result in a high number of misclassi-

fied samples. Four sentences of the ’availability’ class are misclassified as security. In

the character models, the ’usability’ and ’performance’ classes contain 14 misclassified

sentences, where 7 sentences are misclassified as ’usability’ instead of ’performance’

and 7 are misclassified as ’performance’ instead of ’usability’.

A limited number of samples in one category hinders the model from learning to

make a correct prediction. One example is the ’fault tolerance’ class that contains the

minimum number of samples in the dataset. In both the word and character models,

only a limited number of ’fault tolerance’ samples are correctly classified, two samples

are correctly classified in the word model and three samples are correctly classified

in the character models. The same issue appears with the two classes ’legal’ and

’availability’.

Some classes have shown significant similarity in their classification results in both

the word and character models. The difference between the number of correctly clas-

sified samples using the word and character models is one for ’availability’, ’legal’
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and ’scalability’. The number of correctly classified requirements of the three previous

classes are 14, 8, and 14 while the character model classified 13, 7, and 15 samples cor-

rectly. The difference is approximately ten samples in the ’operational’ and ’usability’

classes.

Using deep learning for multilabel classification is proven to outperform the other

techniques. In addition, BiGRU models for word and character sequences are a more

general and usable approach. The number of labels is specified as the number of nodes

in the output layer that contain the sigmoid function to predict the probability of class

membership for the label, a value between 0 and 1 before the value is rounded.

The word-sequence models outperform the character-sequence models in all the

experiments. Both word and character models are affected negatively by increasing

the number of classes, but the word model tends to be more robust to the increasing

number of classes than the character model. The character models are promising, and

we can ascertain which one is the best because of the tradeoffs between them. The

character models are robust to misspelled words where one character is affected, such

as Avialable, and the sub-word is utilized, but with the word model, the misspelled

words are treated differently in the vocabulary.

The differences between the performance of word and character sequences models

on ten folds are highlighted in Figure 4.7. The standard deviation of the binary

word-sequence model is ±2.2, and standard deviation of the binary character-sequence

model is ±4.1. The difference in standard deviation is not significant between word and

character sequences models in the four and five-class classification tasks. Clearly, the

standard deviation of character-sequence models are higher than the word-sequence
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models.

Figure 4.7: Performance of the word and character models on the ten folds of the
PROMISE dataset.

Another advantage of using character models is that similar words such as Available

and Availability have limited impact compared to the word models that consider them

as two different words. Character models are more useful if we have constraints on

memory and computation. The F-score for both the word and character models with

single label classification and multilabel classification are shown in Figure 6.9(a) where

the red circles are the word models and the green triangles are the character models.

In Figure 6.9(b), the blue squares represent the word model on the PROMISE ML

and the stars represent the character model on the PROMISE dataset. The red circles

and green triangles represent the word and character models on the EHR dataset.

4.4 Comparison with Published Works

The literature was surveyed to select relevant studies to compare with our results.

The criteria for selecting the studies are that the study should discuss functional and

non-functional classification and the used datasets must be part of the work. The
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((a)) PROMISE single-label classification ((b)) PROMISE ML and EHR multilabel clas-
sification

Figure 4.8: F1-score of the word and character models on single-label and multilabel
classifications.

reported metrics are accuracy, precision, recall, and F-score. The macro average of

the multiclass is used in this comparison.

4.4.1 Binary Classification

In binary classification, several studies used either traditional machine learning or deep

learning. Different traditional supervised learning methods rely on different types of

features, as in [9], [10], [81], [92]. The models proposed to solve binary classification

achieve good performance either by using syntactic features and keywords as in [9],

meta-data, lexical, and syntactical features as in [10], or vectorization methods as

in [92]. Another study that is based on the CNN model with fastText embedding

scored 0.93 for accuracy and 0.94 for F-score as in [109] or with Word2vec as in [44].

In addition to feature engineering, preprocessing has been implemented in previous

papers such as stopword removal as in [10], lemmatization as in [10], [92] and different

temporal and grammatical preprocessing as in [81]. One paper that used BERT to
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increase generalization achieved 0.92 for precision, recall and F-score [30]. Our models

outperform the previous models except for the research that relies on syntactic features

and keywords [9]. A comparison between our results and the results reported in the

literature on binary classification is shown in Table 6.7.

Reference No. of
Classes

Classifier
type

Names of
classes1 Classifier2 Features Precision Recall F1-

score

[9]

Bi
na

ry

Tr
ad

iti
on

al
M

ac
hi

ne
le

ar
ni

ng

F, NF Decision
tree C4.5

Syntactic
Features

and
keywords

0.97 1.00 0.98

[10] F, NF SVM

meta-data,
lexical,

and
syntactical

0.92 0.93 0.93

[92] F, NF SVM, NB,
LR, RF

Six
different
vectors

- - ≈ 0.8

[81] F, NF Decision
tree C4.5

Ten
features
from un-
processed
dataset

0.90 0.90 0.90

[81] F, NF Decision
tree C4.5

Ten
features

from
processed
dataset

0.95 0.94 0.94

[109]

D
ee

p
Le

ar
ni

ng F, NF CNN fastText 0.92 0.96 0.94
[44] F, NF CNN Word2vec 0.92 0.91 0.92
[30] F,NF BERT - 0.92 0.92 0.92
Our
word
model

F, NF BiGRU - 0.93 0.95 0.94

1) Functional (F), non-functional (NF)
2) SVM: Support Vector Machine, NB: Naïve Bayes, LR: Logistic Regression,RF: random forest,CNN:
convolutional neural network BERT: Bidirectional Encoder Representations from Transformers, and
BiGRU: Bidirectional Gated Recurrent Unit

Table 4.17: Comparison with published works on binary requirements classification
tasks.

4.4.2 Multiclass Classification

In multiclass classification, the first two papers [79], [95] that used TF-IDF keywords

and indicator terms for classification achieve a good F-score between 0.36 and 0.42.

The studies in [10], [27], [92] use an SVM for the different modalities of multiclass
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classification, achieving an F-score in the range between 0.68 and 0.79. Using binarized

Naïve Bayes (BNB) with processed and unprocessed datasets doubled precision and

recall to 90% and 91% respectively, as in [81]. For multiclass classification, the reported

papers used preprocessing methods such as stopword removal [10], stemming [97] or

lemmatization [10], [92].

Applying the deep learning techniques ANN [82], CNN [13], [15], [82], [109], or

RNN [13] with the word2vec pre-trained models or bag of words achieved an F-score

ranging between 0.77 and 0.85. For the reported papers, preprocessing methods have

been used on the dataset before applying DL models such as stopword removal [13],

[82], [109], stemming [82], [109], or lemmatization [13]. Overall, the performance of

BiGRU with raw words showed promising results by capturing several characteristics

of functional and non-functional subcategories. A comparison between our results and

the results reported in the literature on multiclass classification is shown in Table 6.10.

4.4.3 Multilabel Classification

There are a limited number of research studies in the literature which investigate

multilabel requirements classification. SVM was evaluated on the PROMISE ML

dataset, and the macro-F-score was reported as 0.382 in [45]. The same classifier

achieved a macro-F-score of 0.62 on the EHR dataset. The SVM classifier in [97] was

evaluated on the CONCORDIA dataset and achieved a weighted-F-score of 0.67 for

classifying the sentences into 7 classes. Our word model achieved a 0.44 macro-F-

score on PROMISE ML and 0.6 on the EHR dataset. In binary classification, the

word model achieved an F-score of 0.89, and the character model achieved an F-score
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Reference No. of
Classes

Classifier
type Names of classes3 Classifier4 Features Precision Recall F1-

score

[79]

M
ul

tic
la

ss

Ru
le

-b
as

ed

A, L, LF, MN, O,
PE, SC, SE, US - Indicator terms 0.24 0.76 0.36

[95]
F, A, FT, L, LF, MN,
O, PE, PO, SC, SE,

US
- Word2vec and

common keywords 0.51 0.41 0.42

[81]
Tr

ad
iti

on
al

M
ac

hi
ne

le
ar

ni
ng

A, FT, L, LF, MN,
O, PE, SC, SE, US BNB Ten features from

unprocessed dataset 0.45 0.45 0.45

[81] A, FT, L, LF, MN,
O, PE, SC, SE, US BNB Ten features from

processed dataset 0.90 0.91 0.9

[97] A, L, LF, MN, O,
PE, SC, SE, US SVM Unigram tokens with

ontology 0.77 0.6 0.67

[10] O, PE, SE, US SVM meta-data, lexical,
and syntactical 0.78 0.81 0.77

[27] F, NF, Only F, Only
NF SVM 100 best features 0.81 0.78 0.79

[27] F, NF, Only F, Only
NF SVM 500 best features 0.77 0.75 0.75

[92] O, PE, SE, US SVM, NB,
LR, RF Six different vectors ≈ 0.77 ≈ 0.67 ≈ 0.68

[82]

D
ee

p
Le

ar
ni

ng

MN, O, PE, SE, US ANN,
CNN bag of words 0.86 0.83 0.85

[15]
F, A, FT, L, LF, MN,
O, PE, PO, SC, SE,

US
CNN word2vec using

skip-gram model 0.81 0.785 0.77

[13] A, FT, L, LF, MN,
O, PE, SC, SE, US

CNN,
RNN

variants
Word2vec 0.72 0.72 0.7

[109] A, L, LF, MN, O,
PE, SC, SE, US CNN Word2vec 0.79 0.75 0.76

[30] O, PE, SE, US BERT - 0.86 0.88 0.87

[30] A, FT, L, LF, MN,
O, PE, SC, SE, US BERT - 0.79 - 0.82

Our word
model LF, O, PE, SE, US BiGRU - 0.89 0.87 0.87

Our word
model

LF, O, PE, SE, US,
OT BiGRU - 0.79 0.77 0.77

Our word
model

A, FT, L, LF, MN,
O, PE, SC, SE, US BiGRU - 0.78 0.76 0.75

3) Functional (F), non-functional (NF), availability (A), legal (L), look and feel (LF), maintainability (MN), operational (O),
performance (PE), scalability (SC), security (SE), usability (US), fault tolerance (FT), and Others (OT).
4) BNB: Binarized Naïve Bayes, SVM: Support Vector Machine, NB: Naïve Bayes, LR: Logistic Regression, RF: random forest,
ANN: Artificial Neural Network, CNN: convolutional neural network, RNN: recurrent neural network, BERT: Bidirectional
Encoder Representations from Transformers, and BiGRU: Bidirectional Gated Recurrent Unit.

Table 4.18: Comparison with published works on multiclass requirements classification
tasks

of 0.85. A comparison between our results and the results reported in the literature

on multilabel multiclass classification is shown in Table 4.19.

Obviously, the capability of GRU to capture the long-term dependencies improves

the performance of the proposed models in word and character sequences but only in

a forward sequence. The bidirectional version of GRU can capture more information

about the context and improve the performance of the classifier by using two indepen-

dent hidden layers to combine the forward and backward processing of data. These

characteristics help the proposed BiGRU models learn the required dependencies and
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Reference No. of
Classes

Classifier
type Dataset Names of

classes5 Classifier6 Features Precision Recall F1-
score

[45]

M
ul

til
ab

el Tr
ad

iti
on

al
M

ac
hi

ne
Le

ar
ni

ng

PR
O

M
IS

E F, A, L, LF,
MN, O, PC,
RE, SE, US,
RC, PR, AC,

AU, OT

SVM Similarity
distance - - 0.382

[45] EH
R

AC, AU, AV,
LG, LF, MT,
OP, PR, PS,
RC, RL, SC,
US, OT, FN,

NA

SVM TF-IDF

Keywords

0.72 0.54 0.62

[97]
C

O
N

C
O

R
D

IA
F, CO, SE, US,

EF, FN, RE SVM

Unigram
tokens

with on-
tology

0.77 0.6 0.67

Our
word
model

D
ee

p
Le

ar
ni

ng

PR
O

M
IS

E F, A, L, LF,
MN, O, PC,
RE, SE, US,
RC, PR, AC,

AU, OT

BiGRU - 0.49 0.42 0.44

Our
word
model EH

R

F, NF BiGRU - 0.88 0.89 0.89

Our
word
model EH

R

F, A, L, LF,
MN, O, PC,
RE, SE, US,
RC, PR, AC,

AU, OT

BiGRU - 0.68 0.56 0.60

5) Functional (F), availability (A), legal (L), look and feel (LF), maintainability (MN), operational (O),
performance and capacity (PC), reliability (RE), security (SE), usability (US), recoverability (RC), privacy (PR),
access control (AC), audit (AU), and Others (OT)
6) SVM: Support Vector Machine, and BiGRU: Bidirectional Gated Recurrent Unit.

Table 4.19: Comparison with published works on multilabel requirements classification
tasks.

relationships effectively.

4.5 Threats to Validity

Since our research is vulnerable to several threats to validity, we use different mitiga-

tion procedures. In this section, the threats and mitigation are elaborated in detail.

Construct Validity: The lack of reporting and evaluation standards in the re-

search studies in the literature complicates the analysis and performance comparison.

To mitigate this, we conducted several experiments that contain a variable number of

categories to compare their work. Additionally, we used four metrics that provide in-
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sight into classifier performance. To facilitate research reproducibility, we fix the seed

of the random number generators to be equal to 42, as in [27], in all the conducted

experiments.

External Validity: The PROMISE projects written by students are not repre-

sentative of all projects especially projects from the industry. We used the PROMISE

dataset because it is the most frequently used daatset in the literature and, thus,

enables comparison with other approaches. In addition, the PROMISE ML dataset

is labeled by one author, and 30 out of 792 requirements sentences were validated

by other people, and the inter-rater agreement was 0.71. An inter-rater value of 0.71

indicates moderate agreement. We also used the EHR dataset, which contains sev-

eral SRSs written by experts from the industry. To prevent overfitting, we used the

minimum number of epochs, neurons, and layers and utilized learning rate decay and

model checkpoints.

Conclusion Validity: The imbalanced data set might have some impact on our

findings, especially in the NFR subcategories which suffer from variation in the number

of samples. Using under-sampling is not a useful approach due to the limited size of the

dataset. Conducting several experiments with different NFR subcategories mitigates

the issues of the existence of a small number of samples of a specific subcategory.

Moreover, we used stratified 10-fold cross-validation, which can maintain the same

number of samples of all categories in one iteration.
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4.6 Conclusions and Future Work

In this study, we presented an end-to-end approach to classify software requirements

using raw word and character sequences employing BiGRUs. The presented systems

achieved state-of-the-art results on publicly available datasets. The models are eval-

uated on binary and multiclass classifications on the original PROMISE dataset and

multilabel multiclass classification on the PROMISE ML dataset. In addition, the

EHR dataset is used to evaluate the proposed model on multilabel binary and multi-

label multiclass classification tasks.

Two approaches were investigated in terms of input text tokenization: word se-

quences as tokens and character sequences as tokens. In general, the word sequence

outperforms the character models in binary and multiclass classification. The perfor-

mance of the character models is affected when the number of classes increases while

the performance of the word models maintains its classification ability. Additionally,

the models based on BiGRU outperform most of the other deep learning or traditional

machine learning technique.

105



CHAPTER 5

AUGMENTATION-BASED

TECHNIQUES FOR SOFTWARE

REQUIREMENTS

CLASSIFICATION

5.1 Introduction

In the previous chapter, we improve the classifier’s performance by designing the

BiGRU-based deep learning system considering data scarcity issues. However, a lim-

ited dataset size or an imbalanced dataset can affect the classifier’s performance. Deep

learning techniques can process large datasets effectively; however, all publicly avail-

able datasets in the software requirements domain are considered small. Annotating

SRS documents from different disciplines by domain experts will advance the research
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in the requirement classification field. But the main challenge is that labeling the

dataset manually is time and effort-consuming.

Usually, requirements are collected from actual SRS documents, resulting in imbal-

anced datasets having highly skewed distribution of samples to different requirement

classes. Since a given requirement can belong to multiple classes at the same time,

augmenting multilabel requirements requires special attention to mitigate the impact

of imbalanced datasets. Augmenting the imbalanced classes equally increase the gap

between the majority and the minority classes. The imbalanced issue is much harder

in multilabel classes due to the intersection between the majority and the minority

classes. In this chapter, we propose different data augmentation techniques for dealing

with the issues of limited and imbalanced training data.

5.2 Research Design

The research design to achieve this objective is divided into five subsections. First, we

discuss the research methodology and the datasets used in the study. Then, we elab-

orate architecture of augmentation-based technique and classifier architecture used in

the study. Finally, the classification measures are defined. The following subsections

describe a summary of them.

5.2.1 Research Methodology

The research methodology of our third objective can be classified into three major

parts. The first part is splitting the dataset into training and validation splits to be

107



used in the experiments. The split should be consistent with previous experiments to

have a systematic comparison. The split of evaluation will be used to evaluate the

proposed model and will no be part of any other parts. The second part is augmenting

the training split using the augmentation technique. Several techniques can be used

in the augmentation stage to improve the classification results. The validation split is

used to evaluate the classifier trained on augmented and original training split. The

augmentation process has been conducted on ten training splits using the well-known

method of ten-folds cross-validation. The third part is building the deep learning

classifier to be trained on the augmented dataset. After that, the classifier’s perfor-

mance is evaluated and reported. The main components of the research methodology

of classifying requirements using augmentation-based techniques are shown in Figure

5.1.

5.2.2 Existing Datasets

In the reported experiments, two datasets with one and multilabel have been used

and presented in the following subsection.

5.2.2.1 PROMISE Dataset

The dataset consists of 15 projects spanning a wide range of domains and was written

by students as a term project [5]. The details about the PROMISE dataset have been

introduced in section 4.2.3.1. Table 5.1 illustrates the details of the modalities and

classes using the PROMISE dataset along with the average number of words counts

per sample.
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Figure 5.1: Overview of the research methodology in classifying software requirements
using augmentation-based technique.

5.2.2.2 Multi-label EHR Dataset

The EHR dataset consists of 12 projects related to the health domain. The labels of the

sentences in the dataset are 14 NFRs. Since our goal is to classify the requirements into

nonfunctional categories, we exclude the functional and nonfunctional requirement

sentences from the dataset. In the EHR dataset, the multiclass multilabel classification

has been addressed, and the sentences are categorized into various NFRs. On average,

the longest sentences belong to the privacy class, and the shortest sentences belong

to the usability class. The details about the PROMISE dataset have been introduced
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Modality Name Class Name No. of samples Avg. count of words

Binary Functional (F) 255 12.55
Non-functional (NF) 370 13.45

Multiclass (Four)

Operational (O) 62 14.03
Performance (PE) 54 14.76

Security (SE) 66 12.67
Usability (US) 67 14.78

Multiclass (Ten)

Availability (A) 21 13.66
Fault Tolerance (FT) 10 12.7

Legal (L) 13 11.92
Look and Feel (LF) 38 12.61

Maintainability (MN) 17 18.52
Operational (O) 62 14.03

Performance (PE) 54 14.76
Scalability (SC) 21 13.28
Security (SE) 66 12.67
Usability (US) 67 14.78

Table 5.1: Distribution of the classes in the PROMISE dataset along with the average
number of words counts per sample.

in section 4.2.3.2. Table 5.2 summarizes the details about the classes, where the third

column indicates the number of samples in a specific category. The fourth column

refers to the average sentence length in word representation.

Modality Name Class Name No. of samples Avg. of word count

Multilabels

(Fourteen)

Availability (A) 57 15.96
Legal (L) 152 28.52

Look and Feel (LF) 68 15.15
Maintainability (MN) 412 21.08

Operational (O) 207 16.61
Performance and Capacity (PC) 100 15.8

Reliability (RE) 41 18.76
Security (SE) 563 19.65
Usability (US) 148 14.35

Recoverability (RC) 50 18.4
Privacy (PR) 300 35.57

Access Control (AC) 979 20.01
Audit (AU) 276 20.3
Others (OT) 83 22.52

Table 5.2: Distribution of the classes in the EHR dataset along with the average
number of words counts per sample.

110



5.2.3 Architecture of Augmentation-based Software Require-

ment Classifier

In this subsection, we will elaborate on the architecture of the common data augmen-

tation technique before discussing the shortcomings of the common data augmentation

technique. Then, the proposed architecture that is supposed to tackle the shortcom-

ings mentioned above is presented with the architecture of the DL-classifier.

5.2.3.1 Architecture of common data augmentation technique

In this subsection, the architecture of one of the most cited data augmentation tech-

nique in recent years is elaborated [2]. This common data augmentation technique

has been applied generally in text classification used four operations: random inser-

tion, random deletion, random replacement, and random swapping to improve the

classification and prevent the model from overfitting. Before that, the user should

set two parameters: the percent of change and the number of augmented sentences

per sample. Some of these operations used WordNet to generate the synonyms. The

WordNet is a semantic ontology that enumerates the relations between words and

other elementary semantic units. It builds a unique semantic network that helps find

word relations, synonyms, grammar, etc. WordNet [110] puts nouns into groups of

cognitive synonyms called synsets. For instance, the words car and automobile be-

long to the same synset. WordNet constitutes a hierarchical structure by applying

a super-subordinate relationship between synsets. The synset for chair, for example,

is a child of the synset for furniture in the WordNet hierarchy. WordNet supports
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Natural Language Processing (NLP) tasks such as sentiment analysis, text similarity,

automatic language translation, and more. An example of the WordNet network of

the word book is shown in Figure 5.2.

Figure 5.2: Example of WordNet semantic network of the word book.

The detailed explanation and different examples for every operation are as follows:

• Synonym Replacement (SR): in this operation n words are replaced with their

synonyms using WordNet. For example, the original requirement: "the product

shall allow for intuitive searching of available conference rooms" is augmented

using SR to be "the intersection shall allow for intuitive searching of available

conference rooms"
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• Random Insertion (RI): randomly, n words have been selected and finding their

synonyms using WordNet before inserting them in a random position. For ex-

ample, the original requirement: "the product shall allow for intuitive searching

of available conference rooms" is augmented using RI to be "the product shall

allow elbow room for intuitive searching of available conference rooms"

• Random Swap (RS): swapping two randomly selected words in the sentence. For

example, the original requirement: "the product shall allow for intuitive search-

ing of available conference rooms" is augmented using RS to be "the product

shall allow for intuitive available of searching conference rooms"

• Random Deletion (RD): deleting n random words from the sentence. For ex-

ample, the original requirement: "the product shall allow for intuitive searching

of available conference rooms" is augmented using RD to be "the product shall

allow for intuitive searching of available conference rooms"

After doing the four augmented operations on the sentence separately, the aug-

mented sentences are generated. The architecture of the common data augmentation

technique is shown in Figure 5.3, and the numbers refer to the following shortcomings.

5.2.3.2 Shortcomings in the common data augmentation technique

Several shortcomings have been addressed in the existing technique. The main four

shortcomings can be summarized in the following three points:

1. Static parameters that can be assigned regardless of the characteristics of the

sentence is one of the main limitations in the existing technique. The class
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Figure 5.3: Architecture of common data augmentation that have been proposed in [2].

percentage will be maintained if we augment the samples without considering

their size. The class imbalance will increase, affecting the classifiers’ performance

to bias toward the majority class. The length of a sentence can be used to

indicate the capability of the sentence to generate more augmented samples

compared with short sentences that might lose valuable features and generate

redundant augmented samples. For example, the original sentence "the system

shall achieve 95 up time" with a length equal to 7 can be augmented to be "the

shall 95 up time" if we assign the number of augmentation to be 8. the maximum

sentence length should give more chance to be augmented.

2. WordNet is used to find the synonyms of the words. The main limitation of this

dictionary is the static replacement regardless of the context. For example, the

word in the original sentence "the product shall allow for intuitive searching

of available conference rooms" has several synonyms using WordNet, which are

(’cartesian product’, ’mathematical product’, ’intersection’, ’ware’, ’merchan-

dise’, ’production’). One augmented sentence is "the intersection shall allow
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for intuitive searching of available conference rooms".

3. High randomness by conducting three operations (deletion, swapping, insertion)

that might increase the distortion of the augmented sentences.

4. Lack of validation stage is one of the main limitations of the common data

augmentation technique. Augmentation operations might alter the sentence’s

meaning and add noisy features in the training split.

5.2.3.3 Architecture of proposed data augmentation technique

The proposed technique consists of four main parts:-

• Dynamic parameters setting: two parameters have been tuned to be set dy-

namically. The first parameter is the percent of change. In this parameter, we

mainly used sentence length as the main factor in this setting. The percent of

change of the sample depends primarily on its length and can be computed by

the following equation where max is the length of the longest requirement and

min is the length of the shortest requirement in the training part.

”PercentofChange” = (((samplelength − min)
(max − min) )/3) + 0.05

The second important factor is the number of augmentation that is required

for every sample. We used two factors to decide the required number of aug-

mentation: the class weight and the requirement length. The first equation is

computing the number of required augmentation (N) by subtracting the num-
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ber of samples in a class from the number of samples in the majority class as

in equation 5.1. Then, the weight of every sample in a class is computed by

dividing the length of the sample by the sum of the lengths of all samples as in

equation 5.2. The computed sample weight will be multiplied by the number of

augmentation (N) to get the number of augmented sentences that need to be

generated from that sample as in equation 5.3.

Numberofaugmentation(N) = Max(class) − Class(X) (5.1)

Weight(sample(length)) = SampleLength

AllSamplesLength
(5.2)

Numberofaugmentation(sample) = Weight(sample(length)) × N (5.3)

The pseudo-code of weighted class and length augmentation for one label re-

quirement is shown in the algorithm 1.

The multilabel class needs to be augmented by considering the association be-

tween the classes in the samples. The first step is computing the weight of the

class by dividing the number of samples in a specific class by the total number

of labels in the dataset as in equation 5.4:
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Algorithm 1 Pseudo-code of weighted class and length augmentation for one label
requirement.
Input: Original requirements
1: Find the maximum (max) number of samples in majority class.
2: Multiply max by the factor that need to be replicated
3: for All classes in the dataset iteration = 1, 2, . . . do
4: Compute the total number of requirements in the class
5: Subtract the total of the class by the total number of samples in the

majority class to find the required number of augmentation.
6: for All requirements iteration = 1, 2, . . . do
7: Compute the weights of the samples in the class based on their length
8: Multiply the weights by the required number of augmentation.
9: Print the augmented requirements

Weight(Class) = (ClassX)
(AllClasses) (5.4)

The second step is computing the weight of the sample based on the association

to the class as in equation 5.5:

weight(Sample(class)) =
∑ 1

W eightOfClass

NoOfTrueLabels
(5.5)

Then, the sample weight is based on the length of the requirement by dividing

the length of the sample by the total length of all the samples as in equation

5.6:

weight(Sample(length)) = SampleLength

AllSamplesLength
(5.6)

The weight of the sample has been computed by using regularization factor α

to balance between the weight of the sample by class and length as in equation

5.7:
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weight(Sample) = (α)weight(Sample(L)) + (1 − α)weight(Sample(C)) (5.7)

The pseudo-code of weighted length and one label class augmentation is shown

in algorithm 2.

Algorithm 2 Pseudo-code of weighted class and length augmentation for multilabel
requirement.
Input: Original requirements
1: for All classes in the dataset iteration = 1, 2, . . . do
2: Compute class weights by dividing the total number of samples in a class by

the total number of true labels in the datasets.
3: Sum the total weights of the sample based on class weights
4: Compute class weights by dividing the inverse of the weights by the total

number of true labels of the sample.
5: Compute length weights by dividing the length of the sample by the total

number of lengths in the datasets.
6: Compute the sample weight using class and length by using alpha.
7: Divide the computed sample weight by all samples weights and multiply by

the total number of required augmentation
8: Print the augmented requirements

• RoBERTa: In Natural Language Processing (NLP), BERT is a word embed-

ding that uses a Transformer to learn contextual relations between words (or

sub-words) in a text [18]. Google AI introduced BERT in 2019 to offer the capac-

ity to compute bidirectional contextualized word representations. Transformer

adopts a self-attention mechanism that includes two separate mechanisms (1)

an encoder that reads the text input and (2) a decoder that produces a predic-

tion for the task. As BERT is aimed at generating a language model, only the

encoder mechanism is necessary. BERT deferentially weights the significance of

each part of the input data. On the one hand, there are directional language
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models where the text input is read sequentially (i.e., left-to-right or right-to-

left). The Transformer encoder reads the text input as an entire sequence of

words at once. Therefore, BERT is considered bidirectional, or to be more accu-

rate to classify it as non-directional. This is an advantage of BERT as it allows

the model to learn the context of a word based on its surrounding text (i.e., left

and right of the word).

• Dictionary-based: The domain dictionary has been collected by searching the

main keywords and features of every class in nonfunctional requirements in dif-

ferent datasets and websites explaining the categories of nonfunctional require-

ments. After that, the minimum number of relevant synonyms of every word

was collected using the WordNet and Thesaurus website. Three examples that

represent three classes security, operational, and usability classes are shown in

Figure 5.4.

Figure 5.4: Examples of three words with their synonyms that belong to three non-
functional classes.

• Validation stage: cosine similarity is often used to find the similarity between
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two vectors. The cosine of the angle between two vectors is calculated to deter-

mine whether two vectors are pointing in the same direction. The two vectors

represent the statement that wen need to compare and is generated using BERT

transformer. The cosine similarity is a widely-used concept in text analysis to

measure document similarity. It helps find the similarity between two documents

or text by calculating the cosine of the angle between the two vectors. The re-

sulting cosine value indicates the degree to which these two vectors are distinct.

Mathematically, cosine similarity is defined with the following equation:

cos(θ) = AB
‖A‖2‖B‖2

(5.8)

The numerator of the equation represents the inner product of the vectors A

and B that represent two statements we need to compare, and it will be large

if the vectors are very similar. The architecture of the proposed dictionary

and transformer-based data augmentation technique in software requirement

classification is shown in Figure 5.5

5.2.4 Architecture of deep learning Classifier

The RNN-based classifier consists of five consecutive layers: embedding layer, Bi-GRU

layer, dense layer, dropout layer, and dense layer. As a variant of LSTM [103], GRUs

[68] have fewer hyper-parameters and effectively solve the problem of the vanishing

gradient in RNN. Furthermore, according to the literature [104], GRUs can effectively

record and reset context information in the text, need fewer epochs, and outperform
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Figure 5.5: Architecture of the proposed dictionary and transformer-based data aug-
mentation technique in software requirement classification.

LSTM. The details of this layers have been mentioned in section 4.2.2.

5.2.5 Evaluation Measures

The metrics provided in the conducted experiments, as well as their definitions, are

discussed in this section. We chose four metrics to compare the different classifiers

based on the literature. The confusion matrix is presented in binary and multi-class

classification to describe the performance of the models classification. The example

of the confusion matrix is shown in Figure 6.3. The definitions of accuracy, precision,

recall, and F1-score using the confusion matrix are explained in section 4.3.1.
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5.3 Experiment Setup

In this section, we illustrate the environments that are set to conduct the experiments.

We used the Google Colab that supports GPU processors with the Keras library that

was built on the TensorFlow platform to conduct all of our experiments. Using an

iterative procedure, the experiment’s hyper-parameters are tuned differently to attain

higher scores in the validation data. The five important hyperparameters tuned are

the input length, embedding size, number of neurons in both bi-GRU and dense layer,

the dropout rate, and the batch size. To assess the classifier, several validation splits

were utilized; we calculated the precision, recall, and F1-measure for each classifier

using stratified n-fold cross-validation. The details about the experiments can be

accessed by the link. 1

5.4 Results and Discussion

In this section, the results of existing techniques are evaluated on three modalities

of the PROMISE dataset. In addition, the classifier’s performance is assessed on the

EHR dataset. The weighted class and length software requirements augmentation and

dictionary and transformer-based software requirements augmentation are presented

in the following two subsections.

5.4.1 Results of Common Data Augmentation Technique

The common data augmentation technique is evaluated on the three modalities of

the PROMISE dataset. The performance of common data augmentation on a limited
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dataset shows an improvement compared with non-augmented training splits. The

percentage of the selected training has been chosen randomly using the same seed in

both without and with augmentation experiments. The less the dataset, the more

improvement the common data augmentation has shown as can be seen from Table

5.3.

PROMISE (TEN) Without Data Augmentation With Common Data Augmentation
10% 38.36% (+/- 4.96%) 46.50% (+/- 6.74%)
20% 47.98% (+/- 4.28%) 57.57% (+/- 6.43%)
30% 55.50% (+/- 9.21%) 60.61% (+/- 6.42%)
40% 55.79% (+/- 6.63%) 63.31% (+/- 3.54%)
50% 63.13% (+/- 3.99%) 67.22% (+/- 5.19%)
60% 66.23% (+/- 9.29%) 67.62% (+/- 6.90%)
70% 67.26% (+/- 3.94%) 70.05% (+/- 5.14%)
80% 67.72% (+/- 7.03%) 77.23% (+/- 3.98%)
90% 71.49% (+/- 7.80%) 74.99% (+/- 5.75%)

Table 5.3: Results of using common data augmentation technique on several portions
of PROMISE dataset.

The common data augmentation was evaluated on the PROMISE dataset. In

binary and four-class problems, the common data augmentation technique improves

the F-score only 1% to be 95% in binary classification and 1% to be 88% in four-class,

respectively. In the ten-class problem, the common data augmentation achieved 78%

that improves the classification with 3%. The comparison between the F-score of the

common data augmentation and non-augmented datasets in three different modalities

is shown in Table 5.4

PROMISE Binary Four Ten
Without Augmentation 0.94 0.87 0.75

With Common Data Augmentation 0.95 0.88 0.78

Table 5.4: Comparison between the F-score of the augmented and non-augmented
datasets in three different modalities.
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5.4.2 Results of The Proposed Techniques

The following two subsections present the weighted class and length software require-

ments augmentation and dictionary and transformer-based software requirements aug-

mentation. The details of these techniques are elaborated with the results of using

these techniques.

5.4.2.1 Weighted Class and Length-based Augmentation Technique

The two parameters: percent of change and number of augmentation, have been in-

corporated in weighted class and length software requirements augmentation. The

adaptive percent of change assigns value based on the requirement length. For exam-

ple, the longest requirement in training is 70 words, and the shortest requirement is

five words. The requirement "the system shall achieve 95 up time" with seven words

will be assigned a percent of change value 0.08 by computing the following equation:

PercentofChange(sample) = (( (7 − 5)
(70 − 5))/3) + 0.05 = 0.08

The other parameter, the number of augmentation, can be set in different ways in

one and multilabel requirements. In one label, the first step is assigning the number of

augmentation that needs to be added to make the dataset balance. Then this number

is distributed among the samples in the class based on their length as in Table 5.5.

The last column is rounded to be an integer number.

The variations between the common and weighted one label techniques in tackling
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Requirement Length weight Number of augmentation
Requirement 1 10 words 0.15 round (6.92) = 7
Requirement 2 15 words 0.23 round (10.38) = 11
Requirement 3 25 words 0.38 round (17.31) = 18
Requirement 4 15 words 0.23 round (10.38) = 11

sum 65 words 1 45

Table 5.5: Computing the number of augmentation that need to be generated based
on the requirement length in one label software requirements augmentation technique.

the imbalanced issue can be shown in the subsequent figures. Using the common aug-

mentation technique the difference between functional and nonfunctional requirements

can reach up to 400 samples as in Figure 5.6 while using the weighted augmentation

technique the difference between them less than 40 samples as in Figure 5.7. The four

classes in PROMISE dataset contain similar number of samples which minimize the

difference between augmented dataset using common augmentation technique as in

Figure 5.8 and weighted augmentation technique as in Figure 5.9. The variation can

be noticed in binary and ten-class problems. For example, the majority class usability

augmented to be up to 400 using the common technique and up to 250 augmented

samples using the weighted augmentation technique as in Figures 5.10 and 5.11.

The common and weighted one-label augmentation techniques have been evalu-

ated on binary, four, and ten PROMISE datasets. The weighted data augmentation

technique did not improve the F-score in the binary classification problem. However,

in four classification problem, the weighted data augmentation technique improves the

F-score by only 1% to 89%. In the ten-class problem, the weighted data augmentation

achieved 76%, which is a 3 % improvement compared with the common data augmen-

tation. The comparison between the common and weighted data augmentation in

125



Figure 5.6: The statistics of classes using the common one label augmentation on
binary PROMISE dataset.

Figure 5.7: The statistics of classes using the weighted one label augmentation on
binary PROMISE dataset.

three different modalities is shown in Table 5.6.

For multilabel classification, the common and weighted one-label augmentation

techniques have been evaluated on multiclass multilabel EHR datasets. The binary

classification has been excluded because of the balanced samples of functional and

nonfunctional requirements in EHR dataset. The weighted class and length-based

augmentation can differentiate the number of augmentations based on the class label

and the requirement length. The value of α have been set by using trail and error,
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Figure 5.8: The statistics of classes using the common one label augmentation on four
PROMISE dataset.

Figure 5.9: The statistics of classes using the weighted one label augmentation on four
PROMISE dataset.

however we assign more weight to the class because we are trying to tackle the issue

of the imbalance in the dataset. The weighted multilabel augmentation results are

shown in Table 5.8. The best F-score has been achieved 0.61 with α value equal 0.15.

The range of α values between 0.1 to 0.25 and the classifier scored F-score 0.58, 0.61,

0.60, 0.56 using α values equal to 0.1, 0.15, 0.2, 0.25. Before we use α, we scale the

weight based on the length to have an equal sum similar to weight based on the class.

The impact of α can be noticed in Table 5.7. when α equals 0.05, the length has a
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Figure 5.10: The statistics of classes using the common one label augmentation on
ten PROMISE dataset.

Figure 5.11: The statistics of classes using the weighted one label augmentation on
ten PROMISE dataset.

limited impact on the number of augmentations, but when we increase α to be equal

to 0.2, the length changes the number of augmentations between two requirements.

The variations between the common and weighted multilabel techniques in tackling

the imbalanced issue can be shown in Figures 5.12 and 5.13. In the common technique,

the access control augmented up to 5000, but the weighted technique augments the
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PROMISE Binary (F1 Macro)
With Common Data Augmentation 0.94
With Weighted Data Augmentation 0.92

PROMISE Four (F1 Macro)
With Common Data Augmentation 0.87
With Weighted Data Augmentation 0.89

PROMISE Ten (F1 Macro)
With Common Data Augmentation 0.73
With Weighted Data Augmentation 0.76

Table 5.6: Comparison between the results of common and weighted one label aug-
mentation on the PROMISE dataset.

Requirement Weight(class) Weight(length) No augmentation (α = 0.05)
Requirement 1 7.9 33.28 9.2
Requirement 2 7.9 6.4 7.8
Requirement Weight(class) Weight(length) No augmentation (α = 0.2)

Requirement 1 7.9 33.28 13.1
Requirement 2 7.9 6.4 7.7

Table 5.7: Computing the number of augmentation that need to be generated based
on the class and requirement length in multilabel software requirements augmentation
technique.

samples of access control class up to 2000 samples, and the minority classes have a

chance to be augmented.

For example, the association between two minority classes (Availability and others)

in the sentence "the solution should provide the ability to conform to data retention

availability and destruction to provide the ability to inactivate obsolete or destroy

unstructured health record information" has been augmented 15 times while the asso-

ciation between minority and majority classes (Availability and access control) in the

sentence "implement administrative physical and technical safeguards that reasonably

and appropriately protect the confidentiality integrity and availability of the electronic

protected health information that it creates receives maintains or transmits on behalf

of the group health plan" has been augmented 7 times. The comparison between the

F-score of the common and weighted data augmentation and in the EHR dataset is
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Figure 5.12: The statistics of classes using common multilabel augmentation on EHR
dataset.

shown in Table 5.8.

5.4.2.2 Dictionary and Transformer-based Augmentation

In this proposed model, the dictionary can maintain the main keywords, and the trans-

former tackles the issue of replacing the remaining words. The RoBERTa transformer

has been selected after several pilot studies to guarantee its suitability to the software

requirement domain. The contextual transformer returns the best five synonyms, and

randomly, one of them will be selected for the replacement. In the validation stage, we

130



Figure 5.13: The statistics of classes using the weighted multilabel augmentation on
EHR dataset.

used the BERT transformers to generate the embedding of the original and augmented

sentences. Using trial and error, we used values (20, 40, 60) to be the number of gen-

erated sentences and selected the best eight augmented sentences recommended in the

literature [2]. We notice that the more we generate samples, the higher percentage of

similarity will be selected, which minimizes the variation between the augmented sam-

ples. The overall steps of the validation stage in the dictionary and transformer-based

software requirements augmentation is shown in Figure 5.14.

The dictionary-based and transformer-based augmentation technique augmenta-
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EHR F1-Macro
With Common Data Augmentation 0.56
With Weighted Data Augmentation 0.61

Table 5.8: Comparison between the results of common and weighted multilabel aug-
mentation on EHR dataset.

Figure 5.14: Steps of validation stage in dictionary and transformer-based software
requirements augmentation.

tion techniques have been evaluated on four and ten PROMISE datasets. The binary

classification have been excluded because of its simplicity and the capability to reach

95% with using common data augmentation technique. Classifying the requirements

by using dictionary-based and transformer-based augmentation technique improves

the F-score in four-class and ten-class problems. The common data augmentation

evaluated on two modalities of PROMISE dataset. In four-class problem, the com-

mon technique improves the F-score only 1% to be 88%. However, the proposed

technique improve the F-score and achieved 91%. In the ten-class problem, the com-

mon data augmentation achieved 78% and the proposed technique scored 80%. The

results of different techniques are shown in Table 5.9 and Table 5.10.

PROMISE PROMISE: four classification
Without Augmentation 0.87
With Common Data Augmentation 0.88
Dictionary and Transformer-based Augmentation 0.91

Table 5.9: Comparison between the results of common and dictionary and transformer-
based software requirements augmentation on four classes PROMISE dataset.
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PROMISE PROMISE: Ten classification
Without Augmentation 0.75
With Common Augmentation 0.78
Dictionary and Transformer-based Augmentation 0.80

Table 5.10: Comparison between the results of common and dictionary and
transformer-based software requirements augmentation on ten classes PROMISE
dataset.

Generally, the weighted class and length augmentation techniques improve the

classification compared with the technique that assign equal weights to the samples.

State of the art techniques frequently choose to assess their multilabel classification

techniques using metrics that might not represent the classification results of the

minority classes. The proposed techniques improve the classification by assigning

higher weights to the minority compared with the majority classes.

Based on the literature, using binarized Naïve Bayes (BNB) with processed and

unprocessed datasets doubled precision and recall to 90% and 91% respectively, as

in [81]. The processed dataset has been produced by applying different manual unifi-

cation rules that improve the classification. The domain-vocabulary and transformer-

based augmentation automate this process except the task of collecting the vocabulary.

This threats has been mitigated by minimizing the number of words in the vocabulary.

5.5 Conclusion

Data scarcity and imbalanced datasets are two main challenges in software require-

ments classification. Two approaches based on class and length were proposed to

assign dynamic weights to every sample. The presented technique achieved higher

results compared with a popular text data augmentation technique. Using the com-
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mon data augmentation techniques without considering the domain characteristics

did not achieve excellent results. In addition, we presented augmentation techniques

based on domain-vocabulary and transformer to address the domain-specific nature of

the problem and prevent the distortion of the main features in the augmented sample.

The proposed technique achieved a 3% improvement compared with the common data

augmentation in four-class problem and 2% improvement in ten-class problem.
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CHAPTER 6

SOFTWARE REQUIREMENT

CLASSIFICATION IN A LOW

RESOURCE LANGUAGE

6.1 Introduction

In the previous two chapters, the datasets that have been used is limited and im-

balanced which are main issues of data scarcity. However, in some cases the data

scarcity issues can be harder by the lack of labeled datasets. To address this issue

in this chapter, different DL-based models have been proposed to improve the per-

formance of requirements categorization in Arabic by utilizing resources accessible in

rich-resource languages. The translation from low-resource to rich-resource language

and vice versa have been experimented to check whether classifying directly the na-

tive better than translated SRS documents. In addition, two different tokenization
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approaches have been used to find the the best tokenization that is suitable to Arabic

requirements classification. The tokenized words and characters sequences have been

used to classify binary and multi-class Arabic requirements. The impact of prepro-

cessing on the performance of classifiers has been investigated

6.2 Research Design

The datasets used in the study are presented in this section. Then, we discuss the

classifier architecture that used in the study. Finally, the classification measures are

defined. The next subsections describe a brief summary about them.

6.2.1 Existing Datasets

In the experiments, three datasets have been used and presented in the following

subsection .

6.2.1.1 PROMISE

The most well-known dataset in the requirement classification domain is PROMISE

dataset [8]. The dataset comprises 15 projects that span a wide range of domains and

had written by students as a term project [5]. The dataset had written in English

language and used in binary and multi-class classification problems. The 625 require-

ments had been annotated as follows: functional (F): 255, non-functional(NF): 370,

and these 370 non-functional requirements had been classified to ten classes as the fol-

lowing: operational (O) : 62, security (SE) : 66, performance (PE): 54, usability (US):
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67, legal (L): 13, scalability (SC): 21, fault tolerance (FT): 10, look and feel (LF): 38,

maintainability (MN): 17, availability (A): 21. We used the name PROMISE for the

English version and En2ArPROMISE for the Arabic version throughout this chapter.

Dataset Min. length Max. length Mean length Median length

English PROMISE Word 6 84 19.89 17
Character 40 494 117.95 103

Arabic PROMISE Word 4 70 17.73 16
Character 30 403 102.69 90

Table 6.1: Descriptive statistics of English and Arabic PROMISE datasets

6.2.1.2 Arabic News

The dataset consists of an Arabic articles published in newspaper that used for-

mal Arabic language. The text that has been used contains only Arabic alpha-

betic, numeric and symbolic words without any foreign terminolgies. The dataset

in [111] is collected by semi-automatic web crawling process from three online news-

papers: Assabah (www.assabah.ma), Hespress (www.hespress.com) and Akhbarona

(www.akhbarona.com). The dataset’s documents are divided into five categories:

sport, politics, culture, economics, and diversity. The total number of articles in

the dataset is 111,728 documents structured in text files. We only select 5000 samples

in our experiments in which 1000 represents every class. We used the name ArNews for

the Arabic version and Ar2ENNews for the English version throughout this chapter.

Dataset Min. length Max. length Mean length Median length
Arabic News Word 7 89 62.7 67
English News Word 9 124 72.94 74

Table 6.2: Descriptive statistics of English and Arabic News dataset
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6.2.1.3 Arabic software requirements

The dataset contains functional and non-functional requirements of electronic records

management systems. The requirements starts by the creation and management of

records, identification of records, data description, classification schemes, reliability

and authenticity of records, store and removal of records, search, retrieval and pre-

sentation, and system management. The total number of requirements is 299 re-

quirements. The functional requirements are 106 and non-functional requirements

are 193. The requirements have been annotated by two master students in software

engineering. The agreement between them has been computed using Krippendorff’s

Alpha [112] which equals to 0.769. The value is higher than the accepted value which

is 0.66 [113]. The disagreement between the annotators has been discussed in one

meeting to provide final consistent labeling. We used the name ArSRS for the Arabic

version and Ar2ENSRS for the English version throughout this chapter.
Dataset Min. length Max. length Mean length Median length

Arabic Requirement Word 3 67 15.39 13
English Requirement Word 3 94 18.78 16

Table 6.3: Descriptive statistics of English and Arabic requirement dataset

6.2.2 Research Methodology

The main steps to achieve the study’s goals will be illustrated in the next subsections.

The Figure 6.1 illustrates the framework of the research and the variations between

the conducted experiments. Based on the dataset, we have three different datasets,

the first one is the translated PROMISE to Arabic, the second dataset is Arabic

news dataset and the translated one to English, the third dataset is Arabic software
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Dataset No. of classes Type of inputs Level of preprocessing Evaluation setting
ArPromise 2, 4 10 word and character 4 10 Folds

ArNews 5 word 3 10 Folds
EnNews 5 word 3 10 Folds
ArSRS 2 word 1 cross-project
EnSRS 2 word 1 cross-project

Table 6.4: Comparison between the experiments

requirements and the translated version to English. We used the Google translator in

all the experiments.

Figure 6.1: The research framework of the research

The impact of number of classes has been investigated by conducting several

experiments. The experiments can be binary or multi-class classification. The per-

formance of the classifiers based on the type of inputs either word or character

sequence have been studied in Arabic PROMISE dataset. The level of preprocess-

ing is the degree of using NLP preprocessing step such as stop words removal and

lemmatization. A comparison between the experiments is shown in Table 6.4.
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The research methodology in this study can be classified to three major parts.

The first part is preparing the dataset to be used in the experiments. The second

part id building the deep learning classifier to be trained on the labeled dataset. The

last part is evaluating the performance of the classifier and reporting the results. The

main components of research methodology are shown in Figure 6.2.

Figure 6.2: The main components of research methodology

The dataset have been selected from the community and prepared to be the input

of the RNN classifier. Three datasets have been translated and preprocessed. By

breaking the language into distinct words, the sentence is tokenized. Using an Arabic

language package for Python Araby [114] tokenizer and punctuation removal func-

tions, the punctuation tokens are then deleted from the phrase. Beside that araby

library provides basic functions to manipulate Arabic letters and text such as remov-

ing the tashkeel from the words. The terminology or non-Arabic words have been

removed to check their impact on the classification. The stop words list in Arabic and

English language has limited capability to distinct between the classes. The lemmati-

zation process has been used to minimize the size of the vocabulary by using Farasa

lemmatizer [115]. the The degree of preprocessing has four levels:
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1. Removing the punctuation

2. Removing non-Arabic words or terminology

3. Removing the stop words

4. Lemmatizing the words in the dictionary.

The dictionaries for the words and characters are constructed after preprocessing.

Each word and character in the input sequence has a distinct integer number. The

dictionary’s size is determined by the number of unique words or characters in the

corpus. For example, the dictionary’s size can be 38 unique tokens. The 38 tokens are

28 Arabic alphabetic tokens, 7 tokens for some Arabic special letters such as ( )

26 English alphabetic, tokens 10 numbers from 0 to 9, a space and zero for padding.

Since the length of the sentences is variable, the sentences will be padded to be the

same length as the longest sentence to be fed to the proposed classifier.

As a variant of LSTM [103], GRUs [68] have fewer hyper-parameters and effectively

solves the problem of the vanishing gradient in RNN. Furthermore, according to the

literature [104], effectively GRUs can record and reset context information in the

text, need less epochs, and outperform LSTM. The RNN-based classifier consists of

five consecutive layers: embedding layer, Bi-GRU layer, dense layer, dropout layer,

and dense layer.

The encoded words or characters are represented in dense vector in the embedding

layer. Instead of employing pre-trained models, the encoded vectors of the words or

characters are learnt from the dataset itself. The sequence of words or characters is

then sent to Bi-GRU layer. After the Bi-GRU layer, the fully linked layer or dense
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layer is utilized to introduce non-linearity to the model. In the dense layer, the ReLU

activation function is utilized to assist the model converge in a few epochs. To avoid

overfitting, the dropout is then utilized in all the models. The output layer, which is

one sigmoid function in binary classification or the SoftMax function in multi-class

classification, is the final layer in the models.

Binary cross-entropy is used in binary classification, whereas categorical cross-

entropy is used in multi-class classification. The Adam optimizer is employed in

accordance with the literature’s recommendations. Following that, a split plan will be

used to execute the training and testing stage. Finally, depending on the predicted

labels, the evaluation measures will be computed. In the training and testing stages,

the effectiveness of the proposed models is evaluated by training the model on 90%

of the samples and validating the model on 10% and repeating this process for 10

iterations. The evaluation metrics are calculated to be compared with the studies in

the literature.

6.2.3 Evaluation Measures

The metrics provided in the conducted experiments, as well as their definitions, are

discussed in this section. We chose four metrics to compare the different classifiers

based on the literature. 75% of main studies employed recall and precision metrics to

measure the efficacy of the model according to the requirements classification review

[8]. The imbalanced dataset requires metrics other than the accuracy such as F1-

score. For the sake of optimization, the F1-score is a sum of two scores, recall and

precision [116]. Using the Scikit-learn toolkit, four metrics are used to compare the
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models throughout this experiment: accuracy, recall, precision, and F1-score. For

the purpose of comparison, we compute precision, recall, and F1-score in multi-class

classification using the weighted average, as described in [30], [97], [117].

Figure 6.3: Confusion matrix

The confusion matrix is presented in binary and multi-class classification to de-

scribe the performance of the models classification. The example of the confusion

matrix is shown in Figure 6.3. The definitions of accuracy, precision, recall, and

F1-score using the confusion matrix are explained as follows:

• Accuracy: is calculated as the number of correct classifications divided by the

total number of classifications. It is defined as in Eq. 6.1

Accuracy = (truepositives + truenegatives)
(truepositives+truenegatives+falsepositives+falsenegatives) (6.1)

• Precision: estimates the total number of correct classifications with respect to
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the number of classifications retrieved. It is defined as in Eq. 6.2

Precision = (truepositives)
(truepositives + falsepositives) (6.2)

• Recall: estimates the percent of correct classifications. It is defined as in Eq.

6.3:

Recall = (truepositives)
(truepositives + falsenegatives) (6.3)

• F-Score: is the harmonic mean of precision and recall. It is defined as in Eq.

6.4:

F1 − Score = 2 × (Precision × Recall)
(Precision + Recall) (6.4)

6.3 Experiment Setup

In this section, we illustrate the environments that are set to conduct the experiments.

We used the Google Colab that supports GPU processors with Keras library that

built on TensorFlow platform to conduct all of our experiments. Using an iterative

procedure, the hyper-parameters are tuned differently in the experiments to attain

higher scores in the validation data. The five important hyperparameters that have

been tuned are the length of the input, embedding size, number of neurons in both

bi-gru and dense layer, the dropout rate, and the batch size.

To assess the classifier, several validation splits were utilized, We calculated the

precision, recall, and F1-measure for each classifier using stratified n-fold cross-

validation. Another splits has been used to test the classifier performance on unknown
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projects by splitting the dataset into training, validation and testing split. The details

about the experiments can accessed by the link. 1

6.4 Results and Discussion

In this section, the results of the experiments in three datasets are elaborated in

both either binary or multi-class classification. In the first subsection the experiments

are conducted on ArPROMISE dataset with two, four, and ten classes. The next

subsection is the results of five classes classification in the news dataset, and the

results of binary requirements classification across projects.

6.4.1 Arabic Software Requirements Classification in

En2ArPROMISE Dataset

The ultimate objective of this subsection is investigating the capability of classifying

Arabic requirements. This investigation contains four dimensions that need to examine

in Arabic requirements text: translation, preprocessing, number of classes, and input

type as shown in Figure 6.4.

Figure 6.4: The four dimensions of conducting experiments on En2ArPROMISE
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6.4.1.1 Arabic Binary Classification

The performance of the proposed models using word and character sequence have

been evaluated using standard measures in Table 6.5. Clearly, a limited variations

between precision and recall of the proposed model using word tokens compared with

character tokens. The results of the binary models show that the word sequence

model outperforms the character model in all the reported experiments. Different

level of preprocessing have negligible impact on classification measures using the word

sequence. In binary classification, the word sequence model achieved 8% higher than

the character sequence model in F1-score measures.

Model Name Preprocessing Accuracy Precision Recall F-score

Word sequence

Without Punctuation 90.71 89.67 88.22 88.61
Terminology Free 91.03 90.14 88.20 88.97

Without Stopwords 90.72 88.92 89.05 88.63
With Lemmatization 91.04 90.86 87.43 88.78

Character sequence

Without Punctuation 82.73 81.39 76.05 77.72
Terminology Free 79.82 74.35 77.65 75.56

Without Stopwords 81.59 73.31 80.80 76.16
With Lemmatization 85.12 84.50 79.68 81.14

Table 6.5: Word and character binary model results in En2ArPROMISE dataset

One technique to visualize the performance of classifiers is to use the confusion

matrix. Clearly, the word model classifies the functional and non-functional require-

ments better than the character model. In word model, the difference between the

misclassified functional and non-functional samples is 4 while the difference in char-

acter model is 11 samples which means the capability of the word model to mitigate

the imbalanced classes is better than the character model. The values of the elements

in confusion matrix are shown in Figure 6.5.
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((a)) Word model ((b)) Character model

Figure 6.5: Word and character models in En2ArPROMISE classification

The classification of Arabic requirements has shown several challenges compared to

English requirements classification. For example the maximum Arabic requirements

length is 69 as in Table 6.6 compared to the English sentences which is 84 . The

number of unique words in Arabic requirements is larger than the number of unique

words in English requirements which is 1672 without any significant preprocessing.

The removal of terminologies or stopwords has limited impact on the vocabulary size

and input length. The lemmatization step reduce significantly the number of unique

words in Arabic to the half (from 2549 to 1216).

Preprocessing level Arabic length Arabic unique words
Arabic Without Punctuation 69 2549

Arabic Terminology Free 69 2493
Arabic Without Stopwords 62 2478

Arabic With Lemmatization 62 1216
English Without Punctuation 84 1672

Table 6.6: Comparison between PROMISE and En2ArPROMISE datasets

There is a variation between the classification of functional and non-function re-

quirements in word and character models. The capability of word model to minimize

the impact of imbalance distribution of two classes has been shown in the previous
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results. The character model might perform better if we have large dataset especially

with rich morphology languages such as Arabic. The word-based sequence model out-

performed the character-based sequence model even though the Arabic language is

having rich morphology which imply a large vocabulary in word sequence compared

with character sequence inputs. One of the main characteristics that has been noticed

in Arabic sentence classification is increasing the size of vocabulary with small length

compared with English language.

The rich morphology can be a challenge in Arabic requirements classification which

plays an important role by increasing the percentage of unknown words in validating

or testing split. For example the nonfunctional requirement that belongs to perfor-

mance category: "The product shall synchronize with the office system every hour"

is translated to Arabic to be " " is misclassified to be func-

tional requirements. The feature synchronize is part of two performance statements

in English is translated to be two words in Arabic and . The high probability

of altering the features in Arabic can be on of the main source of misclassification.

The lemmatization step fails to unified the two similar words to be encoded differently.

The lemmatization can be useful to increase the features that can be reliable in

classifying the requirements. For example, statements that has word grid in rep-

resentation constraints and in Arabic can be unified using the lemmatization

especially from plural to singular forms. The existing of terminologies can be mis-

leading in some cases because of their ability to maintain their shapes even after the

applying the Arabic lemmatization tools. For example, the terminology in Windows

Media Player "Movies shall be encoded and streamed via Windows Media Player
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9.0" exists in two different requirements one is functional and another is nonfunctional.

The translated statement of this requirement is misclassified by the Arabic model.

The literature was reviewed to find relevant researches that could be compared

with our findings. The papers were chosen based on their discussion of functional and

non-functional categorization, as well as their use of the PROMISE dataset. Since

there is a lack of studies in Arabic requirements classification, the comparison is con-

ducted with the English requirements classification to show how close the classification

of translated to Arabic requirements. Similar to the literature, we used the recall, pre-

cision, and F-score in the binary classification comparison. The English requirements

classification into functional and non-functional classes achieved higher F-score as in

Table 6.7. The minimum value that has been scored is 0.8 in [92] and the maxi-

mum value is 0.98 in [9]. Most of the studies scored around 0.92 while the proposed

model that classifies translated Arabic requirements scored 0.89 which is considered

comparable results.

6.4.1.2 Arabic Multi-class Classification

The nonfunctional requirements in En2ArPROMISE dataset can be classified into

four or ten classes by tokenizing the inputs into seuance of words or inputs. In the

four classification problem, the preprocessing has improved the F-score by 6% in word

model and 4% in character model. Table 6.8 shows the findings of four classification

word and character based models.

Figure 6.6 shows that some misclassified sentences are more common in some

classes. The lowest number of misclassified samples in both operational and security
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Ref. Type category Names of
classes1 Features Classifier2 Recall Precision F1-

score

[9]
Bi

na
ry

Tr
ad

iti
on

al
M

ac
hi

ne
le

ar
ni

ng

FR, NFR

Syntactic
Features

and
keywords

Decision
tree 1.00 0.97 0.98

[10] FR, NFR

meta-data,
lexical,

and
syntactical

SVM 0.93 0.92 0.93

[81] FR, NFR

Ten
features
from un-
processed
dataset

Decision
tree 0.9 0.9 0.9

[81] FR, NFR

Ten
features

from
processed
dataset

Decision
tree 0.94 0.95 0.94

[109]

D
ee

p
Le

ar
ni

ng

FR, NFR fastText CNN 0.96 0.92 0.94
[44] FR, NFR Word2vec CNN 0.91 0.92 0.92
[30] FR,NFR - BERT 0.92 0.92 0.92

Arabic
model FR, NFR - Bi-GRU 0.88 0.90 0.89

1) Functional Requirement(FR), Non-Functional Requirement(NFR)
2) CNN: convolutional neural network, SVM: Support Vector Machine, Bi-GRU: Bidirectional Gated
Recurrent Unit, and BERT: Bidirectional Encoder Representations from Transformers

Table 6.7: Comparison of PROMISE binary classification

Model Name Preprocessing Accuracy Precision Recall F-score

Word sequence

Without Punctuation 83.13 85.18 83.13 83.00
Terminology Free 84.35 86.45 84.35 84.19

Without Stopwords 85.53 88.72 85.53 85.55
With Lemmatization 89.17 90.45 89.17 88.87

Character sequence

Without Punctuation 67.45 71.09 67.45 65.82
Terminology Free 65.85 67.69 65.85 65.28

Without Stopwords 65.82 68.62 65.82 65.23
With Lemmatization 69.43 71.58 69.43 68.89

Table 6.8: Word and character four classes model results in En2ArPROMISE dataset

classes is 5 using word model, whereas the greatest number of misclassified samples

in classifying performance requirements is 9.

Table 6.9 shows the results of ten different preprocessing on word and character

models. The preprocessing tasks boost the F-score in word sequence by 5%. On

the contrary, the character model has not been affected by the preprocessing steps.
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((a)) Word model ((b)) Character model

Figure 6.6: Word and character Four classes models in En2ArPROMISE classification

The high variation of classification results between word and character up to 17% in

classifying multi-class problem.

Model Name Preprocessing Accuracy Precision Recall F-score

Word sequence

Without Punctuation 67.46 69.04 67.46 65.89
Terminology Free 66.91 70.67 66.91 66.45

Without Stopwords 69.65 73.53 69.65 68.90
With Lemmatization 74.80 75.28 74.80 73.18

Character sequence

Without Punctuation 55.27 57.84 55.27 54.32
Terminology Free 55.55 56.72 55.55 53.86

Without Stopwords 58.51 58.02 58.51 56.13
With Lemmatization 56.61 57.13 56.61 55.21

Table 6.9: Word and character Ten classes model results in En2ArPROMISE dataset

The confusion matrix of word and character models is shown in Figure 6.7. The

samples of ten classes show different results and can be similar between word and

character as maintainability class, or the character better than word as in scalability

class, and the superiority of the word model in all remaining classes.

Classifying the requirements into several classes with limited number of samples

is a challenging task. Writing the requirements in a very limited number of features

complicates the extraction the features and classification process. For example, the

operational requirement "The product shall be supported using the corporate sup-
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((a)) Word model ((b)) Character model

Figure 6.7: Word and character ten classes models in En2ArPROMISE classification

port center" is misclassified to be usability requirement even after the translation and

lemmatization. The using word has been used 25 times in the usability class

while only 7 times in the operational class.

The proposed model is capable of detecting one of the requirement which is "The

product shall protect the identity of the players. The product shall provide players

no access to information that might reveal the identity of another player" that is

translated to be

is labeled in the original PROMISE dataset as performance but is more

related to security requirement. This indicate the ability of the Arabic classifier to

detect the outliers in the dataset after be trained.

The intersection between classes can be an issue in the annotation and the classifi-

cation stages. For example, the "look and feel class" intersects with the usability class.

Customizing the look means improving the usability of the application and sometimes

improving the usability entitles some aspects of the system appearance. The look and

feel requirement "The user interface shall have standard menus buttons for navigation"

that is translated to be is misclassified by the
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model by label it as usability class.

Classifying the English PROMISE requirements into multi-classes either four or

ten classes has been investigated in literature using traditional ML and deep learning

techniques. Two studies in [10], [92] used SVM to classify the nonfunctional require-

ments into four classes (PE, US, SE, O). Their findings achieved an F-score up to

0.77. Applying traditional ML using Binarized Naïve Bayes to classify ten classes of

nonfunctional requirements in a binarized way improved the F-score to be equal to

91% after processing and unifying some features in the dataset in [81].

Recently, several studies have proposed DL-based models to classify the require-

ments. The CNN technique have been used widely in [13], [15], [82], [109] to classify

the requirements with excellent results. The RNN variants in [13] and ANN [82]

had been applied with the bag of words or word2vec to represent the features and

achieved results of F-score up to 0.85. Recent study have been published in [117] pro-

posed model based on Bi-GRU approach to classify English requirements and scored

0.87 F-score in classifying the four classes. The highest F-score is 0.82 in classifying

ten classes using BERT transformers in [30]. After translation, the model that are

trained on EN2ArPROMISE scored comparable results in both four and ten classifi-

cation. Table 6.10 shows a comparison of our findings in classifying En2ArPROMISE

dataaet with studies in the literature classify PROMISE dataset.
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Ref. Type Category Names of classes3 Features Classifier4 Recall Precision F1-
score

[10]

M
ul

tic
la

ss

Tr
ad

iti
on

al
M

L PE, US, SE, O meta-data, lexical,
and syntactical SVM 0.81 0.78 0.77

[92] PE, US, SE, O Six different vectors SVM, NB,
LR, RF ≈ 0.67 ≈ 0.77 ≈ 0.68

[81] SC, US, SE, A, MN,
L, PE, FT, O, LF

Ten features from
processed dataset BNB 0.91 0.90 0.9

[82]
D

ee
p

Le
ar

ni
ng

MN, PE, US, SE, O bag of words ANN,
CNN 0.83 0.86 0.85

[15]
F, SC, US, SE, A,

MN, L, PE, FT, O,
LF, PO

word2vec using
skip-gram model CNN 0.78 0.81 0.77

[13] SC, US, SE, A, MN,
L, PE, FT, O, LF Word2vec

CNN,
RNN

variants
0.72 0.72 0.7

[109] SC, US, SE, A, MN,
L, PE, FT, O, LF Word2vec CNN 0.75 0.79 0.76

[30] PE, US, SE, O - BERT 0.88 0.86 0.87

[30] SC, US, SE, A, MN,
L, PE, FT, O, LF - BERT - 0.79 0.82

[117] PE, US, SE, O - BiGRU

[117] SC, US, SE, A, MN,
L, PE, FT, O, LF - BiGRU

Arabic
model PE, US, SE, O - BiGRU 0.89 0.90 0.89

Arabic
model

SC, US, SE, A, MN,
L, PE, FT, O, LF - BiGRU 0.74 0.75 0.73

3) Functional (F), legal (L), maintainability (MN), availability (A), operational (O), look and feel (LF),
fault tolerance (FT), performance (PE), usability (US), scalability (SC), and security (SE)
4) BNB: Binarized Naïve Bayes, NB: Naïve Bayes, SVM: Support Vector Machine, RF: random forest, LR: Logistic Regression,
CNN: convolutional neural network, ANN: Artificial Neural Network, BERT: Bidirectional
Encoder Representations from Transformers, RNN: recurrent neural network, and BiGRU: Bidirectional Gated Recurrent Unit.

Table 6.10: Comparison of PROMISE multi-class classification

Preprocessing level Arabic length English length Arabic unique words English unique words
Without Punctuation 89 124 40917 15635
Without Stopwords 75 76 40742 15605

With Lemmatization 75 76 14480 14156

Table 6.11: Sentence length and vocabulary size in ArNews and Ar2ENNews datasets

6.4.2 Impact of Translation on Classifying Arabic Software

Requirements

The ultimate objective of this subsection is investigating the capability of classifying

Arabic and English requirements. This investigation contains four dimensions that

need to examine in Arabic and English requirements text: translation, preprocessing,

dataset size, and domain type as shown in Figure 6.8.

Previously, the first two subsections represents that the comparable results can be

achieved by translating the English SRS documents and used in the model training
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Figure 6.8: The four dimensions of conducting experiments on ArNews and
Ar2EnNews

and validation. To investigate the validity of translating Arabic documents to English

language and comapre the results, we used the well-known dataset written in Arabic

language. Since there is a lack of labelled Arabic SRS documents, we used a subset of

the Arabic news dataset [111]. The best result using CNN techniques with the news

dataset had been reported by the researchers in [111] is 92.94% when they used the

whole dataset.

The proposed models show similar results in classifying both Arabic and English

news datasets. The results show in Table 6.12 the preprocessing has limited impact

on the datasets. The large number of misclassified samples between the economy and

politics can be noticed in both Arabic and English confusion matrices in Figure 6.9.

Model Name Preprocessing Accuracy Precision Recall F-score

Arabic
Without Punctuation 91.10 91.28 91.10 91.07
Without Stopwords 91.12 91.27 91.12 91.11

With Lemmatization 92.52 92.55 92.52 92.50

English
Without Punctuation 91.38 91.55 91.38 91.37
Without Stopwords 91.10 91.17 91.10 91.08

With Lemmatization 91.44 91.56 91.44 91.42

Table 6.12: Five news classification results in ArNews and Ar2EnNews datasets

The ultimate objective of this subsection is investigating the capability of classify-
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((a)) Arabic model ((b)) English model

Figure 6.9: Arabic and English models in news classification

ing Arabic and English requirements. This investigation contains four dimensions that

need to examine in Arabic and English requirements text: translation, cross-testing,

and cross-learning as shown in Figure 6.10.

Figure 6.10: The three dimensions of conducting experiments on ArSRS and
Ar2EnSRS

In all the previous three sections, the evaluation method is the cross validation. To

answer the question about the capability of the proposed models trained on translated

Arabic or English datasets, the new annotated dataset ArSRS has been used to evalu-

ate the model that trained only on the PROMISE, trained on PROMISE and partial

split of ArSRS, or trained on PROMISE and validated on partial split of ArSRS. All

the previous scenarios have been used to develop an appropriate model to be tested

156



on unseen samples. The best result has been achieved in Arabic experiments is 76%

while the best one in English experiments is 80% as shown in Table 6.13.

Language Data split method Accuracy Precision Recall F-score

Arabic

Trained and validated
on En2ArPROMISE
and tested on ArSRS

67.22 80.64 64.76 71.83

Trained and validated
on (En2ArPROMISE
+ half of ArSRS) and
tested on ArSRS

68.00 76.76 75.24 76.00

Trained on
En2ArPROMISE and
validated on half of
ArSRS and tested on
half of ArSRS

68.66 82.14 68.31 74.59

English

Trained and validated
on PROMISE and
tested on Ar2EnSRS

65.62 80.36 67.87 73.59

Trained and validated
on (PROMISE + half
of ArSRS) and tested
on half of Ar2EnSRS

69.33 79.56 73.26 76.28

Trained on PROMISE
and validated on half
of ArSRS and tested
on half of Ar2EnSRS

72.66 78.84 81.18 80.00

Table 6.13: Word and character Ten classes model results

The functional requirement that is written in Arabic as follow:

is classified to be non-functional requirements when trans-

lated to English because of the word which is translated to English by "The records

management system should support the availability of means to identify the records"

that leads the model to classify the sentence as non-functional requirement of class

availability.

On way to improve the results of the classification is minimizing the percentage
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((a)) Trained and validated
on En2ArPROMISE and
tested on ArSRS

((b)) Trained and vali-
dated on (En2ArPROMISE
+ half of ArSRS) and tested
on ArSRS

((c)) Trained on
En2ArPROMISE and
validated on half of ArSRS
and tested on half of
ArSRS

((d)) Trained and validated
on PROMISE and tested on
Ar2EnSRS

((e)) Trained and validated
on (PROMISE + half of Ar-
SRS) and tested on half of
Ar2EnSRS

((f)) Trained on PROMISE
and validated on half of Ar-
SRS and tested on half of
Ar2EnSRS

Figure 6.11: Confusion matrices of classifying ArSRS and Ar2EnSRS datasets

the unknown words by selecting a fraction of the dataset to be used in training or

fine-tuning the proposed models. For example, the word in the new dataset as

in have been used frequently

with the non-functional requirements of type security and is not part of the Arabic

PROMISE dataset.

6.4.3 Summary and Recommendations

Based on the previous experiments and results, the recommendation can be outline

as follow:
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• The best way to tackle the challenge of large vocabulary is using the lemmati-

zation which minimizes the size to less than the half in some experiments and

improves that F-score by 5%. The other preprocessing such as terminology

removal or stop words removal minimize the length of the sentences without sig-

nificantly improve the classification results or reduce the size of the vocabulary

compared with lemmatization.

• The impact of preprocessing is varying based on two factors. The first one is

the number of classes to be classified. In binary classification, the preprocessing

has no impact on the classification results. The second factor is the size of the

samples in the class that needs to be classified. Based on the experiments, The

class that has enough number of samples requires less input preprocessing. One

of the reasons behind that is the abundant features that can extracted from the

inputs.

• The translation from English to Arabic increases the number of unique words

which might affect the classification performance. On the contrary, the trans-

lation from Arabic to English text minimizes the number of unique features to

be used in the classification. The minimal feature can be use as an indicator of

the simplicity of the classification process.

• There is a lack of formal or semi-formal vocabulary in writing Arabic require-

ments which complicates the classification. The high variations of styles in writ-

ing the software requirements make the translation and classification harder.

One way to mitigate this issue is using semi-formal style as in English which
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facilitates the requirements classification by minimizing the variability in words

and styles. Another way is rephrasing the requirements to have unified features

as in Figure.

Figure 6.12: Semi-formal Arabic requirements style converter

• The translation process showed a subtle performance and promising results

among the three different datasets. The translation a way of mitigating the

costly labeling and utilizing the availability of different reliable tools. In ad-

dition, we are able achieve a higher results in English with limited processing

steps compared with Arabic.

6.5 Threats to Validity

Because our study is sensitive to a variety of challenges to its validity, we employ a

variety of mitigation techniques. Threats and mitigation are discussed in depth in this

section.

Construct Validity: The quality of the evaluation depends on the quality of the

manually annotated samples. The first two datasets have been validated in the litera-

ture while the the third dataset has been validated to minimize any negative impact.
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The annotators were given several examples and definitions about the requirements

classes. Both annotators are native Arabic speakers and they conducted some trails

before the annotation to avoid any misunderstanding.

External Validity: Students’ PROMISE projects are not indicative of all

projects, particularly those from the business. The PROMISE dataset was chosen

since it is the most often used in the literature and can be compared to published

works in the literature. To mitigate this issue, we have selected other datasets such

as news dataset and and annotate Arabic software requirements.

Conclusion Validity: The conclusion has been drawn from experiments that

can be reproducible by detailing all the all the factors in the conducted experiments

with the accessible link. Some challenges has been tackled in the datasets such as the

imbalance issue as in news dataset while the others datasets were used under-sampling

and over-sampling techniques without any improvements.

6.6 Conclusions and Future Works

In this chapter, we experimented the capability of utilizing the models in rich-resources

languages in classifying Arabic software requirements documents. The approach used

automatic machine translation that has limited impact on the classification results.

The comparable results between the English and Arabic achieved after conducting

preprocessing steps in Arabic language such as lemmatization. The models have been

evaluated on different datasets using different evaluation methods. The Arabic word-

based models outperform the Arabic character-based models in all the experiments.
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Using the translation mechanism, the classification of translated Arabic requirements

to English can mitigate several challenges such as costly annotation and difficult pro-

cessing in Arabic language. The lack of formal or semi-formal language in writing the

Arabic software requirements complicate the classification and increase the vocabulary

size of the dataset.
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CHAPTER 7

CONCLUSIONS AND FUTURE

WORK

In this chapter, the thesis conclusions are discussed, an outlook on potential future

work is presented, and the outcomes from this thesis are listed.

7.1 Conclusions

This dissertation presented an end-to-end approach to classify software requirements

using raw word and character sequences employing BiGRUs. The proposed systems

achieved state-of-the-art results on publicly available datasets. The models are eval-

uated on binary and multiclass classifications on the original PROMISE dataset and

multilabel multiclass classification on the PROMISE ML dataset. In addition, the

EHR dataset is used to evaluate the proposed model on multilabel binary and mul-

tilabel multiclass classification tasks. Two approaches were investigated in terms of

input text tokenization: word sequences as tokens and character sequences as tokens.
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The word sequence generally outperforms the character models in binary and mul-

ticlass classification. The performance of the character models is affected when the

number of classes increases, while the performance of the word models maintains its

classification ability. Additionally, the models based on BiGRU outperform most of

the other deep learning or traditional machine learning techniques.

Data scarcity and imbalanced datasets are two main challenges in software re-

quirements classification. Two approaches based on class and length were proposed

to assign dynamic weights to every sample. The proposed method achieved better

results than standard data augmentation. Using the general augmentation techniques

without considering the domain characteristics did not achieve excellent results. We

proposed domain-vocabulary and transformer-based augmentation techniques to ad-

dress the domain-specific nature of the problem and prevent the distortion of the main

features in the augmented sample. The proposed technique achieved a 3% improve-

ment compared with standard data augmentation.

Finally, we experimented with utilizing the models in rich-resources languages to

classify Arabic software requirements documents. The approach used automatic ma-

chine translation that has limited impact on the classification results. Comparable

results between English and Arabic were achieved after preprocessing steps in the

Arabic language, such as lemmatization. The models have been evaluated on different

datasets using different evaluation splits. The Arabic word-based models outperform

the Arabic character-based models in all the experiments. Using the translation mech-

anism, the classification of translated Arabic requirements to English can mitigate

several challenges, such as costly annotation and difficult processing in Arabic.
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7.2 Limitations

The lack of reporting and evaluation standards in research studies complicates the

analysis and performance comparison. To mitigate this, we conducted several experi-

ments containing various categories to compare with their work. Additionally, we used

four metrics that provide insight into classifier performance. To facilitate research re-

producibility, we fix the seed of the random number generators to be equal to 42, as

in [27], in all the conducted experiments. The PROMISE projects written by students

are not representative of all projects, especially projects from the industry. We used

the PROMISE dataset because it is the most frequently used dataset in the literature

and, thus, enables comparison with other approaches. The imbalanced dataset might

have some impact on our findings, especially in the NFR subcategories, which suffer

from variation in the number of samples.

The quality of the evaluation depends on the quality of the manually annotated

samples. The annotators were given several examples and definitions of the require-

ments classes. Both annotators are native Arabic speakers and they conducted some

trials before the annotation to avoid any misunderstanding. Manually building the

dictionary can be one of the threats to validity. To minimize the impact, we include

the minimal number of features with the minimal number of synonyms to preserve

its generality while maintaining the domain-specific features and keywords. Students’

PROMISE projects are not indicative of all projects, particularly those from the busi-

ness. The PROMISE dataset was chosen since it is the most often used in the liter-

ature and can be compared to published works. We selected other datasets, such as
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the Arabic news dataset and EHR, to mitigate this issue.

7.3 Future Directions

In future work, we plan to extend the PROMISE dataset by adding more NFR cat-

egories, such as safety, security, and confidentiality. Another direction is to use the

proposed models to conduct several experiments on other industrial-scale datasets.

Manual processing is generally used to extract requirements from a document. Au-

tomating the extraction and categorization of requirements from the original SRS can

minimize the load on the user side. In future work, we plan to build cross-lingual word

embedding for Arabic and English languages to improve the classification results in

different languages. The lack of formal or semi-formal language in writing Arabic

software requirements complicates the classification and increases the vocabulary size

of the dataset.

7.4 Outcomes

This section presents the publications that have been emanated from this thesis.

• Published Paper: An end-to-end deep learning system for requirements classi-

fication using recurrent neural networks. Information and Software Technology

• Under-review Paper: Software Requirements Classification using Deep

Learning Techniques: Trends and Opportunities. Journal paper.
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• Under-review Paper: Software Requirement Classification: Translate or not

to Translate. Journal paper.

• In-progress Paper: Augmentation-based Techniques in Software Require-

ments Classification. Journal paper
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